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Moltemplate: A Tool for Coarse-Grained Modeling of Complex Biological Matter and Soft 

Condensed Matter Physics 

 

SUPPLEMENTARY MATERIALS 

Moltemplate data model and LT format. The LAMMPS-Template format (LT) is a general file 

format for storing coarse-grained molecules, force fields, external forces, constraints, and other 

entities that can influence how systems of particles evolve over time. It takes advantage of the 

versatile infrastructure supplied by LAMMPS, and it borrows its syntax. At a minimal level, all 

molecular simulation programs assign both "type" (denoted in LT format with “@” attribute 

variables) and "ID" numbers (denoted with “$” counter variable) to all the particles in the system. 

These numbers are used to look up the forces on each particle, but they differ in how they are 

used. Conceptually speaking, a particle’s ID is used to look up a position for the particle or 

define its bonded neighbors, whereas a particle's type is used to look up the force field 

parameters due to interactions between it and other particles. The table of interaction 

parameters grows by at least O(n2) with respect to the number of particle types, n, hence the 

number of types is usually much smaller than the number of particles in the system. 

 

The majority of LAMMPS users simulate molecules using traditional force fields, with harmonic 

or tabulated bonds and angles, periodic dihedrals, and Lennard-Jones 6-12 nonbonded forces. 

As with other molecule builders, such simulations are easy to prepare with moltemplate. For 

more complex molecular models, it may be necessary to supply extra particle attributes and 

extra text to control unusual force fields and fixes (as in most of the examples included here). In 

these challenging cases, moltemplate allows users to create custom text files that refer to the 

integer attributes (@atom, $atom, @bond, $bond, @angle, etc.) that specify the particles to 
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which they apply. Moltemplate may also be useful to create extra files for 3rd-party programs 

(as in Supplementary Figure 1ab). 

 

The moltemplate data model is designed to provide support for an object-oriented hierarchical 

description of heterogeneous molecular systems. Several features are incorporated into the 

design. First, molecular ingredients (such as molecules, monomers, or subunits) are defined.  

Then they are replicated (and optionally modified) and combined into higher-level assemblies. 

Users are not required to define a non-ambiguous overarching naming scheme for molecules 

and particles. Instead, type names are hierarchical, as shown in Supplementary Figure 1c. For 

example, subunits “TwoP” and “ThreeP” in that example contain a definition of atom type “A”, 

but because they are defined in different places, they are not the same atom type. For 

convenience, they can both be referred to as “@atom:A” within the scope of their own molecule 

definitions, but they will be resolved to the full names “@/atom:/TwoP/A” and 

“@/atom:/ThreeP/A” when combined into a higher assembly. To resolve these ambiguities, the 

set of atom types, molecule types, and bonded interaction types can be represented as a tree-

like data structure called the “static tree” (Supplementary Figure 2a). Similarly, counter variables 

(“$”) and individual molecules are associated with an “instance tree” (Supplementary Figure 2c). 

Optionally, placing "/" before variables makes them global in scope, for example, all of the 

categories in this example are global except for "$resid", which is user-defined and keeps track 

of the different monomers within each polymer. 

 

As the size and complexity of a hierarchical system increases, the number of angles, dihedrals, 

and improper interactions often becomes unmanageable. This is exemplified by the simple 

polymer in Supplementary Figure 1c,2c, where the angle interactions are too numerous to list 

explicitly. LT files can define modular objects containing molecule definitions or force fields 

(such as the “FF” object in Supplementary Figure 2b). Force field objects store text describing 
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the force field, as well as rules for inferring angular interactions (e.g. angles, dihedrals, 

impropers) from bond topology when the user does not want to list them explicitly. Angles, 

dihedrals, and impropers are generated whenever the local bond topology and atom types 

match a subgraph supplied by the user. Wildcards (either whole string “*” or single character 

“?”) and regular expressions can be used to match atom type names, which can dramatically 

reduce the number of rules needed. In cases where wildcards introduce ambiguity, where 

particles may satisfy multiple rules, priority is given to rules that appear later in the list. Note that 

in some cases, the same rule may generate multiple dihedral or improper interactions for the 

same set of bonded atoms. Different force fields resolve these redundancies in various ways, so 

moltemplate allows the user to customize how this is done by supplying a short Python file 

containing an optional template storing connectivity and symmetry information. Once a force 

field object is defined, molecules can inherit traits from these force field objects (as well as other 

molecules), including atom types, bonded interaction types, and rules. This makes it possible for 

users to simplify their molecule definitions, omitting redundancy by sharing atom types, bonded 

interaction types, and rules with other molecules. A version of this example using force fields is 

included at http://doi.org/10.5281/zenodo.4392267. Additional examples of simple force fields 

stored in moltemplate format are provided at http://moltemplate.org/examples/force_fields.html. 

 

As mentioned above, moltemplate users typically prepare a molecular simulation by: 1) defining 

the types of molecules they want to simulate, and 2) duplicating these molecules and building 

larger assemblies from them. In each molecule definition, users supply the text that defines the 

attributes (atoms, bonds) of the molecule and its constituents. They can share atom types and 

force field interactions between molecules by defining a force field object. The syntax of the 

moltemplate language allows users to create new molecule objects, modify molecule objects, 

apply coordinate transformations to these objects, create force field objects, create text files and 

append text to them, link to other LT files, and create new kinds of @ and $ counter variable 
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categories. The commands for doing this are listed in Supplementary Table 1 and explained in 

detail (with examples) in the online moltemplate documentation (https://moltemplate.org/doc). 

 

Moltemplate geometry handling. Moltemplate includes a language to control the position of 

molecules and their subunits, allowing users to build large assemblies from simple primitives. 

Currently supported functionality includes basic rotation and translation transformations 

combined with periodic 1D, 2D, and 3D lattice/helical/toroidal arrays, and random placement of 

a finite number of entities within these arrays. Individual molecules and subunits can be placed 

and oriented one at a time and customized later. Bonds and angles between beads, as well as 

their individual types, may be modified with custom parameters. Nested and inherited 

representations can streamline the definition of complex, hierarchical assemblies 

(Supplementary Table 1). These are typically combined by sequential application 

(Supplementary Figure 1cd) or using arrays (Supplementary Figure 3) to create complex 

procedural assemblies. 

 

Interoperability with 3rd party methods. Building on the simple LT format, numerous force 

fields have been implemented in moltemplate, including AMBER GAFF [1], OPLS-AA [2], 

OPLS-UA [3], LOPLS-AA [4], and COMPASS [5], as well as diverse exotic molecular models 

including OxDNA2 [6,7], ELBA [8], and even EFF [9]. Coordinates may also be imported from 

and exported to a variety of 3rd party tools. Moltemplate is currently interoperable with: VMD 

[10], PACKMOL [11], CellPACK [12], OVITO [13], the ATB molecule database [14], VIPSTER 

(https://sgsaenger.github.io/vipster), and OpenBabel [15]. For example, moltemplate’s 

ltemplify.py utility reads LAMMPS “data” files created by 3rd party tools like OpenBabel, VMD, 

or EMC (http://montecarlo.sourceforge.net), and converts them into LT files. This way, individual 

molecules from these files can be extracted, customized, rearranged, duplicated, and used as 

building blocks in other more complex LT files. In addition, the output of moltemplate is also 
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easily customized, for example, it has been adapted to work with other MD simulation programs 

such as ESPResSo (http://moltemplate.org/espresso). 

 

Moltemplate flow control. Moltemplate is not a programming language and does not support 

for-loops or conditional branching. This choice was made early in the development of 

moltemplate, based on the assumption that users will have a basic knowledge of scripting with 

BASH, awk, Python, or similar languages. When such functionality is needed, users create their 

own short programs that generate LT files for moltemplate. For example, for long polymers, 

users write a simple for-loop that generates a list of bonds between monomers in a polymer. For 

complicated polymers, a general tool is included with moltemplate (genpoly_lt.py) which 

generates bonds, angles, dihedrals, and improper interactions between monomers. It also 

controls monomer position and orientation, allowing the polymer to wrap around curves, and 

allowing modifications to individual monomers. For example, it was used in all of the DNA 

examples shown in this paper. 

 

Representation and Force Fields for the Example Systems 

Application: hydrocarbon-water phase separation using a many-body solvent. This 

simulation of the phase separation of water and propane combines two types of coarse-grained 

(united-atom) molecules (Figure 2a-d). Water is represented with a 3-body (non-pairwise-

additive) coarse-grained "mW" model [16], a simpler and faster coarse-grained version of water 

lacking explicit hydrogen atoms and long range electrostatics. Each mW water “molecule” is 

represented by a single particle and these particles interact using a 3-body angle-dependent 

nonbonded interaction that mimics the hydrogen-bonded structure of water and encourages 

tetrahedral configurations. In spite of its simplicity, the mW water model is capable of 

reproducing multiple liquid phases as well as amorphous and crystalline solid phases of water, 

as well as the anomalous phase behavior of water. Simulations using the mW water model can 
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be several orders of magnitude faster than simulations using simple all-atom models such as 

SPCE or TIP3P. 

 

mW water is mixed with short alkane chains modeled using the OPLS-UA force field, a 

traditional pairwise-additive force field that uses Lennard-Jones interactions to model the non-

bonded forces between (united-atom) carbon atoms. This combination of force fields has been 

used to successfully study the aggregation and crystallization of alkane molecules at the water-

air interface [17]. In the example provided here, we demonstrate the phase separation of 

propane and water under conditions that mimic an environment similar to what might be 

encountered during deep water oil extraction. 

 

Moltemplate was used to build a system containing 64 propane molecules with 1728 mW water 

molecules, and LAMMPS was used to simulate the system. The water-hydrocarbon mixture was 

equilibrated by running a LAMMPS simulation at constant temperature (4C) and high pressure 

(100bar) using a Nosé-Hoover thermostat and Nosé-Hoover barostat, with a pressure damping 

parameter of 1 ps, and a thermal damping parameter of 0.2 ps. For brevity, the version of the 

system shown in Figure 2 was run at constant volume conditions, instead at constant pressure.  

Both versions are included at http://doi.org/10.5281/zenodo.4392267.  A Verlet integration 

timestep of 2 fs was used for this simulation (although simulations using pure mW water alone 

can utilize timesteps as large as 10 fs). The system was simulated for a duration of 2 ns during 

which phase separation between propane and water occurs. 

 

 

DNA model. The “42bp3p” DNA model (Figure1a-c) is a low-resolution twistable chain inspired 

by recent work from the Stasiak [19] and Spakowitz [20] labs. In this model, each repeating unit 

represents 42 base pairs of DNA and contains 3 beads. The beads are connected by springs of 
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equilibrium rest length r0=7 nm and stiffness kr=50 kcal/mol/nm2. The θs angle and the two θr 

angles in each repeating subunit are enforced by stiff springs (at 90° and 180° respectively) with 

angular spring constant kθ=400 kcal/mol (see Supplementary Figure 4 for the definition of 

angles). The θb and φt angles are more flexible and controlled by springs with rest angle 180° 

and 0° respectively. 

 

In any polymer model, the strength of the springs used in the model to enforce stiffness will 

depend on the resolution of the model, which defines the physical distance between repeated 

units in the model polymer. For a very low resolution (42bp) DNA model using ordinary 

(harmonic) springs to enforce stiffness, these springs would have to be so weak that there 

would be no way to prevent θb from approaching 180°. This would result in undefined torsion 

angles and numerical instability. To avoid this, nonlinear springs are used to restrain the θb and 

φt angles with energy: 

 

  U(θ) = k (-1 + 1 / cos((θ-θ0)/(2Θ/π))) (2Θ/π)2 

 

where θ0 is the equilibrium angle, and Θ is the allowed range of angles in radians. For the θb 

and φt angles, the parameters were chosen to reproduce the known persistence length and 

torsional persistence length of DNA: for θb, k=1.15 kcal/mol, θ0= 180°, and Θ=120°; for φt, 

k=4.42 kcal/mol, θ0=0°, and Θ=180°.  

 

To prevent steric overlap, the particles along the backbone of the chain (shown in blue and cyan 

in Supplementary Figure 4a) exert a generic soft repulsive force on each other: 

 

  Unb(r) = A exp(-(r/σ)2/2) 
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where A=32 kcal/mol and σ=3.486 nm. The dummy atoms, shown with green particles in 

Supplementary Figure 4a, do not interact sterically with other particles. The A coefficient was 

chosen to be large enough that the polymer cannot pass through itself. With these parameters, 

the potential is soft, reducing friction between monomers in the chain as they slide past each 

other and improving simulation efficiency. Note that at 300K, this choice makes the polymer 

effectively almost 10 nm wide, which is several times larger than the effective width of real DNA, 

even at low salt conditions. This makes this low resolution model unsuitable for modeling DNA 

at high concentrations where the spacing between polymers is less than 10 nm. However, in 

most bacteria, including Caulobacter crescentus, the DNA concentration is far lower than this. 

The width of the polymer also may reduce the amount of writhe in the polymer, so users may 

need to adjust the torque in the twist motors to compensate for this artifact. 

 

Twist motor model. A new command was added to LAMMPS to create a “twist motor” exerting 

torque on four particles. Motors are added to moltemplate LT files by specifying the four 

particles that are involved and a torque (in kcal/mol/radian) that will be perpetually applied on 

the four particles. 

 

DNA model generation and customization. Once the force field parameters for the polymer 

are defined, the individual monomers must be moved into position and connected with bonds. 

Moltemplate includes tools (genpoly_lt.py, genpoly_modify_lt.py) to build long, complicated 

polymers, make arbitrary modifications at specific locations (if needed), and wrap them around 

any curve. These tools may be used to read coordinates from 3rd party tools that generate 

space-filling curves such as LatticeNucleoid [21], for example, to insert twist motors, to link 

polymers together, or to create or delete bonds or angle interactions in user-defined places 

along the polymer. 
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Application: supercoiling in a bacterial chromosome. For the 42bp3p model of a 

Caulobacter crescentus chromosome (Fig 1bc), a circular polymer corresponding to 4000000 

base pairs was initially stretched along the length of a long, thin periodic simulation box. Two 

bonds were added connecting opposite ends of the circular polymer across the periodic 

boundary, to keep the polymer stretched to the entire long dimension of the box and to prevent 

the ends of the loop from spinning when the polymer is twisted during the simulation 

(Supplementary Figure 4b). In Caulobacter crescentus cells, these ends correspond to the 

origin of replication of the mother and daughter cells, and they are unable to spin freely because 

they are attached to the walls of the cell (Supplementary Figure 5). 400 twist motors were then 

distributed along the length of the circular polymer at even intervals (applying a torque of 1.1 

kcal/mol/radian). To justify this choice of torque, the polymer was relaxed and the superhelical 

density was measured (0.033) and verified to be in the biologically relevant range (-0.03 to -

0.07) [22]. The number and position of the twist motors does not affect the final conformation of 

the polymer as long as there are enough of them to ensure the torque is uniform.   

 

During the simulation, the length of the box contracts allowing the polymer to relax to ~1900nm, 

the natural length of the cell. This occurs over a period of 140000000 timesteps in the 42bp3p 

model, giving ample time for realistic plectonemic supercoils to be created and destroyed 

multiple times. This results in a conformation that is close to what one would expect to see at 

thermal equilibrium. During the simulation, the polymer is confined within a cylindrical barrier of 

320nm mimicking the shape of the walls of the bacterium. At the end of the simulation, the 

bonds connecting the opposite ends of the circular chain are broken, and the polymer is allowed 

to continue relaxing for 10000000 timesteps. At this point, the polymer is truly a circular 

polymer, containing many branched plectonemic supercoils that vary in length from 1.5 kbp to 

15 kbp. 
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Langevin dynamics was used to evolve the system. The damping rates and masses were tuned 

to improve the sampling efficiency of the simulation. While not in equilibrium, the living 

processes we are simulating occur on length scales of micrometers and on timescales of 

minutes and remain close to thermal equilibrium when viewed at this magnification. This is far 

longer than we can ever hope to simulate using even the crudest coarse-grained models. When 

running coarse-grained simulations, we must make common-sense compromises, such as 

sacrificing the ability to predict the dynamics of short, high frequency processes in order to 

obtain results at the timescales and length scales we care about (in this case, the replication of 

a chromosome). The masses of the particles were set to 500 (in units of δt
2 kcal/mol/nm2, where 

δt is the duration of the timestep used for integration, set to 1 for convenience). Underdamped 

Langevin dynamics was used to allow the system to evolve quickly so we can access longer 

timescales. Damping was chosen so that all particles have effectively forgotten their former 

velocities after 5000000 timesteps have elapsed. 

 

Application: lipids with the Martini force field. This example, available on the moltemplate 

site (https://moltemplate.org/examples.html) and shown in Figure 1de, demonstrates how to 

combine moltemplate and PACKMOL to simulate formation of a lipid bilayer using a popular 

coarse-grained model, the MARTINI DPPC lipid model [23]. MARTINI uses a traditional pairwise 

additive force field using harmonic bonds and bond-angle constraints, and Lennard-Jones 

nonbonded forces. In this example, moltemplate LT files containing definitions for the MARTINI 

water and DPPC lipid molecules were created separately. A separate LT file describing the 

entire system was created containing commands to create 300 copies of the “DPPC” molecule 

and 6000 copies of the “MW” water molecule. The positions of the molecules were intentionally 

left unspecified in the “system.lt” file. Only the number of each molecule type was specified. 

Instead, the initial coordinates for the system containing DPPC lipid molecules and water 

molecules were generated using PACKMOL. PACKMOL is a 3rd party open-source program 
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that generates initial coordinates for simulations. Here we used it to create a new coordinate file, 

placing each molecule in a random non-overlapping location. When using moltemplate, the user 

can use the “-xyz” argument to tell moltemplate to read the initial coordinates of the system from 

this file.  

 

Simulation of lipid bilayer formation proceeds in stages similar to the process used in simulated 

annealing to avoid kinetic traps and form a bilayer at a much more rapid pace than occurs in 

nature. Initially, the system was minimized (quenched) to eliminate particle overlaps that could 

otherwise cause the simulation to be unstable. Then the system is then simulated at high 

temperature (450K) and pressure (170bar) for 50000 timesteps using a timestep of 30fs to 

randomize the positions of the molecules further. Then it is simulated at constant temperature 

(300K) and pressure (1bar) using a Nose-Hoover thermostat and Nose-Hoover barostat for 

50000 timesteps. Then the system temperature is raised to 450K, and the system is simulated 

at constant volume for 100000 timesteps. Up until this point, interactions between bonded 

particles and their bond partners (1-3 interactions) have been turned off. We switch them on, 

minimize the system, and then continue running the simulation at constant temperature (300K) 

and pressure (1bar) for 100000 timesteps. Typically, the bilayer has formed at this point, 

however multiple attempts of the simulated annealing procedure may be needed to avoid long-

lived kinetic traps such as malformed bilayers.  

 

Application: lipid-protein mixtures in vesicles. To create the vesicle shown in Figure 1f, two 

different coarse-grained models were used, a 5-particle DPPC lipid model [24] and a 73-particle 

coarse-grained globular protein model [25]. The protein model was modified so that particles on 

its surface are attracted to the particles in the tail of each lipid, and particles on the protein turn 

regions are attracted to the lipid head groups. The resulting protein remained stable within the 

fluid bilayer. 
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When arranged in a small vesicle with high curvature, it was observed that the inner lipid 

monolayer was susceptible to crystallization (the “gel” phase) and would become rigid. We did 

not want to modify the DPPC model, so we simulated the vesicle at 345K instead of 300K, 

which greatly reduced the problem. In order to preserve the stability of the protein at these 

elevated temperatures, its bonds, angles, and dihedral interactions, as well as the Lennard-

Jones non-bonded interactions, were all strengthened, multiplying the energy coefficients by 

1.15 compared to the original published model. 

 

The lipids and proteins were arranged in a spherical shell using PACKMOL [11] and the 

topology and other files that LAMMPS needs were created by moltemplate. However, 

PACKMOL has difficulty generating vesicles of this size and there were large packing defects 

and gaps between the lipids. Consequently, when simulating the system in LAMMPS, the lipids 

and proteins were initially confined within a spherical shell between two concentric spherical 

barriers and simulated long enough to relax the system and close these gaps. The simulation 

was performed using underdamped Langevin dynamics. Once the density of lipids on the 

surface was uniform, the spherical barriers were removed and a simulation at 345K was run for 

2000000 timesteps to confirm that the resulting vesicle is stable. 

 

Application: MOLC. MOLC is a new strategy for generating coarse-grained versions of all-

atom molecules using bonded ellipsoids (Supplemental Figure 6). Supplemental Figure 6b-f 

shows a variety of coarse-grained molecular models built using the MOLC procedure and 

prepared using moltemplate. As a simple demonstration of usage, moltemplate was used to 

prepare simulations of 1000 coarse-grained and all-atom biphenyl molecules and compute their 

bulk behavior at room temperature and atmospheric pressure (Supplemental Figure 6a-d).  

First, an all-atom representation of the molecule (biphenyl) is created, for example using the 
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ATB molecule server [14]. Then it is converted to a MOLC coarse-grained model as previously 

described [18]. The biphenyl molecule is represented by only two ellipsoidal beads, and the 

intra-molecular interactions are represented by a single bond. Unlike other coarse-grained 

models, MOLC takes full advantage of the finite-size of the ellipsoidal particles. Inter-molecular 

interactions are described with a short-range Gay-Berne potential and a long-range Coulomb 

potential. Bonded interactions depend on the position of the particles and their orientation 

relative to the bond direction. The ellipsoidal attributes of each particle and the parameters 

describing the interaction between particles are stored in a file format which is specific to MOLC 

and is shown in Supplemental Figure 6a (excerpt).  During the simulation, the sample was 

condensed from a cubic grid of molecules, using 3D periodic boundary conditions and a 

timestep of 10 fs. The temperature was controlled with a Langevin thermostat with coupling 

constant (damping time) of 1 ps. A trajectory of 40 ns was produced in the canonical ensemble 

at T = 300 K, P = 1 atm and a timestep of 20 fs. A coupling constant of 10 ps was used for the 

Nosé-Hoover barostat. The density of the resulting sample is 1.040(4) g/cm3. The density and 

radial distribution function show excellent agreement with an all-atom reference model. 

(Supplemental Figure 6d).  The expected non-planar distribution of the dihedral angles between 

normals to the phenyl rings is consistent between the two models, with the atomistic model 

having a tilt angle of 52° and the MOLC model an angle of 66°. 

 

Supplemental Figure 6ef shows a simulation of an organic semiconductor characterized earlier 

[18].   Supplemental Figure 6f shows a percolation network of electrically conductive clusters 

found in an amorphous sample of α-NPD containing 216000 molecules, prepared using 

moltemplate and equilibrated with LAMMPS. By using the MOLC coarse-grained model, the 

number of particles in the system can be reduced 10-fold and larger timesteps (20fs) can be 

used. This makes it possible to simulate huge systems and investigate their morphology up to 

25x more efficiently [18], compared to an all-atom system. 
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Application: relaxing CellPACK mesoscale models. Moltemplate is part of a pipeline for 

generating whole cell models using the CellPACK suite, as demonstrated in the mycoplasma 

model shown in Figure 3. First, Mesoscope, a web-based interactive tool for curating mesoscale 

recipes [26], was used to create a recipe with a list of proteins and their associated structures 

and reduced-sphere representations. The number of beads, radius and positions were curated 

interactively to accommodate existing limitations within LAMMPS in number of atom types 

(~10000), limiting the radius of each sphere between 10 to 40 Angstroms. Based on this recipe, 

a preliminary model was built in cellPACKgpu around a lattice model of the genome, using copy 

numbers extracted from the first frame of the WholeCell simulation. The model was then saved 

to a binary file. 

 

Cellpack2moltemplate (https://github.com/jewettaij/cellpack2moltemplate) inputs recipes and 

models from the CellPACK suite and generates a moltemplate input file. For every 

compartment, two spherical areas were built according to LAMMPS specification for defining the 

two sides of the lipid bilayer: one region is defined to repulse outside proteins and one is defined 

to repulse the inside proteins. Each globular protein is defined as a moltemplate molecule with 

particles defined from the recipe reduced-sphere representation. Membrane proteins are a 

special case; in addition to the representative spheres for each of them, Cellpack2moltemplate 

instructs moltemplate to generate six additional particles that define a bicycle system as 

previously developed in cellPAINT [27], with three top and three bottom particles that only 

interact with the membrane region and ensure the membrane protein stays anchored. 

 

For each instance of proteins defined in the binary model, a moltemplate instance command is 

called. Careful attention is placed on the order that instances and particles are created so that 

the moltemplate/LAMMPS molecule and atom IDs properly correspond to the instance ID 
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(order) and the beads ID in the model. Fibers are defined as polymers or successive instances 

of a monomer linked by a spring force. The monomer is defined in the recipe and uses the 

representative spheres. Then, instances are created at each of the control points that define the 

molecule location. Cellpack2moltemplate instructs moltemplate about the type of potential to 

use for the bonding and non-bonded interaction. The soft potential was chosen for the particle-

particle interaction. The strength of the potential varies along the simulation using a linear ramp 

from 0 to 100000 (kcal/mol). The boundary potential (bounding box and compartment) is 

“harmonic” and uses a strength of 100.0 for bicycle system particles and 20.0 for the proteins (in 

kcal/mol/nm). 

 

The simulation uses Langevin dynamics with complete damping and no temperature change for 

1500 steps, then increases the temperature to 300K and runs another 1500 steps (to avoid 

trace). Finally, the simulation writes LAMMPS trajectory files with all the particle coordinates for 

every frame. Each particle has an ID and a molecule ID. The trajectory is loaded in 

cellPACKgpu to be converted into a series of binary models. For each frame, in parallel for each 

protein, we do the alignment of the beads in their original position to the position in the trajectory 

using the Kabsch algorithm based on singular value decomposition. This returns the quaternion 

to apply to the instance, allowing playback of the trajectory at full atomic resolution. 
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SUPPLEMENTARY FIGURES 

 

Supplementary Figure 1. Hierarchical object composition with moltemplate. 

a) The contents of an LT file describing a “TwoP” coarse-grained molecule, including two atom 

positions, a bond, and the corresponding force field parameters, demonstrating creation of 

optional files (e.g. "vmd_set_resid.tcl") that 3rd-party programs (such as VMD) can read. The 

syntax of this file is specific to VMD and is beyond the scope of this article. b) The definition of a 

“ThreeP” coarse-grained molecule. c) Using these molecules as building blocks to create larger 
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molecules (in this case, a polymer). The list of $angle interactions was shortened for brevity. An 

optional local counter category, $resid, associates each atom with a particular monomer. During 

3-D visualization, this $resid number is used to assign the color of each atom, according to 

commands in the "vmd_set_resid.tcl" file generated in parts a,b. d) These molecules can be 

moved and modified (bonds or atoms can be deleted) and combined to create larger systems.  

The static and instance trees for this system are shown in Supplementary Figure 2a,c. Files for 

this example can be downloaded at http://doi.org/10.5281/zenodo.4392267. 
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Supplementary Figure 2. Hierarchical object composition with moltemplate (continued). 

a) The static tree corresponding to the system shown in Supplementary Figure 1. It contains 

molecule, atom, bond, and angle type definitions. It includes definitions of the "TwoP" and 

"ThreeP" and "Chain" molecule types. When instantiated, the constituent parts that make up 

each type of molecule are listed in grey to their right (along with their types in parenthesis). 

Each @ counter corresponds to a node in the static tree. Note that an ambiguity is introduced: 

Atom type "A" in "TwoP" is not the same type as "A" in "ThreeP" because the nodes they refer 

to are different. b) Recommended variant of the previous system allowing atom types and force 

field parameters (e.g. @atom:A, @bond:AB) to be shared between molecules by defining them 

in an external object named "FF". (They can also be defined globally in "/", but this is 

discouraged.) The behavior of this system is identical to the previous example. c) The instance 

tree for this system, including every copy of every molecule, and all of the $atoms, $bonds, and 

$angles contained within them. Every node circled in this tree is associated with a different $ 

counter variable, and is assigned a unique integer value, among the counters in that category 

(e.g. $atom, $bond, $angle, $mol, $resid).  
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Supplementary Figure 3. Using arrays and coordinate transformations to create a 

nanotube graphene junction. a) A two-atom unit cell for graphene with hexagonal symmetry. 

b) Two sheets of graphene with a hole, created from a 2D array of unit cells. c) Starting model 

for an idealized nanotube-graphene junction positioned above a 3-D array of water molecules. 
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To obtain a more physically realistic junction, a simulation can be run starting from this shape. 

Files for this example can be downloaded at http://moltemplate.org/examples.html. 

 

 

 

 

Supplementary Figure 4. Coarse-grained DNA model. a) The 42bp3p DNA model is 

represented as a twistable chain of beads connected by linear and angular springs. Each 

monomer is identical and contains each of the interactions shown in the figure, including: one 

stiff 180° 3-body interaction (angle θs), one bendable 3-body interaction (θb), two stiff 90° 3-body 

interactions (θr), and one dihedral interaction of type φt (shown between particles 1,2,3,4). All 

bonds have the same length. b) The initial configuration of the polymer in a model of DNA 

chromosome supercoiling (twist motors not shown). The DNA is stretched across a long, thin 

periodic boundary (dotted lines) with artificial bonds (horizontal black lines) connecting the ends 
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to neighboring polymers. This figure is not to scale. Files for this example can be downloaded at 

http://doi.org/10.5281/zenodo.4392267. 

 

 

 

Supplementary Figure 5. Caulobacter crescentus nucleoid replication and contraction. a) 

Shortly after the onset of DNA replication, the newly copied origin of replication is transported 

across the cell via the ParABS mechanism (not shown) and anchored to the opposite cell pole 

via PopZ and ParB. At this stage, the small amount of DNA that has been replicated so far is in 

a comparatively extended conformation. Arrows show the direction of the two replisomes 

moving along the mother cell's DNA. b) As DNA replication proceeds, additional DNA is 

generated (orange), reducing the tension in the replicated DNA, and allowing plectonemic 

supercoils to begin forming. While this occurs, the cell wall slowly grows in length to make room 
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for the new DNA. The simulations shown in Figure 1 model the contraction and supercoil 

formation of the replicated DNA at this stage. c) After DNA replication is complete, the mother 

and daughter DNA segregate and are located on either side of the cell in preparation for cell 

wall constriction. The demixing of mother and daughter DNA ensures that both cells will have 

one complete copy of their genome once fission of the cell wall at the mid-cell has occurred (not 

shown). 

  
Supplementary Figure 6. Coarse-grained MOLC models built from ellipsoidal particles. a) 
A moltemplate file containing custom text blocks defining the interaction between two ellipsoids 
that are bonded together. The excerpt of text following the “bond_coeff” command is an 
example of the type of complex force field descriptions that can be stored in a moltemplate file; 
it has been truncated here for brevity. b) Two bonded ellipsoids approximate a biphenyl 
molecule. For reference, the all-atom atomic structure is displayed inside the ellipsoids, but was 
not used for force calculation. c) A bulk liquid sample of 1000 biphenyl molecules at 300K and 
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atmospheric pressure. d) A comparison of radial distribution functions for coarse-grained and an 
all-atom biphenyl model downloaded from the ATB molecule server. In the all-atom case, the 
center-of-mass of each phenyl ring was used for the computation. Files for this example can be 
downloaded at http://doi.org/10.5281/zenodo.4392267. e) The organic semiconductor α-NPD 
represented as a coarse-grained MOLC model. f) An amorphous glass of 216000 α-NPD 
molecules simulated at 600K and then quenched. Since the ability for electrons to hop from 
molecule to molecule depends on inter-ring distance and π-bond orientation compatibility, the 
structure was examined to identify large clusters of molecules through which electrons can 
easily flow. Here we display molecules that are part of one network of electrically connected 
clusters. System visualized using OVITO (https://ovito.org). 
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Supplementary Table 1: Moltemplate Commands   

MolType { 

   content … 

} 

Define a new type of molecule (or force field object) 

named MolType.  The text enclosed in curly 

brackets (content) typically contains multiple write() 

or write_once() commands to define Atoms, Bonds, 

Angles, Coeffs, etc…  (If that object type already 

exists, then this content will be appended to the 

original object’s definition.) 

mol_name = new MolType Create (instantiate) a single copy of a molecule of 

type MolType and name it mol_name. 

mol_name = new MolType.xform() Create a copy of a molecule and apply coordinate 

transformation xform() to its coordinates. 

molecules = new MolType [N].xform() Create N copies of a molecule of type MolType and 

name them molecules[0], molecules[1], 

molecules[2]... Coordinates in each successive 

copy are cumulatively transformed according to 

xform().   

molecules = new MolType.xform0() 

[N1].xform1() 

[N2].xform2() 

   : 

[Nn].xformn() 

Multidimensional arrays can be created in a similar 

way.  The optional coordinate transforms are 

applied cumulatively.  For the entry at position 

[i1][i2]..., the xform1() transformation is applied i1 

times, and then xform2() is applied i2 times etc... An 

optional initial transformation (xform0()) can be 
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applied beforehand. 

molecules = new random  

([M1.xf1(), M2.xf2(), M3.xf3(),...], 

 [n1 , n2 , n3 ,...], seed) 

[N1].xform1() 

[N2].xform2() 

   : 

[Nn].xformn() 

Generate random arrays containing n1 copies of 

molecule M1 (with optional coordinate 

transformation xf1() applied), n2 copies of molecule 

M2 , n3 copies of molecule M3 , etc…  Blank entries 

(“,,”) are allowed.  Note that n1 + n2 + n3 + … should 

equal the number of entries in the array (N1 X N2 

X…  Nn). 

NewMol = OldMol.xform() Define a new molecule type based on an existing 

molecule type, and apply an optional coordinate 

transformation xform() to it.  Additional atoms (or 

bonds, etc…) can be added later to the new 

molecule using “NewMol { more content…}” 

NewMol inherits Mol1 Mol2 … { 

   additional content … 

} 

Define a new molecule object type (or force field 

object) based on one or more existing object types. 

Atom types, bond types, angle types, etc... which 

are defined in Mol1, or Mol2, ... are available inside 

NewMol.  Additional content can be added between 

the curly brackets. 

MolType.xform() Apply the coordinate transform xform() to the 

coordinates of the atoms in all molecules of type 

MolType. 
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molecule.xform() Apply the coordinate transform xform() to the 

coordinates in molecule. 

molecules[range].xform() Apply the coordinate transform xform() to the 

coordinates of molecules specified by 

molecules[range]. Here “range” can be an integer, a 

wildcard (*), or a pair of integers a:b denoting 

integers a≤i<b. (This also works for 

multidimensional arrays.) 

delete molecule Delete molecule. (“molecule” can refer to any node 

in the instance tree, including bonds or angles.) 

delete molecules[range] Delete a range of molecules specified by 

molecules[range].  (This also works for 

multidimensional arrays.) 

write_once(“file”) { 

   text ... 

} 

Write the text enclosed in curly brackets to file file.  

(If already present, append to the existing file.)  The 

text can contain @variables.  (If file is omitted, text 

is printed to the standard out / terminal.) 

write(“file”) { 

   text ... 

} 

Write the text enclosed in curly brackets to file file.  

This is done every time a new copy of this molecule 

is created. The text can contain @ or $ variables. 

Note: file names beginning with “Data ” or “In ” (such as “Data Atoms” or “In Settings”) are 

inserted into the relevant section of the LAMMPS data file or input script. 
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import “file” Insert the contents of file file here. (Quotes optional.  

Circular, self-referential imports are prevented.) 

using namespace X This provides an alternative way to refer to any of 

the molecule types, defined within a force-field 

object (X in this example), without needing to refer 

to these objects by their full path.  (This does not 

work for atom or bond types or other @variables.) 

category $catname(i0 , Δ) 

or 

category @catname(i0 , Δ) 

Create a new counter variable category. 

create_var { $variable } Create a variable specific to this molecule object. 

(This is typically used to share counters between 

molecular subunits of a larger molecule.) 

create_static_var { @variable } Create a @variable which nested objects (or 

children derived from this class) can refer to. This is 

sometimes helpful when defining shared @atom 

types. 

replace { @oldvariable @newvariable } Allow alternate names for the same @variable. This 

replaces all instances of @oldvariable in your text 

with @newvariable.  (@oldvariable is typically a 

shorthand version of @newvariable.) 

Coordinate Transformations (referred to as “xform()” or “xf()” earlier) 
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move(x,y,z) Add numbers (x,y,z) to the coordinates of every 

atom. 

rot(θ, x, y, z) Rotate atom coordinates by angle θ around axis 

(x,y,z), passing through the origin. (Dipole and 

ellipsoid directions are also rotated.) 

rot(θ, x, y, z, x0, y0, z0) Rotate atom coordinates by angle θ around axis 

(x,y,z), passing through x0, y0, z0. 

rotvv(v1x, v1y, v1z, v2x, v2y, v2z) Rotate atom coordinates with an angle which 

rotates the vector v1 to v2 (around an axis 

perpendicular to both v1 and v2). If you supply 3 

additional numbers, x0, y0 , z0, the 

axis of rotation will pass through this location. 

scale(ratio) Multiply all atomic coordinates by ratio. (Important: 

The scale() command does not update force-field 

parameters such as atomic radii or bond-lengths. 

Dipole magnitudes are affected.) 

scale(xr, yr, zr) Multiply x, y, z coordinates by xr, yr, zr, respectively 

scale(ratio, x0, y0, zr0) 

or 

scale(xr, yr, zr, x0, y0, z0) 

You can supply 3 optional additional arguments x0 , 

y0 , z0, which specify the point around which you 

want the scaling to occur. (This point will be a fixed 

point. If omitted, the origin is used.) 

quat(a, b, c, d) Rotate atom coordinates by the rotation 
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or 

quat(a, b, c, d, x0, y0, z0) 

corresponding to quaternion a + bi + cj + bk 

(around (x0, y0, z0), if specified). 

matrix(M1,1, M1,2, M1,3, M2,1, M2,2, M2,3, 

M3,1, M3,2, M3,3) 

Apply a general linear coordinate transformation: 

x’ = M1,1 x + M1,2 y + M1,3 z 

y’ = M2,1 x + M2,2 y + M2,3 z 

z’ = M3,1 x + M3,2 y + M2,3 z 

push(), pop() 

 

example: 

push(rot(152.3,0.79,0.43,-0.52)) 

monomer1 = new Monomer 

push(move(0.01,35.3,-10.1)) 

monomer2 = new Monomer 

pop() 

pop() 

Coordinate transformations introduced using the 

push() command are applied to molecules 

instantiated later (using the new) command, and 

remain in effect until they are removed using the 

pop() command. (And transformations appearing in 

arrays accumulate as well, but do not need to be 

removed with pop().) In this example, the first 

transformation, “rot()”, is applied to both 

“monomer1” and “monomer2”. The last 

transformation, “move()”, is applied after “rot()” and 

only acts on “monomer2”. 

 


