
PART 1 Introductory Chapters

Introduction

A traditional single rate digital signal processing system can be schemat
ically represented as shown in Fig. 1.1-1, which is an interconnection of 
computational building blocks such as multipliers, adders, and ‘delay ele- 
ments' (which store internal signals). Examples are digital filters, Fourier 
transformers, modulators, and so on. In a multirate signal processing sys- 
tem, there are two new building blocks, called the M-fold decimator and 
the L-fold expander (Fig. 1.1-2). These will be defined and illustrated in 
Chapter 4. For the purpose of the present discussion, the decimator is a 
device that reduces the sampling rate by an integer factor of M, whereas the 
expander is used to increase the rate by L. Such sampling rate alteration 
can be introduced at the input and/or Output of the system or internal to 
the system, depending on the application.

Multiplier

Figure 1.1-1 Schematic of a (single rate) digital signal processor.
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Multirate techniques have been in use for many years. Some of the early 
references are Schafer and Rabiner [1973], Meyer and Burrus [1975], and 
Oetken, et al. [1975]. The use of multiple sampling rates offers many advan- 
tages, such as reduced computational complexity for a given task, reduced 
transmission rate (i.e., bits per second), and∕or reduced storage requirement, 
depending on the application.

Figure 1.1-2 Multirate building blocks.

One of the earliest applications of multirate processing is in professional 
digital music [Digital audio, 1985]. Broadly speaking, the idea is as follows. 
Suppose we Wish to digitize an analog signal xa(t). If the signal has significant 
energy only up to a frequency fM, we can first bandlimit the signal to this 
range using an analog lowpass filter (antialiasing filter), and then sample 
and digitize it. The lowpass filter in this case has a sharp transition from 
passband to stopband.

A second technique proceeds in two stages: (a) First use an antialias
ing filter with wider transition bandwidth, say by a factor of two Then 
oversample by a factor of two before digitizing, so that aliasing due to the 
poor bandlimiting filter is avoided. (b) Pass the digitized signal through a 
linear phase digital filter and decimate by two, so that the sampling rate is 
reduced to the minimum rate. This tWo-stage process eliminates the need 
for sharp-cutoff antialiasing analog filters, which not only are expensive, but 
also introduce severe phase distortion. Details of this technique will be con
sidered in Chap. 4.

A second application is in fractional sampling rate alteration, for ex- 
ample, converting a 48 kHz discrete-time signal to a 44.1 kHz discrete-time 
signal. Such requirements are common in the digital audio industry, where a 
number of sampling rates coexist [Bloom, 1985]. For example, the sampling 
rate for studio work is 48 kHz, whereas that for CD production is 44.1 kHz. 
These, in turn, are different from the broadcast rate (32 kHz). The obvious 
Way to perform the rate conversion would be to first convert the discrete-time 
signal into a continuous-time signal and then resample it at the lower rate. 
This method is expensive and involves analog components, along with the 
associated inaccuracies. A direct digital (multirate) method is to perform the 
conversion directly in the discrete-time domain. Such fractional decimation 
(or interpolation) is done by combining integer decimators, expanders and 
filters appropriately. This is more accurate as Well as convenient. Details of 
this technique will be described in Chap. 4.

There are many more applications of multirate processing, and several 
of them are based on the so-called subband decomposition, to be described 
next.
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1.1 MAJOR DEVELOPMENTS
If a sequence x(n) is bandlimited, then it is possible to decimate it either 
by an integer or by a fraction, by use of appropriate multirate techniques. 
The desire to reduce the sampling rate whenever possible is of course under- 
standable, because it usually reduces the storage as Well as the processing 
requirements.

Figure 1.1-3 Example of Fourier transform of a sequence x(n) which has most 
of the energy in the low frequency region.

Now suppose x(n) is not bandlimited, but nevertheless has most of the 
energy in the low frequency region. Figure 1.1-3 demonstrates the Fourier 
transform of such a signal. Even though this cannot be decimated Without 
aliasing, it seems only reasonable to expect that some kind of data rate re
duction is still feasible. This is indeed made possible by a technique called 
subband decomposition, implemented with the so-called quadrature mirror 
filter bank. In this technique, the average number of bits per sample is 
reduced, even though the average number of samples per unit time is un
changed.

1.1.1 The Quadrature Mirror Filter (QMF) Bank
The quadrature mirror filter bank is shown in Fig. 1.1-4. Here a discrete- 
time signal x(n) is passed through a pair of digital filters Hk(z) called αnαl- 
ysis filters, with frequency responses as demonstrated in the figure. The 
filtered signals xk(n) (subband signals) are thus approximately bandlimited 
(lowpass and highpass, respectively). They are then decimated by two, so 
that the number of samples per unit time [counting v0(n) as Well as v1(n)] is 
the same as that for x(n). The decimated subband signals, vk(n), are then 
quantized and transmitted. At the receiver end, these are recombined by us
ing expanders and synthesis filters Fk(z). In this manner, an approximation 
x(n) of the signal x(n) is generated. This system will be studied in Chap. 
5.

The above system can be regarded as a sophisticated quantizer. Thus, 
assume that we are allowed to transmit b bits per sample. In a direct method, 
we would quantize each sample of x(n) independently to b bits. In the above 
filter-bank approach, we quantize the lower rate signals v0(n) and v1(n) to
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b0 bits and b1 bits per sample, so that the average bit rate is b = 0.5(b0 +b1). 
If the signal is dominantly lowpass, then we can make b0 > b and b1 < b. An 
extreme case is to assign b0 = 2b and b1 = 0. Thus, depending on the energy 
distribution in the frequency domain, we can allocate bits to the subbands 
appropriately, thereby increasing the accuracy of representation of x(n), for 
a fixed bit rate b.

Figure 1.1-4 (a) The quadrature mirror filter (QMF) bank, and (b) typical
frequency responses ∣Hk(ejω)∣.

This scheme is called subband coding [Croisier, et al., 1976], [Crochiere, 
1977], [Esteban and Galand, 1977], [Barnwell, 1982], [Galand and Nuss- 
baumer, 1984]. This has been found to be very useful in speech coding 
[Crochiere, et al., 1976], where the perceptual properties of the human ear 
play a major role while assigning bits to vk(n).

More recently, the effectiveness of subband coding has been demon
strated for music signals. Digitized music normally uses 16 bits per sample 
(at a sampling rate of about 44 kHz). Using subband coding, it has been 
demonstrated that a major bit rate reduction can be obtained (compared to 
the traditional 16 bit repesentation), with little compromise of quality [Veld- 
huis, et al., 1989]. This has been used in the digital compact cassete (DCC). 
See also the papers in ICASSP, 1991, pp. 3597-3620, and [Fettweis, et al., 
1990]. At the end of this section, more applications of subband splitting will 
be mentioned.

Reconstruction from subband signals. In many applications, the 
signals vk(n) (or, more properly, the quantized versions) are recombined to 
obtain an approximation x(n) of the original signal x(n). This recombina
tion is done by use of expanders (which restore the sampling rate) followed 
by digital filters Fk(z) (whose purpose Will be explained in Sec. 5.1). Such
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recombination is subject to several errors (apart from the error due to quan- 
tization). One of these is aliasing, created due to decimation of xk(n). Other 
distortions will be discussed in due course. One of the major developments 
in multirate signal processing is the recognition of the fact that all of these 
errors (except quantization error) can be eliminated completely at finite cost, 
by proper design of filters.

The QMF bank, introduced in the mid seventies, has since been ex- 
tended to the case of more than two subbands. Thus, a system with M 
subbands Would have M filters followed by M-fold decimators. The deci- 
mated (and quantized) signals Would then be recombined using a synthesis 
bank (expanders and digital filters), to obtain an approximation x(n) of the 
signal x(n). Such a system is called an M-channel maximally decimated filter 
bank or simply an M-channel QMF bank (even though QMF is a misnomer 
unless M = 2, as explained in Chap. 5).

Figure 1.1-5 (a) An M-channel analysis bank, and typical frequency responses.
(b) An M-point Fourier transformer, viewed as a filter bank.

Figure 1.1-5(a) shows the analysis filters of an M-channel system. Two 
sets of typical frequency responses are also sketched in the figure. One 
of these has uniform filter bandwidths and spacing, while the other has 
nonuniform (octave) spacing. The latter is particularly useful in the analysis 
and coding of speech and music.

A filter bank can be viewed as a sophisticated spectrum analyzer as elab-
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orated in Chap. 4 and 11. For the moment, we note that a spectrum analyzer 
takes a signal x(n) and computes the Fourier transform of short blocks, af- 
ter some preliminary processing (such as windowing). Such a system can 
be interpreted as a filter bank [Fig. 1.1-5(b)]. The outputs of the 'filters' 
represent the discrete-time Fourier transform coefficients of the blocks of in- 
put data. While the details Will be presented only in Chap. 4 and 11, the 
main point here is that the filter bank of Fig. 1.1-5(a) is a generalization of 
the Fourier transformer, with greater flexibility on the choice of frequency 
responses. While the Fourier transformer provides filters with overlapping 
responses, the generalized system can provide filters with arbitrarily sharp 
cutoff, better interband isolation and unequal bandwidths.

1.1.2 Polyphase Decomposition
One of the reasons why multirate processing became practically attractive 
is the invention of the polyphase decomposition [Bellanger, et al., 1976], 
[Vary, 1979]. This enables the designer to perform all computations at the 
“lowest rate permissible within the given context,” and reduces the speed 
requirements on the processors. Polyphase decomposition is useful in vir- 
tually every application of multirate signal processing, and often results in 
dramatic computational efficiency. It is valuable in theoretical study, practi
cal design and actual implementation of filter banks. This will be introduced 
in Chap. 4, and subsequently used throughout the text.

1.1.3 Perfect Reconstruction Systems
In a practical filter bank system, the filters Hk(z) are not ideal, and decima- 
tion of the filter outputs results in aliasing errors. As will be seen in Chap. 
5, the z-transform of the output signal x(n) can be expressed as

X(z) = T(z)X(z) + terms due to aliasing.
It was shown in Croisier, et al. [1976] that aliasing can be completely elimi- 
nated in the two channel QMF bank, by proper choice of the synthesis filters 
F0(z) and F1(z).

If T(z) can be forced to be a delay, that is, T(z) = cz-K, then the 
alias-free system is said to have the perfect reconstruction (PR) property. 
If this is not the case, then the alias-free system still suffers from residual 
distortion. If the designer does not impose any specifications on the analysis 
filters such as large stopband attenuation, sharp cutoff rate, and so on, it 
is an easy matter to choose the filters Hk(z) and Fk(z) so as to satisfy the 
perfect reconstruction property. However, this is not very practical because, 
in order to utilize the benefits of subband coding, it is necessary to impose 
fairly stringent specifications on the attenuation characteristics of the filters.

For the two channel QMF bank a fundamental result was proved in
dependently by Smith and Barnwell [1984 and 1986], and Mintzer [1985]. 
These papers showed that perfect reconstruction can be achieved even af- 
ter imposing such practical attenuation requirements. This involves careful 
design of the four filters, as will be seen in Chap. 5.
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1.1.4 Extension to M Channels

The above results from many authors stimulated further research, result
ing in techniques to generalize the subband splitting ideas for the case of 
M-channel QMF banks [Nussbaumer, 1981], [Rothweiler, 1983], [Ramstad, 
1984b], [Smith and Barnwell, 1985, 1987], [Masson and Picel, 1985], [Chu, 
1985], [Cox, 1986], [Princen and Bradley, 1986], [Wackersreuther, 1986b] 
[Vetterli, 1986a], [Vaidyanathan, 1987a], [Malvar, 1990b], and [Akansu and 
Liu, 1991]. Nussbaumer's pioneering Work on pseudo QMF banks provides 
approximate alias cancelation, which is sufficient in some applications. Smith 
and Barnwell as Well as Ramstad independently showed how to formulate 
the perfect reconstruction conditions in matrix form. It was first recognized 
by Vetterli, and then independently by Vaidyanathan (in the two references 
mentioned above) that a polyphase component approach results in consid- 
erable simplification of the theory.

It has since been shown that, by using a class of filter banks called 
paraunitary filter banks, perfect reconstruction can be achieved quite eas- 
ily. In these systems, the filter bank is constrained to have a paraunitary 
polyphase matrix (to be explained in Chap. 6). The designer can specify 
arbitrary filter attenuation, and at the same time obtain perfect reconstruc
tion [Vaidyanathan, 1987a], [Nguyen and Vaidyanathan, 1988], [Vetterli and 
Le Gall, 1989].

Subsequent to this, a class of systems called the cosine modulated filter 
banks has been developed by some authors [Malvar, 1990b], [Ramstad, 1991], 
[Koilpillai and Vaidyanathan, 1991a, 1992]. These have the advantage that 
the cost of design as well as implementation is largely determined by the 
cost of one prototype filter, since all the other filters are derived from it.

The paraunitary property of filter banks offers many advantages, as 
elaborated in Chap. 6. Interestingly enough, paraunitary matrices have 
their origin in classical electrical network theory (see Sec. 14.1 and references 
therein). In the past, applications of these matrices have been confined 
mostly within the network theory and control theory communities. The use 
of paraunitary matrices in digital signal processing, especially filter bank 
theory, is relatively recent.

Filter bank theory has been extended to the case of nonuniform band- 
widths and decimation ratios [Hoang and Vaidyanathan, 1989], [Kovačević 
and Vetterli, 1991a], and [Nayebi, Barnwell, and Smith, 1991a].

1.1.5 Other Applications and Interrelations

The success of subband coding encouraged researchers to extend the ideas 
to multidimensional signals. The extensions to two dimensional signals has 
application in image compression and coding. A systematic study of multi- 
dimensional filter banks was first undertaken by Vetterli [1984]. This idea 
has since been applied for image coding by Woods and O’Neil [1986]. Since 
then there has been major progress in multidimensional multirate systems 
[Ansari and Lau, 1987], [Viscito and Allebach, 1988b, 1991], [Smith and Ed-
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dins, 1990], [Chen and Vaidyanathan, 1991,1992], [Bamberger and Smith, 
1992], and [Kovačević and Vetterli, 1992]. Further references will be cited 
in Chap. 12. Research results in multidimensional multirate systems are 
emerging at a rapid rate now.

Recently it has been observed that multirate/subband techniques are 
attractive in adaptive and statistical signal processing [Gilloire, 1987], [Sathe 
and Vaidyanathan, 1990,1991], and [Gilloire and Vetterli, 1992]. Research on 
these topics is still evolving; an excellent reference on the subject is provided 
by Shynk [1992]. Further applications in communications have been reported 
by some authors, for example, transmultiplexing [Vetterli, 1986b], high speed 
analog to digital conversion [Pertraglia and Mitra, 1990], and equalization 
[Ramesh, 1990].

In recent years, it has been recognized that there is a close connection 
between multirate filter banks and the so-called “wavelet transforms”. This 
relation was revealed by the fundamental contributions by Daubechies [1988] 
and Mallat [1989a,b]. (See Sec. 11.0 for further references.) This Work 
has opened up considerable amount of research activity in both the signal 
processing and mathematics communities. In Chap. 11 we will present this 
in considerable depth. It will be seen that Wavelet analysis is closely related 
to the so called octave-band filter banks, introduced in the early seventies 
for analysis of sound signals. Research in wavelet transforms has grown very 
rapidly after the mid 1980s (and is still growing).

1.2 SCOPE AND OUTLINE

Contributions by many researchers, as outlined above, have resulted in a 
mature theory of multirate systems. In particular, the detailed aspects of 
filter bank theory Were developed largely during the last decade, subsequent 
to (and in many cases triggered by) the publication of Crochiere and Rabiner 
[1983]. The theory of perfect reconstruction filter banks has now reached a 
state where such systems can be designed as Well as implemented with ease. 
The underlying theory is somewhat complicated, but as a reward it has 
immense potential for further research and applications. For example, the 
theory can be applied directly to areas such as subband coding, voice privacy, 
image processing, multiresolution, and Wavelet analysis.

The purpose of this text is to present an in-depth study of multirate sys- 
tems and filter banks. We have assumed that the reader has some exposure 
to signal processing (e.g., a one-term course from Oppenheim and Schafer 
[1989], covering sampling, z-transforms, and digital filtering). Except for this 
requirement, the book is self-contained. However, this background material 
is reviewed in Chap. 2 and 3.

Each chapter is supplemented with several homework problems, making 
it suitable for classroom use. At the same time, our aim has also been to 
provide a useful reference for researchers. This is evidenced by the inclusion 
of several advanced topics. There are many examples, design methods, and 
tables which will aid the practicing professional as well. The chapters can
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be grouped naturally into the following four parts as elaborated.

Chapters 2 to 4: Introductory Material
A brief review of linear system fundamentals and digital filtering is 

provided in Chap. 2 and 3. More detailed presentation can be found in a 
number of references indicated in these chapters. In Chap. 3, IIR elliptic 
filters, FIR eigenfilters, and allpass filters have been treated in greater detail 
because of their special role in multirate systems.

Chapter 4 is a detailed study of multirate building blocks, and their 
interconnections with other systems (such as digital filters). This can be 
considered to be the 'foundation chapter' for this text. Some of the early 
sections Overlap with the material covered in Crochiere and Rabiner [1983]. 
At the expense of this overlap, we have ensured that the chapter is self- 
contained.

A number of special types of digital filters, for example, Nyquist filters, 
power complementary filters and so on, which are frequently encountered in 
multirate systems, are also studied in Chap. 4. The polyphase decomposi
tion is introduced, along with special types of filter banks, for example, the 
uniform-DFT bank.

Many applications of multirate processing are also described in Chap. 
4. This includes subband coding, digital audio, and transmultiplexers, to 
name a few. A complete section of this chapter is devoted to “multigrid” 
techniques, which find application in the numerical solution of differential 
equations.
Chapters 5 to 8: Maximally Decimated Filter Banks

Chapter 5 is a study of the M-channel maximally decimated filter bank 
system (shown in Fig. 1.1-4(a) for the M = 2 case). Various distortions Will 
be analyzed, foremost being aliasing caused by decimation. Conditions for 
alias cancelation and perfect reconstruction will be established. Transmulti
plexers will also be studied.

Chapter 6 is dedicated to the design of M-channel QMF banks with the 
perfect reconstruction property. The method presented is based on a class 
of matrices called paraunitary or lossless transfer matrices. The presentation 
Will use some of the results on paraunitary matrices, which will be proved 
only in Chap. 14. We have chosen to defer the proofs to Chapter 14 (which 
is devoted to paraunitary systems) in order to ensure an easy and smooth 
flow. (The results of Chap. 14 will also be stated and used in some other 
chapters, e.g., Chap. 8 and 11.)

Chapter 7 deals With linear-phase perfect reconstruction QMF banks. 
In these systems the analysis filters have linear phase, which is a requirement 
in some applications.

Chapter 8 describes a particular class of M-channel filter banks, in 
which all the analysis filters are derived from a single filter by use of co
sine modulation. As a result, this system is very efficient both from the 
design and implementation points of view. It turns out that one can eas-
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ily achieve perfect reconstruction in these systems, by further imposing the 
paraunitary property. We first describe cosine modulated systems with ap- 
proximate reconstruction properties (pseudo QMF banks, Sec. 8.1-8.3), and 
then show how these can be modified to obtain perfect reconstruction (Sec. 
8.4, 8.5). The cosine modulated perfect reconstruction system (Sec. 8.4, 
8.5) can, however, be studied independently, with Sec. 8.1-8.3 used only as 
a reference.

Chapters 9 to 12: Special Topics on Multirate Systems
Chapter 9 studies the effects of finite precision in the implementations of 

multirate filter banks. This includes roundoff noise analysis and coefficient 
quantization analysis. The effect of quantization of subband signals is dealt 
with in Appendix C.

In Chap. 10 we study the connection between filter banks and a num- 
ber of “peripheral” topics such as periodically time varying systems, block 
filtering, and unconventional sampling theorems.

Chapter 11 deals with a special type of time-frequency representation 
called the short-time Fourier transformation, and extends this to develop 
wavelet transforms. Wavelet transforms, in particular, have drawn consid- 
erable attention in recent years from a wide scientific community, including 
physicists, mathematicians, and signal processors. Many researchers in the 
signal processing community have taken the view that wavelet transforms 
are closely related to filter banks (see Chap. 11 for references). In Chap. 
11, we will take this viewpoint; this makes it easier to understand, design, 
and implement wavelet transforms.

In Chap. 12 we study the multidimensional versions of many of the 
fundamental multirate concepts introduced in earlier chapters. These find 
applications in image and video signal processing.

Chapters 13 and 14: Multivariable and Paraunitary Systems

Many of the multirate (time-varying) systems discussed in the text can 
be represented in terms of multi-input multi-output (ΜΙΜΟ) linear time in- 
variant (LTI) systems. This will be evident when we analyze filter banks 
using the polyphase approach. It turns out, therefore, that a deeper under- 
standing of ΜIΜO LTI systems is very useful in the study of filter banks. 
Chapter 13 is meant to serve this purpose. Even though the results of this 
chapter are not explicitly used in earlier ones, they are required to establish 
some of the deeper properties of paraunitary systems discussed in Chap. 14.

Chapter 14 is a complete treatment of paraunitary and lossless trans- 
fer matrices. These systems find application in perfect reconstruction filter 
banks (Chap. 6 and 8) as well as in wavelet transform theory (Chap. 11). 
As mentioned previously, some of the results in Chap. 14 are in turn stated 
and used in some of the earlier chapters. The detailed discussions in Chap. 
13 and 14 ensure completeness of presentation, and also serve as research 
aids.
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Appendices
There are five appendices. Appendix A provides a brief review of matri

ces, where we have summarized matrix concepts used throughout the text. 
Appendix B is on random processes, and its primary use is in the analysis of 
roundoff noise effects in filter banks (Chap. 9), and in the study of subband 
quantization (Appendic C). Appendix C deals with the effects of quantiza
tion in subbands, and summarizes theoretical results on bit-allocation strate- 
gies in subband and transform coding schemes. Appendix D is on 'spectral 
factorization' which is a frequently used tool in filter bank design. Appendix 
E is on Mason’s gain formula, which is useful for the analytical evaluation 
of transfer functions.

Most of these appendices include several examples and homework prob- 
lems. While the appendices are not substitutes for a good book or chapter 
on these topics, they serve to make the text self contained and complete.
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