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Fundamentals of Multirate 

Systems

4.0 INTRODUCTION
This chapter is basic to the study of multirate systems and filter banks. 
Section 4.1 introduces decimation, interpolation, and filter bank systems, 
and Sec. 4.2 discusses interconnections of building blocks. The polyphase 
decomposition is introduced in Sec. 4.3, along With some applications. Mul
tistage filter design is discussed in Sec. 4.4. Several applications of multirate 
systems are described in Sec. 4.5. Many special types of filters such as half- 
band filters and Nyquist filters, and complementary filter banks are discussed 
in Sec. 4.6. Finally, Sec. 4.7 introduces multigrid techniques which are Well 
known in the literature on numerical computation.

Some of these topics have also been covered in various chapters of 
Crochiere and Rabiner [1983]. However, a number of new topics are also 
introduced here, for example, complementary filters (power complementary, 
Euclidean complementary, etc.), and multigrid methods.

4.1 BASIC MULTIRATE OPERATIONS

4.1.1 Decimation and interpolation
The most basic operations in multirate digital signal processing are decima
tion and interpolation. In order to describe these, two new building blocks 
are introduced, called the decimator and the expander.

The M-fold decimator. Figure 4.1-1(a) shows the M-fold decimator, 
which takes an input sequence x(n) and produces the output sequence
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(4.1.1)
where M is an integer. Only those samples of x(n) which occur at time 
equal to multiples of M are retained by the decimator. Figure 4.1-2 demon
strates the idea for M = 2. The decimator is also called a downsampler,



subsampler, sampling rate compressor, or merely a compressor. We will use 
the term "decimator" consistently. As Will be mathematically substantiated, 
decimation results in aliasing unless x(n) is bandlimited in a certain Way. In 
general, therefore, it may not be possible to recover x(n) from yD(n) because 
of loss of information.

Figure 4.1-1 The decimator and expander.

Figure 4.1-2 Demonstration of decimation for M = 2. The samples of x(n) 
shown by heavy lines are retained.

(4.1.2)

Here L is an integer. Figure 4.1-3 is a demonstration of this operation for 
L = 2. It is evident that the expander does not cause loss of information. 
We can recover the input x(n) from γΕ(η) by L-fold decimation.

Other names for the expander are: sampling rate expander, upsampler, 
and interpolator. Of these, the term 'interpolator' is really a misnomer. We 
will consistently use the term 'expander' in this text. The expander is used 
in interpolation, but a filter is required to complete the process; we will 
see how the zero-valued samples are converted into interpolated samples by 
using a lowpass filter at the output of the expander.

Sec. 4.1 Basic multirate operations 101

The L-fold expander. Figure 4.1-1(b) shows a building block which 
is commonly called an L-fold expander. This device takes an input x(n) and 
produces an output sequence



Transform Domain Analysis of Decimators and Expanders
First consider the expander which is easier to analyze. We have

(4.1.3)

So YE(ejω) = X(ejωL). This means that YE(ejω) is an L-fold com
pressed version of X(ejω) as demonstrated in Figs. 4.1-4(a),(b). The mul
tiple copies of the compressed spectrum are called images, and we say that 
the expander creates an imaging effect. [The quantity X(ejω) in the figure 
is taken to be nonsymmetric With respect to ω = 0, to improve clarity and 
generality.]

For the M-fold decimator (4.1.1), we now derive an expression for the 
output YD(ejω) in terms of X(ejω). We will show that

(4.1.4)

This can be graphically interpreted as follows: (a) stretch X(ejω) by a factor 
M to obtain X(ejω/M), (b) create M - 1 copies of this stretched version by 
shifting it uniformly in successive amounts of 2π, and (c) add all these shifted 
stretched versions to the unshifted stretched version X(ejω/M), and divide 
by M. The stretched quantity X(ejω/M) does not have period 2π, but after 
adding the shifted versions the result is periodic with period 2π (which is a
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requirement for the Fourier transform of a sequence). See Figs. 4.1-4(c) and
4.1-5 which demonstrate these for M = 2, and 3.

Figure 4.1-4 Transform-domain effects of the expander and decimator. The 
Fourier transforms of (a) the input signal x(n), (b) the expanded signal (L = 5), 
and (c) the decimated signal (M = 2).

Proof of (4.1.4). The z-transform of yD(n) can be Written as

Define an intermediate sequence

(4.1.5)

so that yD(n) = x(Mn) = x1(Mn). Now

(4.1.6)

This step is valid because x1(k) is zero unless k is a multiple of M. So

(4.1.7)

Sec. 4.1 Basic multirate operations 103



It only remains to express X1(z) in terms of X(z). For this note that (4.1.5) 
can be Written as

(4.1.9)

We can express the comb sequence as

(4.1.10)

where Wm is the Mth root of unity defined as

(4.1.11)

Figure 4.1-5 Demonstrating the frequency-domain effect of decimation with 
M = 3.
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(4.1.8)
where CM(n) is the 'comb' sequence defined as



The subscript Μ on W is usually deleted, unless there is room for confusion. 
We can now obtain
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(4.1.12)
The inner summation above is equal to X(zWk) so that from (4.1.7)

(4.1.13)

In terms of the frequency variable ω this becomes (4.1.4) indeed.
We often use the following notation to indicate the relation (4.1.13):

(4.1.14)

This notation means that yD(n) is the M-fold decimated version of x(n).
Aliasing Created by Decimation

From Fig. 4.1-4(c), which demonstrates the effect of decimation for 
M = 2, we see that the stretched version X(ejw/M) can in general overlap 
with its shifted replicas. If this happens, we cannot recover x(n) from the 
decimated version yD(n). This overlap effect is called aliasing.

Avoiding aliasing. It is clear that aliasing can be avoided if x(n) 
is a lowpass signal bandlimited to the region ∣ω∣ < π∕M. The example in 
Fig. 4.1-5 demonstrates this for M = 3. In this case we can recover x(n) 
from the decimated version by use of an expander, followed by filtering, 
as demonstrated in Fig. 4.1-6. This recovery scheme Works as follows: in 
the frequency domain, the output V(ejω) of the expander is a compressed 
version of YD(ejω) [part (c)]. By using a lowpass filter H(ejω) [part(d)] we 
can therefore eliminate the images and extract the original spectrum X(ejω) 
[part (e)].

The above condition on bandwidth is, however, not necessary to avoid 
aliasing. For example if X(ejω) is zero everywhere in 0 ≤ ω < 2π except in 
ω1 < ω < ω1 + 2π∕M for some ω1, then there is no overlap between any pair 
of terms in (4.1.4). Also see Problem 4.3. The most general condition for 
alias-free decimation can be found in [Sathe and Vaidyanathan, 1993].

It can be verified (Problem 4.4) that the decimator and expander are 
linear but time-varying (LTV) systems.
Decimation Filters and Interpolation Filters.

In most applications, the decimator is preceded by a lowpass digital 
filter called the decimation filter [Fig. 4.1-7(a)]. The filter ensures that the



signal being decimated is bandlimited. The exact bandedges of the filter 
depend on how much aliasing is permitted. For example, in QMF banks 
(Chapters 5-8), a certain degree of aliasing is usually permitted because this 
can eventually be canceled off. The simplest form of lowpass decimation 
filter has magnitude response as sketched in Fig. 4.1-7(b).

Figure 4.1-6 Recovering bandlimited x(n) from its decimated version.

Next, an interpolation filter (Fig. 4.1-8) is a digital filter that follows 
an expander. The typical purpose is to suppress all the images. Thus, it 
retains only the shaded portion of the compressed spectrum YE(ejω) in Fig. 
4.1-4(b). Typically the interpolation filter is lowpass with cutoff frequency 
π∕L. In the time domain, y(n) is a convolution of yE(n) with the impulse 
response h(n). The effect is that the zero-valued samples introduced by the 
expander are filled with 'interpolated' values [Fig. 4.1-8(c)].
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Figure 4.1-7 (a) The complete decimation circuit, and (b) typical response of
the decimation filter.

Figure 4.1-8 (a) The complete interpolation circuit, (b) typical response of the
interpolation filter, and (c) examples of the sequence x(n), the filter h(n), and the 
interpolated signal y(n).
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Figure 4.1-9 Demonstrating several possible choices for the interpolation filter.

More generally, it is possible to make other choices of the interpolation 
filter, as demonstrated in Fig. 4.1-9 for L = 10. Here YE(ejω) has nine images 
(unshaded copies in Fig. 4.1-9(a)). If the filter is chosen as in part (b), the
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filter output is as in part (c), and contains all information about X(ejω) 
[which is the 10-fold stretched version of the shaded portion in part (a)]. If 
the filter is as in part (d), then two images are retained. This is analogous 
to cosine modulation of the shaded portion in part (a). See Problem 4.5 for 
precise relation between cosine modulation and interpolation-filtering. Both 
filtering schemes in this figure are such that the filter coefficients are real [so 
that the filter output is real if x(n) is].
Fractional Sampling Rate Alteration

Figure 4.1-10 Pertaining to fractional decimation.

The above techniques permit us to alter the sampling rate of a signal 
by an integer factor (such as L or M). In some applications, however, it is 
necessary to change the rate by a rational fraction (such as L/M). For ex- 
ample consider Fig. 4.1-10(a) which shows the transform X(ejω) of a signal 
bandlimited to ∣ω∣ < 2π∕3. We cannot decimate the signal by two because 
that Would create aliasing error. It appears to be possible to decimate by
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the factor 1.5 (so that the Fourier Transform gets stretched as shown by 
broken lines). One procedure for this would be to convert the signal into a 
continuous-time signal and resample at the lower rate. It is however simpler 
to perform the fractional rate-alterations directly in the digital domain, by 
judicious combination of interpolation and decimation.

Figure 4.1-10(b) shows a simple technique which can be used for this 
purpose. For the example under consideration, we will take L = 2,M = 3 so 
that the overall reduction of sampling rate is by the factor M/L = 3/2. The 
quantity X1(ejω) = X(ej2ω) is shown in part (c). If we design H(z) to be a 
zero-phase lowpass filter with response as in part (d), then the filter output 
X2(ejω) is the shaded part in part (c). Decimation by 3 finally results in 
y(n) whose transform Y(ejω) is as shown by broken lines in part (a)

It is clear that this technique can be generalized to reduce the sampling 
rate by any rational number M/L. In practice the quality of the filter H(z) 
[i.e., passband and stopband ripples] determines the quality of the result [i.e., 
the degree to which Y(ejω) agrees with the stretched version in
the region 0 ≤ ω ≤ 2π.] Fig. 4.1-11 demonstrates the time-domain meaning 
of decimation by a factor of 3/2. The samples numbered 1,3,... are the 
newly generated (interpolated) samples.

Notice that the permissible transition bandwidth of H(z) is not unduly 
narrow. In the above example it can be as large as π/3 (equal to the passband 
width!). As a quick example, suppose we wish to be a linear phase
equiripple filter with peak ripples δ1 = δ2 = 0.01 (so that As = 40 dB). The 
normalized transition bandwidth is ∆f = (π∕3)∕2π = 1/6. The estimated 
order from Sec. 3.2.4 is then N ≈ 11 which requires only 6 multipliers and 
11 adders for implementation.

Figure 4.1-11 A signal x(n) and the fractionally decimated version y(n). The 
decimation factor is 3/2.

More generally the transition bandwidth of the filter is ∆f = (π-σ)∕πL 
[where x(n) is bandlimited to ∣ω∣ < σ]. So, for a given σ, the filter order is 
proportional to L. In Sec. 4.3 we see how this system can be implemented 
with even fewer computations per input sample, using a technique called 
the polyphase approach. We will show that even though the filter order 
goes up as L increases, the number of computations per output sample is 
independent of L.
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The scheme of Fig. 4.1-10(b) also works when L > Μ. In this case, there 
is an overall increase of sampling rate by L∣M. There exist other methods 
for fractional sampling rate alteration. These combine filtering techniques 
with polynomial fitting, and are more suitable when L∣M is a ratio of very 
large integers. See Lagadec et al. [1982] and Ramstad [1984a].

The Physical Time Scale.

In the above we defined decimators and expanders purely as devices 
which work on sequences of numbers x(n) to produce a related sequence 
of numbers. Upon reflection, these definitions are somewhat strange. For 
example, an M-fold decimator is a noncausal device, that is, output sample 
yD(n) in general depends on x(m),m > n. (Thus, with M = 2, the sample 
yD(1) = x(2).) The L-fold expander is also a noncausal device. To see this, 
let L = 2 and think of negative values of n. The sample yE(—2) = x(—1) 
which implies noncausality.

Figure 4.1-12 The physical time and frequency scales associated with a deci
mator.
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Figure 4.1-13 Demonstration of various real-time dimensions that go with a 
decimator.

Figure 4.1-14 Demonstration of real-time dimensions that go with an expander.



However, when these devices are operated in real time, noncausality 
does not arise. Figure 4.1-12 shows a sampled analog waveform xs(t) with 
sampling instants labeled in multiples of T (sampling interval). The output 
signal ys(t) is an undersampled version with samples spaced apart by 2T. 
No physical noncausality is really involved. Typical Fourier transforms are 
also shown in the figure.† Here Ω is the real-time frequency variable in 
radians/second, and Ωs = 2π∕T is the sampling rate for xs(t). There is no 
physical stretching of the Ω variable. Only the repetition rate of the basic 
spectrum is changed by a factor of 2 (consistent with decimation factor = 2).

In Fig. 4.1-13 we indicate the various real-time frequencies for the 
example of a 50-fold decimator with input sampling frequency of 8 kHz and 
output sampling frequency 160 Hz. So the 'digital' frequency π for the input 
sequence corresponds to 4 kHz. The lowpass filter H(z) now has stopband 
edge at π∕50 (= 2π∕100) which corresponds to 8,000/100 = 80 Hz. In other 
words, the signal has to be bandlimited to 80 Hz before the sampling rate 
can be cut down to 160 Hz.

The operation of the expander in real time is demonstrated in Fig. 4.1- 
14 for L = 2, along with frequency domain quantities. In the frequency 
domain there is really no fundamental difference between the input Xs(jΩ) 
and the output Ys(jΩ). If we think of the plot of Xs(jΩ) as a discrete-time 
Fourier transform, we would label Ωs as 2π whereas for Ys(jΩ) we would 
label 2Ωs as 2π.

4.1.2 Digital Filter Banks

A digital filter bank is a collection of digital filters, with a common input 
or a common output. Both of these cases are shown in Fig. 4.1-15. The 
system in Fig. 4.1-15(a) is called an analysis bank, and the filters Hk(z) 
the analysis filters. The system splits a signal x(n) into M signals xk(n) 
typically called subband signals. The system in Fig. 4.1-15(b) is called a 
synthesis bank, and Fk(z) are the synthesis filters. These filters combine 
the M subband signals into a single signal x(n). Figure 4.1-15(c)-(e) shows 
typical frequency responses for the analysis filters. These could be marginally 
overlapping, non overlapping, or very much overlapping, depending on the 
application.

Example 4.1.1: The DFT Filter Bank

We will present a filter bank based on the DFT matrix (Sec. A.6, Ap- 
pendix A). The M × M DFT matrix W has elements [W]km = Wkm 
where W = e-j2π/M. Now consider Fig. 4.1-16(a). Here x(n) is a 
sequence from which we generate M sequences si(n) by passing x(n) 
through a delay chain, so that si(n) = x(n — i). The matrix W*  repre- †

† Frequency domain effects of sampling were reviewed in Sec. 2.1.4.
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sents the conjugate of W. ‡ From the definition of W we, therefore, 
have

Figure 4.1-15 Digital filter banks and typical filter responses.

In other words, for every value of time index n, we compute the set of 
M signals xk(n) from the set of M signals si(n) according to the above

(4.1.15)

‡ Since WT = W, the quantity W* is same as W†.
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equation which is exactly the inverse DFT (IDFT) relation given in Sec. 
A.6 (Appendix A), except for a scale factor 1/M. From (4.1.15) we have

Summarizing, the system is equivalent to an analysis bank with analysis 
filters Hk(z) as above. Let us take a closer look at these filters. Equation
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(4.1.16)

Figure 4.1-16 The simplest example of a uniform-DFT filter bank.

So we can write Xk(z) = Hk(z)X(z) where

(4.1.17)
with

(4.1.18)



(4.1.18) implies ∣H0(ejω)∣ = ∣ sin(Mω∕2)∕ sin(ω∕2)∣, which is plotted in 
part (b) of the figure. The filter Hk(z) has response

Uniform DFT banks. A filter bank in which the filters are related 
as in (4.1.17) is called a uniform DFT filter bank, even though the matrix 
appearing in Fig. 4.1-16(a) is W* rather than W.

Can we attach a physical meaning to xk(n) which are outputs of the 
analysis filters? Like x(n), these are time-domain quantities (assuming that 
n represents time). For convenience let us talk about the shifted version 
xk(n + M - 1). For fixed n we have
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(4.1.19)

which is a shifted version of H0(ejω). So we have a bank of M filters, 
and these are uniformly shifted versions of H0(z) (part(c) in the figure). 
The responses evidently have large amount of overlap. Each analysis 
filter in this example has order M, and offers about 13 dB of minimum 
stopband attenuation (with respect to zero-frequency gain).

(4.1.20)

after making a change of variables ℓ = M — 1 - i and using WM = 1. So, 
xk(n + M — 1) is Wk times the kth point of the DFT of the M-point sequence

(4.1.21)

This sequence is nothing but a M-point segment of the input sequence x(n), 
starting from time n. So the magnitude of xk(n + M — 1) represents the 
magnitude of the (kth point of the) DFT of the sequence (4.1.21). As time 
advances (that is, as n increases), this quantity gets updated that is, recom- 
puted for the next segment of M samples. And this goes on for ever.

Summarizing, we can think of the filter bank of Fig. 4.1-16(a) as a 
spectrum analyzer. The kth output xk(n) is the 'spectrum' (i.e., kth point 
of the DFT except for scale factor Wk) computed based on the most recent 
M samples of the sequence x(n). Since xk(n) is the output of Hk(ejω), it 
dominantly represents the portion of X(ejω) around the region ω = 2πk∕M. 
Actually xk(n) represents some kind of averaged version of the exact spec- 
trum X(ejω) at this frequency, because the filter actually permits a range 
of frequencies to pass. The resolution of the spectrum analyzer can be im- 
proved by increasing Μ. In any case, the overlapping nature of the filter 
responses ensures that xk(n) tends to represent an averaged effect around 
2πk/M.

Figure 4.1-17 explains the operation in a pictorial way. In practice 
one can multiply x(m) with a window as indicated, in order to reduce the



sidelobe level of the frequency response. This is equivalent to inserting the 
multipliers αi just after the delay chain in Fig. 4.1-16(a). As time advances, 
the window in Fig. 4.1-17 merely slides past the data, computing the M 
DFT coefficients afresh for each increment of n. Thus, the window helps to 
localize the time domain data, before computation of the Fourier transform.

Figure 4.1-17 The sliding 
window interpretation of the 
uniform DFT bank.

This sliding window mechanism gives rise to the idea of short-time 
Fourier transform (STFT), discussed in Chap. 11. A generalization of this, 
called the wavelet transform is also discussed in that chapter.

Reducing Overlap by Improving the Filters
In Example 4.1.1, the M analysis filters are obtained from a single filter 

H0(z) (which we call the prototype filter) by uniformly shifting the response 
according to the relation Hk(z) = H0(zWk). The filters themselves are not 
very good (they had wide transition bands, and stopband attenuation of 
only 13 dB) because the prototype (4.1.18) itself is a very simple filter.

Now suppose that we use a higher order prototype H0(z) with a sharper 
response, for example, as in Fig. 4.1-15(c). Then, the shifted versions have 
reduced amount of overlap. Such systems with marginal overlap are used in 
quadrature mirror filter banks (Chap. 5). In Sec. 4.3.2 we will show how 
the DFT bank can be modified to implement these M filters at the cost of 
(almost) one filter.

4.1.3 Time Domain Descriptions of Multirate Filters

So far we have seen three types of multirate filters: decimation filters, in
terpolation filters, and fractional decimation filters [Figs. 4.1-7, 4.1-8, and
4.1-10(b)].  For each of these, we give below the input-output relation in the 
time domain:

(4.1.22)
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Note that the relation for decimation filter can be written in two ways:

(4.1.23)

4.2 INTERCONNECTION OF BUILDING BLOCKS
We now consider some interconnections of building blocks which occur com
monly in multirate systems. Figure 4.2-1 shows a number of interconnections 
and equivalences which can be easily verified.

Figure 4.2-1 Simple identities for interconnected systems. All of these hold if 
the decimators are replaced with expanders.

Decimator-expander cascades. Figure 4.2-2 shows two common in- 
terconnections of a decimator with an expander. The two structures in the 
figure are in general not equivalent (i.e., the decimator and expander do not 
commute). For example, if L = M then we can verify that y2(n) = x(n) 
whereas y1(n) = x(n)CM(n) where CM(n) is the comb sequence (4.1.9).

The two systems in Fig. 4.2-2 are equivalent [i.e., y1(n) = y2(n) for 
every possible input x(n)] if, and only if, L and M are relatively prime 
integers (i.e., greatest common divisor = 1). To prove this, note first that

(4.2.1)

We know that the set S1 of numbers WkM, 0 < k < M — 1 are the M distinct 
Mth roots of unity. The set S2 of numbers WkLM, 0 ≤ k ≤ M - 1 is equal to 
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the set S1 if and only if L and M are relatively prime (Problem 4.7). As a 
result, for arbitrary X(z), the set of M terms in Y1(z) is same as the set of 
M terms in Y2(z) if, and only if, L and M are relatively prime.

A time-domain proof of the above result (which is perhaps more appeal- 
ing) is requested in Problem 4.8.

Figure 4.2-2 Two popular interconnections of decimators with expanders. 
These are equivalent if and only if L and M are relatively prime.

The Noble Identities
We have already seen cascades of decimators and expanders with LTI 

systems [e.g., Figs. 4.1-7(a) and 4.1-8(a)]. A different type of cascade is 
shown in Fig. 4.2-3(a) where a filter G(z) follows a decimator, and in Fig.
4.2-3(c)  where a filter G(z) precedes an expander. Such interconnections arise 
when we try to use the polyphase representation (Sec. 4.3) for decimation 
and interpolation filters. If the function G(z) is rational (i.e., a ratio of 
polynomials in z or z-1) then we can redraw Fig. 4.2-3(a) as in Fig. 4.2- 
3(b) and Fig. 4.2-3(c) as in Fig. 4.2-3(d). These are called noble identities 
and are very useful in the theory and implementation of multirate systems.

Figure 4.2-3 The noble identitites for multirate systems.

Before proving these identities, note that they may not work if G(z) 
is irrational, for example, G(z) = z-1/2. Thus, consider the system of Fig.
4.2- 4(a). If the identities were applicable, this could be redrawn as in Fig.
4.2- 4(c). But it is easy to verify that these are not equivalent. For example,
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if the input x(n) is such that x(2n) = 0 for all n, then y2(n) is zero for all 
n, but y1(n) is not necessarily so.

To prove the noble identities note that

which is the same as Y1(z). Also

which agrees with Y3(z), completing the proof.

4.3 THE POLYPHASE REPRESENTATION
An important advancement in multirate signal processing is the invention 
of the polyphase representation [Bellanger, et al., 1976], [Vary, 1979]. This 
permits great simplification of theoretical results and also leads to compu- 
tationally efficient implementations of decimation/interpolation filters, as 
well as filter banks (both single and multifate). These applications will be 
elaborated in Sec. 4.3.1-4.3.3, and used throughout the book.

To explain the basic idea, consider a filter H(z) = Σ∞n=-∞ h(n)z-n. By 
separating the even numbered coefficients of h(n) from the odd numbered 
ones, we can write
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(4.2.2)

(4.2.3)

Figure 4.2-4 Demonstrat
ing incorrect use of the noble 
identities.

(4.3.1)

Defining

(4.3.2)

we can, therefore, write H(z) as

(4.3.3)



Note that these representations hold whether H(z) is FIR or HR; causal or 
noncausal. As an example if H(z) = 1 + 2z-1 + 3z-2 + 4z-3 then

(4.3.4)

For an IIR example, let H(z) = 1∕(1 -αz-1). By using the identity (1-x) = 
(1 — x2)∕(1 + x) we can write

(4.3.5)

so that E0(z) = 1∕(1 - α2z-1) and E1(z) = α∕(1 — α2z-1).
Extending this idea further, suppose we are given any integer Μ. We 

can always decompose H(z) as

(4.3.6)

Equation (4.3.7) is called the Type 1 polyphase representation (with respect 
to M) and Eℓ(z) the polyphase components of H(z). Figure 4.3-1 summa- 
rizes the generation of eℓ(n) from h(n). Notice that Eℓ(z) depends on choice 
of Μ. So a notation such as E(M)ℓ(z) would have been more logical, but 
is avoided here for simplicity. Normally the value of M is clear from the 
context.

Sec. 4.3 Polyphase representation 121

This can be compactly written as

(4.3.7)

where
(4.3.8a)

with
(4.3.8b)



Figure 4.3-1 Schematic 
of the relation between h(n) 
and its ℓth polyphase com- 
ponent.

A variation of (4.3.7) is given by

(4.3.9)

The Type 2 polyphase components Rℓ(z) are permutations of Eℓ(z), that is, 
Rℓ(z) = Em-1-ℓ(z).

The reader who is curious about the origin of the term 'polyphase' 
should see Sec. 4.6.5.

4.3.1 Efficient Structures for Decimation and Interpolation Filters
Consider the decimation filter (Fig. 4.1-7) with M = 2. If we represent 
H(z) as in (4.3.3) then we can redraw the system as in Fig. 4.3-2(a). By 
invoking noble identity 1, this can be redrawn as in Fig. 4.3-2(b). This 
implementation is more efficient than a direct implementation of H(z) as 
explained next.

Figure 4.3-2 The decimation filter. (a) Polyphase implementation, (b) moving 
the polyphase components, and (c) direct implementation.

Let H(z) be Nth order FIR. Its traditional direct form implementation 
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is shown in Fig. 4.3-2(c).‡ Only the even numbered output samples y(2n) 
are computed. This computation requires N + 1 multiplications and N 
additions. As time changes from 2n to 2n + 1, the stored signals in the 
delays change, so that the above computation must be completed in one 
unit of time. The speed of operation should therefore correspond to N + 1 
multiplications and N additions per unit time. However, during the odd 
instants of time, the structure is merely resting. This is inefficient resource 
utilization.

Next consider the polyphase implementation of Fig. 4.3-2(b). Let n0 
and n1 be the orders of E0(z) and E1(z) (so that N + 1 = n0 + n1 + 2). 
So Eℓ(z) requires nℓ + 1 multiplications and nℓ additions. The total cost 
[including the extra adder in Fig. 4.3-2(b)] is again N + 1 multipliers and 
N adders. However, since Eℓ(z) operates at the lower rate, only a total 
of (N + 1)∕2 multiplications per unit time (abbreviated MPUs), and N/2 
additions per unit time (APUs) are required. The multipliers and adders in 
each of the filters E0(z) and E1(z) now have two units of time available for 
doing their work, and they are continually operative (i.e., no resting time).
Interpolation Filters

Now consider an interpolation filter (Fig. 4.1-8) with L = 2. A direct- 
form implementation of H(z) is again inefficient because, at most 50% of 
the input samples to H(z) are nonzero, which means that at any point in 
time, only 50% of the multipliers h(n) have nonzero input. So the remaining 
multipliers are resting. And those multipliers which are not resting are 
expected to complete their job in half unit of time because the outputs of 
the delay elements will change by that time. A more efficient structure can 
again be obtained by using the Type 2 polyphase decomposition
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(4.3.10)

This is shown in Fig. 4.3-3. Here Rℓ(z) are operating at the input rate, and 
none of the multipliers is resting. Each multiplier gets one unit of time to 
finish its task. The complexity of the system is (N + 1) MPUs and N — 1 
APUs. Note that the extra adder following the expander is not counted 
because, the signal y(n) is obtained merely by interlacing y0(n) and y1(n), 
that is, y(n) is

which is a time-multiplexed version of the outputs of R0(z) and R1(z). 
More generally, an M-fold decimation filter can be implemented with 

approximately M-fold reduction in the number of MPUs and APUs by using 
the polyphase structure of Fig. 4.3-4(a). To see this note that the number of

‡ In all discussions, the input sample spacing is taken to be one unit of 
time.



multipliers and adders required to implement the M polyphase components 
independently is equal to N +1 and N - M +1 respectively. This is followed 
by M — 1 additions (to combine the outputs of polyphase components) so 
that we have a total of N + 1 multiplications and N additions. All of these 
are performed at 1/Mth of the input rate. In other words, M units of time 
are available to perform this computation once. The polyphase structure 
has complexity (N + 1)∕M MPUs and N/M APUs.

Figure 4.3-3 The polyphase implementation of an interpolation filter.

Figure 4.3-4 Polyphase implementations of (a) M-fold decimation filter and 
(b) L-fold interpolation filter.
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Similar comments hold for L-fold interpolation filters [Fig. 4.3-4(b)], 
which require (N + 1) MPUs and (N — L + 1) APUs.
Case of Linear Phase FIR Decimation Fitters

Suppose H(z) = ΣNn=0 h(n)z-n where h(n) = h(N — n). Let us see 
how the symmetry of h(n) reflects into the polyphase components E0(z) 
and E1(z). For example, let N = 4 and

Sec. 4.3 Polyphase representation 125

Then,

So each of the filters E0(z) and E1(z) has symmetric impulse response. Now 
consider odd N, say N = 5. Let

Now

So E0(z) and E1(z) do not have symmetric impulse responses, but the im- 
pulse response e1(n) is the mirror image of e0(n).

These facts can be generalized as follows: Let H(z) = ΣNn=0 h(n)z-n 
with h(n) = h(N — n). Let E0(z) and E1(z) be the Type 1 polyphase com
ponents. If N is even, then e0(n) and e1(n) are symmetric sequences. If N 
is odd then e0(n) is the mirror image of e1(n).

Impact on computational complexity. Consider Fig. 4.3-2(b). 
When N is even (so that e0(n) and e1(n) are symmetric), we obtain a factor 
of two saving in multiplication rate (in addition to the factor of two saving 
due to decimation). On the other hand if N is odd, then e0(n) and e1(n) 
are not symmetric, but e1(n) is the mirror image of e0(n). This fact can be 
exploited to obtain a factor of two saving in multiplication rate (see Problem 
4.17).

Summarizing, the polyphase structure for a two fold decimation fil- 
ter (symmetric impulse response with order N) requires about N/4 MPUs 
whether N is even or odd. See Problem 4.22 for the case of linear phase 
M-fold decimation filters.

4.3.2 Polyphase Implementation of Uniform DFT Filter Banks
Recall that a set of M filters is said to be a uniform-DFT filter bank if they 
are related as in (4.1.17), where W = e-j2π/M . The polyphase decomposi
tion can be used to implement such a filter bank in a very efficient manner. 
Assume that the prototype H0(z) has been expressed as in (4.3.7). The kth 
filter can now be expressed as

(4.3.11a)



because (zWk)M = zM. With Xk(z) denoting the output of Hk(z), we obtain

(4.3.11b)

This shows that the M filters can be implemented by using the structure 
shown in Fig. 4.3-5(a). If H0(z) is FIR with order N, we require N + 
1 multiplications and N — M + 1 additions to implement the polyphase 
components. Add to this the DFT cost, and this gives the total cost for 
implementing the M filters.

If we set Eℓ(z) = 1 for all ℓ, Fig. 4.3-5(a) gives rise to the special case 
of Fig. 4.1-16(a). The presence of Eℓ(z) permits the use of a prototype 
H0(z) with larger length as compared to Fig. 4.1-16(a), where the filter 
length was limited to M. Thus the prototype (and hence all the M filters) 
can have sharper cutoff and higher stopband attenuation [Fig. 4.3-5(b)]. 
As in Fig. 4.1-17, we can once again interpret the filter bank system as a 
DFT computation with a sliding window. But now the window is longer 
[with length equal to the length of the filter H0(z)], even though the DFT is 
still M × M. A more elaborate discussion of this can be found in Sec. 11.2 
(short-time Fourier transform).

For composite M (for example M = 2m) the DFT can be performed 
efficiently using fast Fourier Transform (FFT) techniques [Rabiner and Gold, 
1975]. For example, let M = 32 and N = 50. A standard 32-point radix-2 
FFT requires (approximately) 136 real multiplications. So the total number 
of multiplications is 136 + 51 = 187. If each of the 32 filters were implemented
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Figure 4.3-5 (a) Implementation of the uniform DFT bank using polyphase
decomposition, and (b) typical magnitude responses of filters. Here Hk(z) = 
Xk(z)∕X(z).



indepedently, the number of multiplications would have been 32 × 51 = 1,632 
which is about nine times larger! [In fact it is even worse because most of 
the filters Hk(z) have complex multipliers even if H0(z) has real coefficients.] 
The polyphase implementation of Fig. 4.3-5(a) is, therefore, very efficient 
indeed.

Decimated uniform DFT banks. In many applications (such as 
QMF banks, Chap. 8,9), we are interested in decimating the outputs of 
Hk(z) by the factor M. This is logical because each of these outputs has 
a bandwidth which is approximately M times narrower than that of x(n). 
By using noble identity 1, the polyphase uniform-DFT filter bank structure 
with decimators can be redrawn as in Fig. 4.3-6. This structure requires 
M times fewer MPUs and APUs than Fig. 4.3-5(a) so that it is even more 
efficient.

For the above numerical example, the total number of real MPUs is 
only about 6. So for 6 multiplications per unit time (i.e., per input sample) 
we are able to implement 32 filters, each of order 50.

4.3.3 Efficient Structures for Fractional Decimation
Recall that Fig. 4.1-10(b) is a technique for decimating a sequence by a 
rational number Μ/L. Implementing H(z) directly (i.e., no polyphase) is 
inefficient because of two reasons: first, at any point in time, L — 1 out of 
L multipliers have input equal to zero. Second, only one out of M output 
samples is being retained. Neither of these facts has been exploited in the 
implementation.

To obtain a more efficient implementation, we begin by considering the 
M = 3, L = 2 example again. By using the Type 1 polyphase representation 
and rearranging we obtain the implementation of Fig. 4.3-7(a). On the 
other hand if we use the Type 2 decomposition and rearrange, we get Fig. 
4.3-7(b). Clearly these are more efficient than a direct implementation by 
factors of M and L respectively. Notice that Fig. 4.3-7(a) exploits the 
presence of the decimator, whereas Fig. 4.3-7(b) exploits the presence of the 
expander. But we have not exploited both yet. For example in Fig. 4.3-7(a) 
the inputs to Ek(z) still have some zero-valued samples. In Fig. 4.3-7(b),
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Figure 4.3-6 Redrawing Fig. 4.3-5(a) when xk(n) have to be decimated by M.



some of the outputs computed by Rk(z) are discarded by the decimator. 
Can we rearrange the structure so that we can take full advantage of both 
the decimator and the expander?

Figure 4.3-7 Two ways to improve the efficiency of the fractional-decimation 
filter. (© Adopted from 1990 IEEE.)

The answer is in the affirmative [Crochiere and Rabiner, 1981, p. 311], 
and [Hsiao, 1987]. We now outline the technique reported by Hsiao, which 
is based on the z-domain formulation and polyphase decomposition. First 
notice that we are stuck in Fig. 4.3-7 mainly because we cannot move the 
expander any more to the right (and decimator any more to the left). This 
is because, the noble identities simply cannot be applied anymore!

However, here is the nice trick which comes to our rescue: we can write 
z-1 = z-3z2 so that Fig. 4.3-7(b) can be redrawn as in Fig. 4.3-8(a). With 
the help of the noble identities this becomes Fig. 4.3-8(b). Next we can 
interchange the decimator with the expander (which is valid because 2 and 
3 are relatively prime; see Sec. 4.2) to obtain Fig. 4.3-8(c). Finally we can 
perform a Type 1 polyphase decomposition of the polyphase components 
R0(z) and R1(z) as follows:
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(4.3.12)

so that Fig. 4.3-8(c) can be redrawn as in Fig. 4.3-8(d). So Fig. 4.3-8(d) is 
equivalent to Fig. 4.3-8(a)!

If H(z) = ΣNn=0 h(n)z-n, then we still have only N + 1 multipliers 
in Fig. 4.3-8(d). However, each multiplier operates at the lowest possible 
rate, which is one-third of the input rate. This trick works for arbitrary 
M, L as long as they are relatively prime because in that case, two things 
are true: (a) there exist integers n0 and n1 satisfying —n0L + n1M = 1



(Euclid’s theorem, [see Sec. 2.3 in Bose, 1985]) so that we can replace each 
z-1 with zn0Lz-n1M, and (b) the decimator and expander in cascade can 
be interchanged.

The above polyphase implementation requires only (N + 1)/M MPUs 
and (N + 1 — L)∕M APUs. Note that the 'additions' which follow expanders 
are not counted, as these represent time-domain interlace operations. (The 
reduction of MPUs obtainable due to linear-phase symmetry has not been 
accounted here.) The structure is most efficient because, the decimators have 
been moved to the left of all the computational units, and the interpolators 
moved to the right of these computational units.

Figure 4.3-8 Successive redrawings of the fractional decimation circuit, to 
maximize computational efficiency. (© Adopted from 1990 IEEE.)
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Computations per output sample. It is instructive to estimate the 
complexity per computed output sample y(n). Since there are L/M output 
samples per unit time, we have (M/L) × (N + 1)∕M — (N + 1)∕L multi- 
plications per output sample. Similarly, there are (N + 1 — L)∕L additions 
per output sample. In Sec. 4.1 we saw that for a given set of specifications 
on in-band ripples, and for a given σ, the order N of H(z) is proportional 
to L. So the number of multiplications and additions per output sample are 
essentially independent of L!

4.3.4 Commutator models
A very appealing conceptual tool to visualize the operation of polyphase 
implementations is the commutator model. To understand this note that any 
polyphase implementation is characterized either by a delay chain followed 
by a set of decimators, or by a set of expanders followed by a delay chain 
(e.g., Fig. 4.3-4).

Figure 4.3-9 demonstrates a commutator-model equivalent circuit (with 
M = 3) which is useful for Type 1 polyphase implementations. The model 
is almost self-explanatory but the following comments are in order. We have 
a switch (shown by a heavy line) which can assume one of three possible 
positions. The switch position shown in the figure corresponds to n = 0 
(because of the label 'n = 0' attached to the switch). The switch rotates 
at uniform speed and takes on the three postions in the manner indicated. 
Thus whenever n mod 3 = -2, the switch is at the bottom position; when 
n mod 3 = -1, the switch is at the middle position; and when n mod 3 = 0, 
the switch returns to the top position. The switch keeps rotating in this 
way in a counter clockwise direction. Figure 4.3-10 shows the polyphase 
implementation of the decimation filter, redrawn using the counterclockwise 
commutator model. It is explicitly clear that each polyphase component has 
only to operate at three-fold lower rate.

A second type of commutator model, useful for Type 2 polyphase im- 
plementations, is shown in Fig. 4.3-11. This is called the clockwise model, 
as the switch rotates in a clockwise direction. The label 'n = 0' in the figure 
means that the switch is in this particular position (i.e., bottom position) 
for n mod 3 = 0. The switch is in the middle position for n mod 3 = 1 and 
in the top position for n mod 3 = 2.

4.3.5 Further Applications of the Polyphase Concept

Periodically Time Varying Property
Some of the multirate systems introduced in this chapter can be consid- 

ered to be linear periodically time varying (LPTV) systems. The simplest 
example is the cascade shown in Fig. 4.2-2(a) with L = Μ. We then have 
the input output relation

(4.3.13)
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if n is mul. of M, 
otherwise.



Figure 4.3-9 The counterclockwise commutator model for a delay chain followed 
by decimators. (a) Example with M = 3, and (b) operation of the commutator 
switch.

Figure 4.3-10 The polyphase implementation of a decimation filter (M = 3) 
using a counterclockwise commutator model.

Figure 4.3-11 The clockwise commutator model for a set of expanders followed 
by a delay chain.
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Figure 4.3-12 An analysis/synthesis system with the perfect reconstruction 
property.

In this text we will see many applications where the analysis bank and 
synthesis bank of Fig. 4.1-15 are connected back to back, that is, yk(n) is 
taken to be equal to xk(n). [Most of these applications are, in fact, such that 
there are decimators following xk(n) and expanders preceding yk(n), but let 
us ignore them for this discussion.] Such a system is said to be a perfect 
reconstruction (PR) system if x(n) = cx(n — n0) for some c ≠ 0 and integer 
n0.

A simple PR system is shown in Fig. 4.3-12 where the analysis bank is 
the same as the uniform DFT bank of Fig. 4.1-16(a). The analysis filters

132 Chap. 4. Multirate system fundamentals

This system is equivalent to a multiplier, whose value is unity when n is a 
multiple of M and zero otherwise. So, this is a linear system, with periodi
cally time varying coefficient (period M).

A second example is the interpolation filter (Fig. 4.3-3). Denoting the 
impulse responses of the polyphase filters Rk(z) by rk(n), the output is given 
by

(4.3.14)

In other words, the even numbered samples of y(n) are obtained by filter
ing x(n) with R1(z), and odd numbered samples obtained by filtering x(n) 
with R0(z). The rate of y(n) is two times that of x(n), unlike the previous 
example. Strictly speaking, this system does not fall under the category of 
LPTV systems (which should have the same input and output rates).

A third example is the quadrature mirror filter (QMF) bank, (shown in 
Fig. 4.5-3 later). In Chap. 5 we will see that this is an LPTV system (with 
same input and output rates), and reduces to an LTI system when aliasing 
is completely eliminated.
Perfect Reconstruction (PR) Systems



So the synthesis filters form a uniform DFT bank except for the scale fac- 
tors W-k. Since WW* = MI, the system of Fig. 4.3-12 has the perfect 
reconstruction property, that is, x(n) = M2x(n — M + 1).
The Polyphase Identity.

Consider the structure of Fig. 4.3-13(a) which is a cascade of an ex- 
pander followed by a filter H(z), which in turn is followed by a decimator. 
This is similar to the fractional decimation scheme of Fig. 4.1-10(b), but 
with L = Μ. Such a strange interconnection arises in many applications 
(e.g., transmultiplexers to be discussed in Sec. 4.5.4).

Even though the decimator and expander are time-varying building 
blocks, the above cascaded system happens to be time-invariant. To see 
this note that the input to the decimator has z-transform X(zM)H(z). The 
decimated version therefore has the z-transform

Figure 4.3-13 The polyphase identity. (a) An unusual cascade, and (b) its 
equivalent circuit.

where E0(z) is the 0th polyphase component of H(z). The remaining poly 
phase components of H(z) are irrelevant here! Thus Fig. 4.3-13(a) represents 
a linear time invariant system with transfer function E0(z).

Figure 4.3-14 An application of the polyphase identity.

As an interesting application of this, suppose H(z) = z-k, with 0 ≤ 
k ≤ M — 1. We then have

(4.3.17)
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are Hk(z) = ΣM-1ℓ=0 z-ℓW-kℓ. The synthesis filters Fk(z) for this system are 
given by (Problem 4.20)

(4.3.15)

(4.3.16)



Fig. 4.3-14 shows this equivalence.

4.4 MULTISTAGE IMPLEMENTATIONS
In many applications, it is necessary to decimate by a large integer factor. 
Even though this can be done by designing a filter H(z) and using polyphase 
structures, it is even more efficient (in terms of number of computations per 
unit time) to design the decimation filter in multiple stages. Figure 4.4-1 
shows an example where M = 16. Since 16 = 4 × 2 × 2, it is possible to 
implement the system in three stages as shown.

This proposal raises several questions: What is the best way to split 
M into factors? In what order should these factors be arranged? These 
questions are not easy to answer. However, the fact that multistage imple
mentations result in more efficient systems can be demonstrated very easily.

Our discussion relies on the fact that a linear phase FIR lowpass filter 
meeting specifications as in Fig. 3.1-1 has order

(4.4.1)

where D(δ1, δ2) is a function of the peak passband ripple δ1 and peak stop 
ripple δ2. A formula of this type holds for equiripple designs [Eq. (3.2.32)] 
as well as Kaiser-window based designs [Eq. (3.2.8)], even though D(δ1, δ2) 
depends on the method. Note that for fixed ripple size, the order varies as 
1∕∆f.

Figure 4.4-1 A multistage implementation of a 16-fold decimator.

4.4.1 The Interpolated FIR (IFIR) Approach
Multistage techniques for decimation and interpolation filters are best mo- 
tivated by first presenting an efficient technique for the design (and imple- 
mentation) of narrow band lowpass filters called the Interpolated FIR (IFIR) 
technique [Neuvo, et al., 1984]. This technique, by itself, has nothing to do 
with decimators and expanders, and is applicable for any narrowband filter. 
In the context of decimation and interpolation filtering, it also shows how 
multistage structures arise naturally. Independent treatement of multistage 
structures can also be found in Crochiere and Rabiner [1983].

To explain the basic idea, consider Fig. 4.4-2(a) which shows a lowpass 
specification (with ripples not shown). Let N denote the required filter 
order. Now, instead of meeting these specifications, suppose we try to meet 
a two-fold stretched specification (Fig. 4.4-2(b)). The stretched filter G(z) 
has transition bandwidth 2∆f so that its order is N∕2. This means that the 
number of multiplications and additions are reduced by a factor of two.
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Figure 4.4-2(c) shows the magnitude response of G(z2). This filter has 
two passbands. One of these is similar to the desired passband, whereas the 
other passband (centered around π) is unwanted. The unwanted passband 
can be suppressed by cascading G(z2) with a new filter I(z) [Fig. 4.4-2(d)]. 
For small ωS, this filter has a very wide transition band so that it requires 
very low order.

Figure 4.4-2 The IFIR technique for efficient design of narrowband filters.
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Figure 4.4-2(e) shows the complete system. Denoting the orders of G(z)



Figure 4.4-3 Design example 4.4.1. Magnitude response plots for various filters. 
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and I(z) by Ng and Ni, the system requires a total of (Ng + 1) + (Ni + 1) 
multipliers and Ng + Ni adders. This is much less than the complexity 
required to implement a filter designed directly to meet the specifications of 
Fig. 4.4-2(a).

Adjusting ripple sizes. Notice that the passband of the overall re- 
sponse G(z2)I(z) can have ripples larger than the ripples of G(z2) and I(z). 
To meet the desired specifications, we can take the peak passband ripples 
of G(z) and I(z) to be δ1∕2 so that the peak passband ripple of the overall 
system G(z2)I(z) is no greater than δ1. (Review Problem 3.3). If the peak 
stopband ripples of G(z) and I(z) are δ2, then the system G(z2)I(z) has 
stopband ripple no larger than δ2. The order of G(z) is somewhat larger 
than N/2 because of the more stringent passband requirement.

Terminology. The filter G(z) is called the model filter. The purpose 
of I(z) is to suppress the extra copy (image) of the basic passband. I(z) 
was originally called an interpolator [Neuvo, et al., 1984] because the odd- 
numbered impulse response coefficients of G(z2), which are zero-valued, get 
“filled in” when we cascade G(z2) with I(z). In this text, since an interpo
lator has a different meaning, we will call I(z) an image suppressor.
Design Example 4.4.1: IFIR Design

As a specific example, let ωp = 0.09π, ωS = 0.11π, δ1 = 0.02, and δ2 = 
0.001. Then a direct equiripple design using the McClellan-Parks algorithm 
would require an order N = 233.

If we use the IFIR method, the filter G(z) has specifications ωp = 
0.18π, ωS = 0.22π, δ1 = 0.01 and δ2 = 0.001. The filter I(z) has speci
fications ωp = 0.09π, ωS = 0.89π, δ1 = 0.01 and δ2 = 0.001. If G(z) and 
I(z) are designed using the McClellan-Parks algorithm, then the filter or
ders Ng = 131 and Ni = 6 are found to be sufficient. So, G(z) [hence G(z2)] 
requires 66 multipliers and 131 adders, whereas I(z) requires 4 multipliers 
and 6 adders. The total complexities of the IFIR method and the direct 
method are summarized in Table 4.4.1. The filter I(z) is very inexpensive, 
whereas the cost of G(z2) is little more than half the cost of the direct de- 
sign. Notice finally that the system G(z2)I(z) has linear phase since G(z) 
and I(z) have this property. Fig. 4.4-3 shows plots of appropriate frequency 
responses.

In addition to the computational advantage, the IFIR approach also 
offers advantages during the filter design phase: a direct equiripple design of 
a filter with as high an order as 233 can result in numerical inaccuracies, and 
convergence-difficulties. The IFIR technique allows us to design two filters 
G(z) and I(z) of much lower order, which can be used to eventually meet 
the same specifications.

Extensions. Several extensions of this idea can be found in Neuvo, et 
al. [1984]. For example, instead of stretching the specifications by two, it is 
possible to stretch by an amount M1 > 2. In principle M1 can be as large 
as the integer-part of π/ωS. (So, in the above example, a much larger M1 is 
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possible.) If G(z) is the filter which meets the stretched specifications, then 
the system which meets the original specifications is given by G(zM1)I(z). 
The filter G(zM1) has M1 — 1 unwanted passbands (images) in addition to 
the desired passband centered around ω = 0. The image-suppressor I(z) 
eliminates these unwanted passbands.

The transition bandwidth of I(z) depends on ωS (the original desired 
stopband edge) and M1 (see Fig. 4.4-4). If M1 is too large (i.e., if the 
given specifications are stretched too much), then the transition band of 
I(z) becomes very narrow [so that I(z) dominates the cost], and we begin to 
get decreasing returns. (Essentially we have “stretched our luck” too far!) 
Summarizing, as M1 increases the cost of G(z) decreases and that of I(z) 
increases. There is some M1 which minimizes the cost.

Extensions of the IFIR technique for wideband lowpass filters, and gen
eral bandpass filters have been made. Also see Problem 4.25.

Figure 4.4-4 Extension of the IFIR technique for stretching factor M1 > 2.

4.4.2 Multistage Design of Decimation and Interpolation Filters

Suppose the lowpass filter H(z) in Fig. 4.1-7 has stopband edge near π∕M. 
If M is large, then H(z) is a narrow-band lowpass and can be implemented 
using the IFIR technique, to reduce computations. Suppose we take the 
stretch factor M1 to be a factor of M, that is, M = M1M2. Then, the 
system is as in Fig. 4.4-5(a). This can be rearranged as in Fig. 4.4-5(b) 
using a noble identity. Thus, we perform the decimation in two stages: first 
by M1 and then by M2. So, the IFIR approach naturally leads to the two- 
stage implementation. We can, in fact, repeat this process by factorizing M1 
and M2 further.
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TABLE 4.4.1 Design example 4.4.1. Comparison of 
direct method with the IFIR method.

Quantity 
Compared

Conventional
Method

IFIR Method

G(z) I(z) Total

Filter order 233 131 6 268

Number of Mul. 117 66 4 70

Number of Add. 233 131 6 137

TABLE 4.4.2 Design example 4.4.2. Complexity comparison 
between direct design and multistage design.

Direct design 
H(z)

Multistage Design

G(z) I(z) Total

Filter order 2,028 90 139 2,389

MPUs ≈21 0.92 2.8 3.72

APUs ≈41 1.8 5.56 7.36

Mul per sec 
(8 kHz)

168,000 29,760

Add per sec 
(8 kHz)

328,000 58,880
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Figure 4.4-5 The two-stage decimator, developed from the IFIR decimation 
filter.
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Figure 4.4-6 Pertaining to Design example 4.4.2. (IFIR design of a 50-fold 
decimation filter.)



Design Example 4.4.2: Multistage Decimation Filter
Consider the 50-fold decimation of an 8 KHz signal as in Fig. 4.1-13. 

Assume the passband and stopband ripples for the filter H(z) are δ1 = 
0.01, δ2 = 0.001. If the decimation filter has band edges at 70 Hz and 
80 Hz, then the normalized transition bandwidth for the digital filter is 
∆f = 1/800. A direct equiripple design using the McClellan-Parks algorithm 
would require an order N = 2,028.

Now consider using the IFIR approach to design the same filter with 
M1 = 25. Figure 4.4-6(a) shows the multistage system. The desired filter 
response is as in Fig. 4.4-6(b). The response of G(z) is as in Fig. 4.4-6(c), 
with ∆f = 25 × (1/800). The specifications are: ωp = 0.4375π, ωS = 0.5π, 
δ1 = 0.005, δ2 = 0.001 as explained earlier, so that the order of G(z) is 90. 
The image suppressor I(z) has appearance as in Fig. 4.4-6(e). This has 
∆f = 17/800. The specifications are ωp = 0.0175π, ωS = 0.06π, δ1 = 0.005, 
and δ2 = 0.001. An equiripple filter of order Ni = 139 is sufficient to meet 
these specifications. Notice that I(z) has higher order than G(z). Fig. 4.4-7 
gives various frequency response plots for the resulting design.

Table 4.4.2 summarizes the details, comparing the conventional ap- 
proach to the IFIR approach. By using a polyphase structure [Fig. 4.3- 
4(a) with M = 50] and exploiting the linear-phase symmetry, we obtain 
the MPU and APU count shown in Table 4.4.2. For the multistage design, 
the APU count is obtained as follows: I(z) requires 139 additions. By us- 
ing the polyphase structure, we can reduce the complexity to 139/25 APU. 
Next, G(z) which has order 90 requires 90 additions. By using appropriate 
polyphase decomposition, we can peform this at 1∕50th of the input rate. 
So we have 90/50 = 1.8 APUs only. The MPU counts shown in the Table 
can be verified similarly.

The improvement obtainable using the multistage approach is therefore 
by a factor of almost six. The table also indicates the computations per 
second with 8 KHz sampling rate prior to decimation.

From the above discussions, we see that the order of G(z) in terms of 
the specifications δ1, δ2, ωp, and ωS can be written as

(4.4.2)

The image suppressor has order

(4.4.3)

The number of MPUs is approximately

(4.4.4)
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Figure 4.4-7 Design example 4.4.2. Magnitude response plots for various filters. 
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The factor '2' appears in the denominator because we can save a factor of 
two due to linear-phase symmetry. For fixed M, the tradeoff is, therefore, 
clear. As M1 increases, the first term decreases whereas the second term 
increases. Among all integer factors of M, there is an optimal factor M1 
which minimizes (4.4.4).

For interpolation filters, the multistage idea still works. Figure 4.4- 
8 demonstrates the required manipulations with an example. We now see 
that interpolation by 25 follows [rather than precedes, as in Fig. 4.4-6(a)] 
interpolation by 2.

Figure 4.4-8 Multistage design of interpolation filters.

4.5 SOME APPLICATIONS OF MULTIRATE SYSTEMS
We now review a number of applications of multirate filters and filter banks. 
More applications are outlined in Sec. 4.6.4.

4.5.1 Digital Audio Systems
In the digital audio industry, it is a common requirement to change the 
sampling rates of bandlimited sequences [Digital audio, 1985]. This arises 
for example when an analog music waveform xa(t) is to be digitized [Bloom, 
1985]. Assuming that the significant information is in the band 0 ≤ ∣Ω∣∕2π ≤ 
22kHz, a minimum sampling rate of 44kHz is suggested [Fig. 4.5-1(a)]. It is, 
however, necessary to perform analog filtering before sampling to eliminate 
aliasing of out-of-band noise. Now the requirements on the analog filter 
Ha(jΩ) [Fig. 4.5-1(b)] are strigent: it should have a fairly flat passband [so 
that Xa(jΩ) is not distorted] and a narrow transition band. Optimal filters 
for this purpose (such as elliptic filters which are optimal in the minimax 
sense) have a very nonlinear phase response around the bandedge, that is, 
around 22kHz. [See Design Example 3.3.2.] In high quality music this is 
considered to be objectionable.

A common strategy to solve this problem is to oversample xa(t) by a 
factor of two (and often four). The filter Ha(jΩ) now has a much wider 
transition band (Fig. 4.5-1(c)), so that the phase-response nonlinearity is 
acceptably low. In fact it is possible to use an analog filter with approxi
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mateIy linear phase in the passband (such as the Bessel filter, [p. 129, An- 
toniou, 1979]). Such filters are sufficient to provide the required stopband 
attenuation to avoid aliasing.

The sequence x1(n) obtained by the above oversampling method is then 
lowpass filtered (Fig. 4.5-1(d)) by a digital filter H(z) and then decimated 
by the same factor of two, to obtain the final digital signal x(n). The crucial 
point is that since H(z) is digital, it can be designed to have linear phase 
while at the same time providing the desired degree of sharpness.

Figure 4.5-1 (a) Spectrum of xa(t); (b) Antialiasing filter response for sampling
at 44 kHz; (c) Antialiasing filter response for sampling at 88 kHz; (d) Improved 
scheme for A/D stage of a digital audio system.

A similar problem arises after the D/A conversion stage, where the 
digital music signal y(n) should be converted to an analog signal by lowpass 
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filtering. To eliminate the images of Y(ejω) in the region outside 22kHz, a 
sharp cutoff (hence nonlinear phase) analog lowpass filter is required. This 
problem is avoided by using an expander and a digital interpolation filter. 
After this D/A conversion is performed, and is followed by analog filtering. 
The interpolation filter H(z) is once again a linear-phase FIR lowpass filter, 
and introduces no phase distortion.

The obvious price paid in these systems is the increased internal rate of 
computation. However, by using the polyphase framework (Sec. 4.3) the ef
ficiency of decimation and interpolation filters can be significantly improved.
Fractional Sampling Rate Alterations

In digital audio, there are several applications which require fractional 
sampling rate alterations. This is because at least three sampling rates 
coexist. Thus for most studio work the sampling rate is 48 kHz, whereas for 
CD mastering (both digital tape and compact discs) the rate is 44.1 kHz. 
For broadcasting of digital audio, a sampling rate of 32 kHz is expected to 
become the standard. To convert from studio frequency to CD mastering 
standards, one would, therefore, use the arrangement of Fig. 4.1-10(b) with 
L = 441 and M = 480. Such large values of L normally imply that H(z) has 
very high order. A multistage design (Sec. 4.4) is more convenient (as well 
as computationally efficient) in such cases.

Further applications of multirate filter banks in digital audio can be 
found in Sec. 4.6.4.

4.5.2 Subband Coding of Speech and Image Signals
In practice one often encounters signals with energy dominantly concentrated 
in a particular region of frequency. An extreme example was considered 
earlier where all the energy is in 0 ≤ ∣ω∣ < 2π∕3. In that case it was possible 
to compress the signal simply by decimating it by a factor of 3/2, or less.

It is more common, however, to encounter signals that are not band 
limited, but still have dominant frequency bands. An example is shown in 
Fig. 4.5-2(a). The information in ∣ω∣ > π∕2 is not small enough to be 
discarded. And we cannot decimate x(n) without causing aliasing either. It 
does seem unfortunate that a small (but not negligible) fraction of energy 
in the high frequency region should prevent us from obtaining any kind of 
signal compression at all.

But there is a way to get around this difficulty: we can split the signal 
into two frequency bands by using an analysis bank with responses as in Fig.
4.5-2(b).  The subband signal x1(n) has less energy than x0(n) and so can 
be encoded with fewer bits than x0(n). As an example, let x(n) be a 10kHz 
signal (10,000 samples/sec) normally requiring 16 bits per sample so that 
the data rate is 160 kilo bits/sec. Let us assume that the subband signals 
x0(n) and x1(n) can be represented with 16 bits and 8 bits per sample, 
respectively. Because these signals are also decimated by two, the data rate 
now works out to be 80 + 40 = 120 kilo bits/sec, which is a compression 
by 4/3. This is the basic principle of subband coding: split the signal into 
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two or more subbands, decimate each subband signal, and allocate bits for 
samples in each subband depending on the energy content. This strategy is 
clearly a generalization of the simple decimation process (which works only 
for strictly bandlimited signals). In Appendix C the theoretical basis for the 
bit allocation strategy is studied, by making certain simplifying assumptions 
on the statistics of the input x(n). In speech coding practice the number of 
subbands, filter bandwidths and bit allocations are chosen to further exploit 
the perceptual properties of human hearing.

Figure 4.5-2 Splitting a signal into subband signals x0(n) and x1(n).

Figure 4.5-3 The analysis/synthesis system for subband coding. (Also called 
the two band QMF bank; see text.)

The reconstruction of the full band signal is done using the expanders 
and synthesis filters as in Fig. 4.5-3. The expanders restore the original 
sampling rate, and the filters Fk(z) eliminate the images. Further general
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izations follow immediately: the signal can be split into M subbands with 
each subband signal decimated by M and independently quantized. The 
complete analysis synthesis system in Fig. 4.5-3 is called the quadrature 
mirror filter (QMF) bank, and is the topic of Chap. 5 to 8.

For details on subband coding, see Crochiere, et al. [1976], Crochiere 
[1977 and 1981], and Woods [1991]. The coding in each subband is typically 
more sophisticated than just quantization. For example, techniques such 
as DPCM and ADPCM are commonly used [Jayant and Noll, 1984]. The 
specific properties of speech signals and their relation to human perception 
are carefully exploited in the coding process; the appropriate number of 
subbands and the coding accuracy in each subband are judged based on 
the articulation index. The quality of subband coders is usually judged 
by what is called the mean opinion score (MOS). This score is obtained 
by performing listening tests with the help of a wide variety of unbiased 
listeners, and asking them to assign a score for the quality of the reproduced 
signal x(n) [in comparison to x(n)]. The maximum score is normalized to 
5 by convention. Subband-coded speech with an average bit rate of 16 kilo 
bits/sec can typically achieve a MOS of 3.1, whereas at 32 kilo bits/sec a 
score of 4.3 has been achieved [Chap. 11, Jayant and Noll, 1984]. Note 
that, if x(n) is obtained by 8 kHz sampling (typical for speech), then 16 kilo 
bits/sec corresponds to 2 bits per sample, and 32 kilo bits/sec corresponds 
to 4 bits per sample. These are much lower than the typical precisions used 
in digital filtering (e.g., in the implementation of the subband filters). Thus, 
any new technique which further reduces the bit rate by a small amount (such 
as one bit per sample) could still qualify as a "significant contribution".

Image compression. Two dimensional multirate filter banks for im- 
age processing were first introduced by Vetterli [1984]. Subband coding 
has been applied for image compression by several authors [Safranek, et al.,
1988] , [Woods and O’Neil, 1986], [Smith and Eddins, 1990]. (See Sec. 12.0 
for further references.) Coded images with only 0.48 bits per pixel (the 
original uncoded picture being a 8 bits per pixel image), have been found 
to give “acceptable” quality. Again, this statement does not give complete 
information, without comparing the detailed picture qualities before and af- 
ter coding. Further details can be found in Woods [1991], and references 
therein. Multirate filter banks have been used in image processing applica
tions in various other forms, for example, multiresolution systems, and the 
Laplacian pyramid (Sec. 5.8).

Music signals. Subband coding has also been applied for compression 
of digitized music, e.g., the discrete compact cassete (DCC) [Veldhuis, et al.,
1989] , [pp. 3597-3620, ICASSP, 1991], [Fettweis, et al., 1990]. A judgement 
on quality of the 'compressed' music depends on the nature of the waveform, 
as well as the threshold of acceptability imposed by the listener. It has been 
shown that a great deal of compression can be achieved in many cases.

General remarks on subband coding. Several comments are now 
in order: first, in order for subband coding to work, it is necessary to have
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some knowledge about the energy distribution of X(ejω). Such knowledge is 
usually obtainable by means of adaptive estimation of energy in various sub- 
bands [Jayant and Noll, 1984]. The bit allocation strategy depends crucially 
upon this energy information (Sec. C.2.1, Appendix C). Second, the band 
splitting and decimation operation inevitably results in aliasing because the 
filters Hk(z) are not ideal. The filters Fk(z) should be chosen carefully in 
such a way that aliasing is actually canceled. These details are the topic of 
Chap. 5.

4.5.3 Analog Voice Privacy Systems
These systems are intended to communicate speech over standard analog 
telephone links, while at the same time ensuring voice privacy. The main 
idea is to split a signal x(n) into M subband signals xk(n) and then divide 
each subband signal into segments in the time domain. The time segments 
as well as the subbands are then permuted and recombined to generate an 
encrypted signal y(n), which can then be transmitted (after D/A conversion). 
Unless an eavesdropper is aware of the details of the permutation (i.e., unless 
he has the 'key'), he will be unable to eavesdrop. The aims of the designer of 
such a privacy system are: the encrypted message should be unintelligible, 
decryption without a key should be very difficult, and the decrypted signal 
should be of good quality retaining naturalness and voice characteristics. 
Some of these goals have been accomplished [Cox, et al., 1987].

At the receiver end, y(n) is again split into subbands, and the time seg- 
ments of the subbands unshuffled to get xk(n) which can then be interpolated 
and recombined through the synthesis filters.

4.5.4 Transmultiplexers
In digital telephone networks, it is sometimes necessary to convert between 
two formats called the time-division multiplexed (TDM) format and the 
frequency-division multiplexed (FDM) format.

To describe the TDM format consider Fig. 4.5-4(a) where three signals 
are passed through 3-fold expanders and added through a delay chain. It 
can be shown that y(n) is an interleaved version of the three signals, that is, 
it has the form
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This is the TDM version of the three signals. We can recover the three signals 
from y(n) by using the time-domain demultiplexer shown in Fig. 4.5-4(b). 
Note that X0(z), X1(z) and X2(z) are polyphase components of Y(z).

To explain the FDM operation, consider Fig. 4.5-5 where transforms 
of three signals x0(n), x1(n), and x2(n) are shown. The FDM signal y(n) is 
a single composite signal, whose transform Y(ejω) is obtained by “pasting” 
the transforms of the individual signals next to each other. Note that each 
individual spectrum has to be compressed by 3 to make enough room for all 
three signals in the range 0 ≤ ω < 2π. The FDM operation can be performed



using the circuit shown in the figure. Each individual signal is first passed 
through an expander to obtain a 3-fold compression of the transform. The 
interpolation filter Fk(z) (assumed ideal for this discussion) retains one out 
of the three images which appear in Xk(ej3ω). The shaded portions in Fig.
4.5-5  (d), (e) and (f) are the retained images from each signal. The filter 
responses (which pass the shaded regions of the respective signals) are shifted 
with respect to each other so that the retained images from Xk(ej3ω) do not 
overlap with the retained images from Xm(ej3ω), m ≠ k. If we add the 
outputs of the three filters, the result is the FDM signal Y(ejω).

Figure 4.5-4 (a) Time domain multiplexing and (b) time domain demultiplex-
ing, represented using multirate building blocks.

Since the shaded areas in the figure are not symmetric with respect to 
ω = 0, the filters have complex coefficients, and y(n) is complex (even if 
the individual signals might be real). If xk(n) are real, we can avoid this 
by judicious choice of responses ∣Fk(ejω)∣ so that there is symmetry with 
respect to ω = 0. Each filter then has one passband in the region 0 ≤ ω < π 
and one in the conjugate region π ≤ ω < 2π.

Figure 4.5-6 shows the complete transmultiplexer. The components 
xk(n) of the TDM version can be recovered by separating the consecutive 
regions of Y(ejω) (which are the M message signals) with the help of an 
analysis bank and then decimating the outputs. Now, if the synthesis filters 
Fk(z) are non ideal, the adjacent spectra in Fig. 4.5-5(g) will actually tend 
to overlap. Similarly if the analysis filters Hk(z) are non ideal then the 
outputs of Hk(z) have contributions from Xk(ejω) as well as Xℓ(ejω), ℓ ≠ k. 
So in general each of the reconstructed signals xk(n) has contribution from 
the desired signal xk(n) as well as the 'cross-talk' terms xℓ(n), ℓ ≠ k. An 
obvious approach to reduce the extent of cross talk is to design Hk(z) and 
Fk(z) to be very sharp cutoff filters, that is, practically non overlapping 
frequency responses. To obtain acceptable cross talk reduction this requires 
filters of very high order (e.g., exceeding 2,000; see [Bellanger, 1982]).

A novel approach to transmultiplexing was proposed by Vetterli [1986b]. 
In this approach, cross-talk is permitted in TDM→FDM converter and then 
canceled by the FDM→TDM converter stage. It can be shown that the cross- 
talk terms can be completely eliminated by careful choice of the relation
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Figure 4.5-5 Operation of a frequency-division multiplexer circuit. 
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between the analysis and synthesis filters. In Sec. 5.9 we will derive the 
conditions for this and show that the set of M original signals xk(n) can 
be recovered by the TDM→FDM→TDM system with no distortion. Since 
cross talk is permitted (and then canceled), the filters Hk(z) and Fk(z) are 
more economical than in conventional designs which tend to suppress cross 
talk altogether.

Figure 4.5-6 The complete transmultiplexer structure.

4.5.5 Multirate adaptive filters

The subject of adaptive filtering Has been treated well in many texts, for 
example, Widrow and Stearns [1985], and Haykin [1991]. We can not get 
into the details here without spending several pages. We merely wish to 
draw attention to the fact that the concepts of decimation, interpolation, 
and subband decomposition have been used to obtain 'improved' adaptive 
filters. The 'improvement' is typically in terms of reduced filter lengths, 
faster convergence, and/or lower implementation complexity. Some of the 
references in this context are: Gilloire [1987], Gilloire and Vetterli [1992], 
and [Sathe and Vaidyanathan, 1990,1991 and 1993]. The reference Shynk 
[1992] provides an excellent introduction and overview of this topic.

4.6 SPECIAL FILTERS AND FILTER BANKS

A number of multirate applications employ special types of systems such as 
half-band filters, Mth band filters, and power complementary filter-banks. 
We now review these systems, and indicate some applications.

4.6.1 M-th Band Filters or Nyquist(M) Filters

For an M-fold interpolation filter (Fig. 4.1-8 with L = M), the output y(n) 
has z-transform Y(z) = X(zM)H(z). Consider the polyphase decomposition
(4.3.7) for H(z). Suppose the 0th polyphase component E0(z) is a constant 
c, that is,

(4.6.1)
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Then

This means that y(Mn) = cx(n). In practice we can scale the filter such 
that c = 1. Thus, even though the interpolation filter inserts new samples, 
the existing samples themselves are communicated to the output without 
distortion.

A filter with the above property is said to be a Nyquist [or Nyquist(M)] 
filter [Mueller, 1973], or an Mth band filter [Mintzer, 1982]. We see that the 
impulse response h(n) satisfies

Figure 4.6-1 Mth band or Nyquist(M) filters. (a) Example of impulse response 
(M = 3), and (b) typical input to the filter if used as a 3-fold interpolation filter 
(see Fig. 4.1-8(a)).
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(4.6.2)

(4.6.3)

In other words, h(n) has periodic zero-crossings separated by M samples 
[except that h(0) = c]. Figure 4.6-1(a) demonstrates this for M = 3. In Fig. 
4.6-1(b) we show typical appearance of yE(n). If these two sequences are 
convolved, then the nonzero samples of yE(n) are unaffected (except for a 
scale factor c).

Generalized definition. We generalize the above definition so that 
any delayed version of an Mth band filter is also an Mth band filter. We 
will say that H(z) is a Mth band filter or Nyquist(M) filter, if any one of 
the M polyphase components, say Ek(z), has the form Ek(z) = cz-nk. Thus

(4.6.4a)
In terms of the impulse response, the above property is equivalent to

(4.6.4b)

Fig. 4.6-2 demonstrates this for M = 3,k = 2 and nk = 1. [If k = nk = 0, 
we obtain the special case (4.6.3).]



This means that the input samples x(n) are communicated, without distor- 
tion, to the output according to the rule

Figure 4.6-2 Example of a Mth band filter with M = 3, k = 2, and nk = 1.

Figure 4.6-3 For an Mth band filter H(z), the responses H(ej[ω-((2πk)/M)]) add up
to a constant.

Manifestation in frequency domain. If H(z) satisfies (4.6.1), we 
can show that
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The output of the above Mth band interpolation filter is

(4.6.5a)

(4.6.5b)

(4.6.6)

where W = e-j2π/M. The frequency response of H(zWk) is the shifted ver- 
sion Η(ej(ω-(2πk/Μ))) of H(ejω). So we conclude that all these M uniformly 
shifted versions of H(ejω) add up to a constant (see Fig. 4.6-3).

The definition of Nyquist filters can be extended to the continuous-time 
case as well. If the impulse response ha(t) is such that ha(τn) = 0 for any 
integer n ≠ 0, we say that ha(t) is Nyquist(τ). Here τ need not be an integer.
Half-Band Filters

A half-band filter H(z) is an Mth band filter with M = 2. For the 
simple case where k = nk = 0, we, therefore, have

(4.6.7a)



This shows that H(ej(π/2-θ)) and H(ej(π/2+θ)) add up to unity for all θ. In 
other words, we have a symmetry with respect to the half-band frequency 
π/2, justifying the name "half-band filters". Figure 4.6-4 demonstrates the 
effect of this symmetry for a lowpass filter: the peak passband and stopband 
errors δ1 and δ2 are equal, and the bandedges ωp and ωS are equally away 
from π∕2.

Zero-phase FIR half-band filters. Half-band (more generally Mth 
band) filters can be FIR or IIR. In the FIR case, it is possible to design them 
to have linear phase property, and this is the most commonly used case. In 
particular suppose a half-band filter is zero-phase so that h(n) = ch*(-n), 
with ∣c∣ = 1. Let the highest nonzero coefficient be h(K). Then, K is odd 
[except in the trivial case K = 0], in view of (4.6.7b). So K = 2J + 1 for 
some integer J. Thus, the length of the impulse response is restricted to be 
of the form 4 J + 2 + 1 (unless H(z) is a constant).

Figure 4.6-4 Frequency response of a zero-phase half band filter.
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In terms of the impulse response h(n) this means

(4.6.7b)

The condition (4.6.6) reduces to
(4.6.7c)

Here are some examples, with c = 1 and various choices of E1(z).

Notice from these examples that a half-band filter may or may not be causal; 
it may or may not have real coefficients or linear-phase.

If H(z) has real coefficients, then H(—ejω) = H(ej(π-ω)), and this 
becomes

(4.6.7d)



Design of Zero-Phase FIR Half-Band and M-th Band Filters
Techniques for the design of zero-phase FIR half-band and Mth band 

filters are discussed in Mintzer [1982] and Vaidyanathan and Nguyen [1987b]. 
Problem 4.30 takes the reader through all the detailed steps of an efficient 
method for the half-band case. The problem also shows how the response can 
be made to satisfy H(ejω) ≥ 0, which is required in perfect reconstruction 
filter-bank design (Sec. 5.3.6).

Window designs. The simplest way to design a good lowpass FIR 
Nyquist(M) filter with cutoff ωc = π∕M would be to use the windowing 
technique, that is, design h(n) as
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where v(n) is a suitable window, say the Kaiser window. Since sin(πn∕M) = 
0 for n = nonzero multiple of M, (4.6.3) is indeed satisfied. Design exam
ple 3.2.1, which was presented in Chap. 3, already satisfies the Nyquist(4) 
property, since ωc = π∕4. As explained in Sec. 3.2.1, any desired stopband 
attenuation and transition bandwidth can be obtained by using an appropri
ate Kaiser window. We know, however, that window methods do not result 
in filters that are optimal in any way (except rectangular windows; Problem 
3.5).

Eigenfilter designs. A technique to design Mth band filters which 
are optimal in the least squares sense is provided by the eigenfilter approach 
described in Sec. 3.2.3. Here the design problem is formulated in terms of 
the coefficients bn [Eq. (3.2.21)]. The Mth band condition can be satisfied 
by forcing

In the eigenfilter approach we minimize an objective function φ [Eq. (3.2.30)] 
which represents a linear combination of passband and stopband accuracies. 
The optimum filter vector b is equal to the eigenvector of the matrix R 
corresponding to its smallest eigenvalue λ0. Now if we want to impose the 
Mth band constraint, we can do so very easily by modifying the objective 
function as follows: define a new vector b by deleting the components bMn 
(n ≠ 0). For example with M = 3 we have

Having defined b like this, we replace the matrix R with a reduced matrix 
R, obtained by deleting from R all the rows and columns whose indices are 
multiples of M (except the 0th row and column).

We now compute b such that the quantity b†Rb is minimized under the 
constraint b†b = 1. (The matrix R continues to be positive definite.) The



solution b is the eigenvector of R corresponding to the smallest eigenvalue. 
This represents the optimal [in the sense of minimizing (3.2.30)] Mth band 
linear-phase filter.
Design Example 4.6.1: Nyquist(5) Eigenfilters

Figure 4.6-5 Design example 4.6.1. Design of 5th band (i.e., Nyquist(5))
lowpass filter. Order N = 38. (a) Frequency response magnitude, and (b) impulse 
response.

Figure 4.6-5(a) shows the magnitude response plot of a 5th band low- 
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pass eigenfilter of order 38 designed in this manner. The band edges are 
ωp = 0.15π and ωS = 0.25π. The impulse response is shown in Fig. 4.6-5(b). 
Design procedures which seek to obtain approximately equiripple (i.e., op
timal in the minimax sense) FIR Mth band filters can also be found in the 
above references.

4.6.2 Complementary Transfer Functions
A. Strictly Complementary (SC) Funtions

A set of transfer functions [H0(z), H1(z), . . . , Hm-1(z)] is said to be 
strictly complementary (abbreviated SC) if they add up to a delay, that is,

Figure 4.6-6 Example of a strictly complementary (SC) pair.

For arbitrary M we can generate an example as follows: define
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(4.6.8)

If we split a signal x(n) into M subband signals using the SC analysis filters 
Hk(z), then we can just add the subband signals to get back the original 
signal x(n) with no distortion, except a delay.

When M = 2, we can design an SC pair easily as follows: let H0(z) 
be a Type 1 linear phase FIR filter. Then H0(ejω) = e-jωN/2 HR(ω), where 
HR(ω) is real. Here N/2 is an integer (since the order N is even for Type 
1). Define H1(z) = z-N/2 - H0(z). Then

Figure 4.6-6 shows a typical response HR(ω) which can be obtained using 
the McClellan-Parks algorithm. The response 1 - HR(ω) is also shown. 
Thus H0(z) and H1(z) are lowpass and highpass filters, and satisfy the SC 
property H0(z) + H1(z) = z-N/2 by construction.



where H(z) is an Mth band filter satisfying (4.6.3). Then (4.6.6) holds, 
which means that (4.6.8) is satisfied! If the filter H(z) is lowpass with ap- 
propriate passband width, then the set of M filters has response resembling 
Fig. 4.1-15(c).
B. Power Complementary (PC) Functions

A set of M transfer functions is said to be power-complementary (ab- 
breviated PC) if
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(4.6.9a)

where c > 0 is constant. This property is equivalent to ΣM-1k=0 Hk(z)Hk(z) — 
c for all z, by analytic continuation. [The notation Hk(z) was explained in 
Section 2.3.] Such a property is useful in analysis/synthesis systems [that 
is, in systems where Fig. 4.1-15(b) is cascaded to Fig. 4.1-15(a)]. If the 
synthesis filters are chosen as Fk(z) = Hk(z), then we have x(n) = cx(n) 
which implies perfect recovery of x(n). In practice, the noncausality of Hk(z) 
is avoided by insertion of a delay z-n0 so that x(n) = cx(n — n0).

Given an FIR H0(z) with ∣H0(ejω)∣ ≤ 1, it is easy to find an FIR filter 
H1(z) such that [H0(z), H1(z)] is PC. For this note that PC property is 
equivalent to

(4.6.9b)
In other words, H1(z) is a spectral factor of the quantity 1 - ∣H0(ejω)∣2. The 
coefficients of such a spectral factor can be calculated as described earlier in 
Sec. 3.2.5.
C. Allpass Complementary (AC) Functions

A set of transfer functions is said to be allpass-complementary (abbre
viated AC) if

(4.6.10)

where A(z) is allpass (Sec. 3.4). If such a set is used in an analysis bank, 
and if the subband signals xk(n) are recombined by adding, the result x(n) 
satisfies ∣X(ejω)∣ = ∣X(ejω)∣. So the reconstructed signal is free from magni- 
tude distortion. Note that strictly complementary functions are also allpass 
complementary but not necessarily power complementary.
D. Doubly Complementary (DC) Functions

A set of transfer functions is said to be doubly complementary (DC) 
if it is allpass complementary as well as power complementary. There are 
several applications of this (including digital audio; see below).

From the results of Sec. 3.6 we obtain a simple technique to design dou
bly complementary filters. Recall that many standard IIR filters (including



odd order Butterworth, Chebyshev and elliptic lowpass filters) can be writ- 
ten as in (3.6.4) where A0(z) and A1(z) are real-coefficient allpass. Recall 
also that H1(z) defined by (3.6.5) is power complementary to H0(z). Clearly 
H0(z) + H1(z) = A0(z) which is allpass, so that the pair [H0(z), H1(z)] is 
both AC and PC, that is, doubly complementry!
E. Euclidean CompIementary (EC) Functions

A pair of FIR transfer functions [H0(z), H1(z)] is said to be Euclidean 
complementary (abbreviated EC) if the polynomials H0(z) and H1(z) are 
relatively prime [that is, do not share a common factor of the form (β-αz-1) 
with 0 < ∣α∣ < ∞]. It is well known (Euclid’s theorem [see Sec. 2.3, Bose, 
1985]) that if H0(z) and H1(z) are relatively prime, there exist polynomials 
F0(z) and F1(z) such that
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(4.6.11)
This means that we can combine the outputs of H0(z) and H1(z) to repro- 
duce x(n) with no delay even when the filters H0(z), H1(z), F0(z), F1(z) are 
causal FIR!

Here is a simple example which helps to remove the initial surprise which 
accompanies this result: let H0(z) = 1 + z-1 and H1(z) = 1 — z-1. Then 
the choice F0(z) = F1(z) = 0.5 results in x(n) = x(n). Given the relatively 
prime pair [H0(z), H1(z)], there exists a unique pair [F0(z), F1(z)] (up to a 
scale factor) of lowest degree which can be solved using Euclid’s algorithm.

An example is shown in Figure 4.6-7. The magnitude response plots of 
the four filters satisfying (4.6.11) are shown in the figure. The filter orders 
are 39 for Hk(z) and 38 for Fk(z).

A warning is appropriate in this context. Suppose the relatively prime 
polynomials H0(z) and H1(z) are causal lowpass and highpass filters with 
∣H0(ejω)∣, ∣H1(ejω)∣ ≤ 1. Then the unique lowest degree pair [F0(z), F1(z)] 
turns out to be highpass and lowpass respectively! So with F0(z) and F1(z) 
normalized so that ∣F0(ejω)∣, ∣F1(ejω)∣ ≤ 1, the constant c in (4.6.11) can be 
very small. This means, quantization errors in the design and implementa
tion of the filters can dominate c, rendering this scheme impractical.

More generally, a set of M FIR functions [H0(z), H1(z), . . . , HM-1(z)] 
is said to be EC if there is no factor (β — αz-1) with 0 < ∣α∣ < ∞ common 
to all of these. Under this condition, there exists a set of M FIR filters 
[F0(z), F1(z), . . . , FM-1(z)] such that ΣM-1k=0 Hk(z)Fk(z) = 1. In particular, 
if the filters Hk(z) are causal then so are Fk(z).

4.6.3 Relation Between Nyquist(M) Filters and Power Complementary 
Filters
There is a relation between Mth band filters and power-complementary fil- 
ters, which can be stated as follows: Consider a transfer function H(z) rep- 
resented in the M-component polyphase form (4.3.7). Define the new trans- 
fer function G(z) = H(z)H(z). Then the set [E0(z), E1(z), . . . , EM-1(z)] is 
power complementary if, and only if, G(z) is an Mth band filter.



Figure 4.6-7 Example of a Eucidean complementary (EC) pair [H0(z), H1(z)] 
and its synthesis counterpart [F0(z), F1(z)]. Note that F0(z) is highpass, and F1(z) 
lowpass!
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To prove this, define

(4.6.12)

for 0 ≤ n ≤ M — 1, where W = e-j2π/M. This set of M transfer functions 
can be represented in vector form as

(4.6.13)

where W is the M × M DFT matrix satisfying W†W = MI. If the set 
[E0(z), E1(z), . . . , EM-1(z)] is power complementary then E(z)E(z) = c so 
that
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(4.6.14)
This in turn means that the set Hk(z), 0 ≤ k ≤ M - 1 is power comple- 
mentary. In other words, if we define G(z)=H(z)H(z), then G(z) satisfies 
ΣM-1k=0 G(zW-k) = Mc, so that it is an Mth band filter.

Conversely, assuming that G(z) is an Mth band filter, we can prove 
that the set of polyphase components [E0(z), E1(z), . . . , EM-1(z)] is power 
complementary simply by inverting the matrices in (4.6.13) and carrying out 
a similar argument as above.

4.6.4 Applications of Special Transfer Functions
From the above discussions it is clear that Mth band filters and comple- 
mentary filters have applications in the exact reconstruction of a signal x(n) 
after it has been split into M subbands (provided the subband signals are 
not decimated; decimation would cause aliasing error, which is a major issue 
discussed in Chap. 5). A second application of Mth band filters is in the 
design of interpolation filters, as explained earlier. Some applications are 
also described in Mitra, et al. [1985] and Regalia and Mitra, [1987].
Doubly compIementary Filters in Digital Audio

The loudspeaker system in most audio equipment typically has differ- 
ent subspeakers for different frequency ranges such as the tweeter (high fre- 
quency) and woofer (low frequency). In a digital audio system it is desirable 
to split the audio signal y(n) (before D/A conversion) into the lowpass sig
nal y0(n) and highpass signal y1(n) using an anlaysis bank [H0(z), H1(z)]. 
The analysis bank is more commonly called a crossover network in the au- 
dio industry [Bullock, III, 1986]. These subband signals can then be D/A



converted and fed into the speakers (Fig. 4.6-8). Assuming that the loud- 
speaker introduces negligible distortion (which in general is not true), the 
human ear eventually perceives an analog version of y0(n) + y1(n). In the 
transform domain, this is [H0(z) + H1(z)]Y(z). To avoid any distortion in 
the reconstruction, it is desirable to design H0(z) and H1(z) to be a strictly 
complementary pair. As elaborated earlier this can be done by using a Type 
1 FIR linear phase filter for H0(z), but this is more expensive than IIR filters.

With IIR filters it is possible to force the allpass complementarity. This 
means that [H0(z) + H1(z)]Y(z) = A(z)Y(z) where A(z) is allpass, so that 
the reconstructed signal represents Y(z) faithfully except for phase distor- 
tion. If necessary, phase distortion can be equalized using an allpass filter.

It is desirable to design H0(z) and H1(z) to be good lowpass and 
highpass filters so that the speakers are not damaged by out-of-band en- 
ergy. Notice, however, that if H0(z) is a good lowpass filter and if the pair 
[H0(z), H1(z)] is allpass complementary, this does not necessarily mean that 
H1(z) is a good highpass filter. This is because the responses H0(ejω) and 
H1(ejω) are in general complex. For example, it is possible at some frequency 
ω0 to have H0(ejω0) = ejπ/3 and H1(ejω0) = e-jπ/3 so that the sum is 
2 cos(π∕3) = 1 consistent with the AC requirement ∣H0(ejω) + H1 (ejω)∣ = 1.

For this reason a doubly complementary pair [H0(z), H1(z)] is most suit- 
able: the PC property ensures that H1(z) is a good highpass filter (if H0(z) 
is lowpass) and the AC property eliminates amplitude distortion. Such IIR 
filters can be implemented much more efficiently than FIR filters, as elab- 
orated earlier in Sec. 3.6. For systems with several subband speakers, an 
M-band AC filter bank can be used; see Renfors and Saramäki [1987] for 
design of such filters.

Figure 4.6-8 Splitting the digital audio signal into woofer and tweeter compo
nents.

Digital/Analog Hybrid QMF Banks in Digital Audio
A second potential approach to split the audio signal for loudspeaker 

driving is shown in Fig. 4.6-9. Here, the digital audio signal y(n) is first 
split into lowpass and highpass versions by using digital analysis filters. Then 
D/A conversion is performed at the lower rate, on the decimated subband 
signals v0(n) and v1(n). The analog subband signals are then passed through 
analog synthesis filters Fa,0(s) and Fa,1(s) before feeding the speakers. The 
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aim here is to choose the filters such that aliasing is canceled and ampli- 
tude and phase distortion are reduced to the desired extent. The frequency 
response characteristics of the speakers should be taken into consideration 
in such a design. The advantage of this hybrid digital/analog QMF bank 
is that the D/A conversion is performed at half the sampling rate. At this 
point in time, no results are available on the design of such hybrid QMF 
banks, but the idea appears promising.

Figure 4.6-9 A digital/analog hybrid QMF bank with potential application in 
digital audio.

Figure 4.6-10 An analog/digital hybrid QMF bank.

Analog/Digital Hybrid QMF Banks in A/D Conversion
An immediate dual of the above idea is the use of analog analysis filters 

and digital synthesis filters. Such systems can have applications in A/D 
conversion, where a high sampling rate A/D converter can be designed by 
using M converters operating at M fold lower rate. Figure 4.6-10 depicts 
the basic idea where the analog signal xa(t) is split into subband signals by 
the analog filters Ha,0(s) and Ha,1(s). These signals are then sampled at 
half the intended rate fs, and converted into digital format. The digitized 
subband signals are then passed through expanders (to get back the desired 
sampling rate) and recombined through the synthesis filters F0(z) and F1(z) 
to obtain x(n). The aim here is to design the filters such that x(n) represents, 
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as closely as possible, the signal x(n) which would have been obtained by 
direct A/D conversion of xa(t) at the rate fs. Again, since the analog filters 
are not ideal, there is aliasing at the output of the analysis bank. The 
synthesis filters should be chosen to minimize the effect of aliasing, as well 
as amplitude and phase distortions.

High speed A/D conversion using filter banks is also discussed in Pe- 
traglia and Mitra [1990]. More applications of special transfer functions are 
scattered throughout this text in various forms.

4.6.5 Adjustable Multilevel Filters and Tunable Filters
A multilevel filter has typical response as shown in Fig. 4.6-11. Basically, 
the frequency axis is divided into a number of regions, and the response 
has some constant value in each region. There are transition bands between 
these regions so that the filter is realizable. The levels βk are real or com
plex numbers. The multilevel response is a generalization of lowpass and 
bandpass responses.

Figure 4.6-11 A typical response of a multilevel filter. (© Adopted from 1990 
IEEE.)

Figure 4.6-12 (a) A typical splitting of the frequency axis into M divisions
and (b) a prototype lowpass response, which can be used to generate a multilevel 
response.

We will consider the example where the multilevel filter G(z) has M 
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regions with equal width 2π∕M, as shown in Fig. 4.6-12(a). † Suppose
H(z) is a Mth band zero-phase filter with response as shown in Fig. 4.6- 
12(b). It is clear that we can obtain the multilevel filter G(z) as 

because the response of H(zWk) is obtained by shifting H(ejω) to the right 
by 2πk∕M. We know that the M responses H(zWk) can be realized in terms 
of the polyphase components of H(z) as in Fig. 4.3-5(a). This means that 
the multilevel filter can be implemented as in Fig. 4.6-13. The levels βk 
appear in the structure as independent multipliers, and can be separately 
tuned. Similarly by changing H(z) [i.e., the polyphase components Eℓ(z)] 
we can adjust the sharpness of the level transitions without affecting the 
levels.

In a practical implementation of this idea, we have to be more careful. 
When the M responses are added as in (4.6.15), we have no difficulty in 
obtaining the in-band levels, but the transition bands may exhibit dips or 
bumps depending on the degree of overlap between adjacent responses [such 
as H(zWk) and H(zWk+1)]. As explained below, a very simple way to avoid 
these dips and bumps is to take H(z) to be an Mth band [i.e., Nyquist(M)] 
filter satisfying (4.6.6).

Figure 4.6-13 Polyphase implementation of an adjustable multilevel filter. Here 
βk represents the 'response level' in the kth band. (© Adopted from 1990 IEEE.)

If we assume that in the region of overlap of H(zWk) and H(zWk+1) the 
remaining terms of (4.6.6) are negligible, we have H(zWk) + H(zWk+1) ≈ 1.

Sec. 4.6 Special filters and filter Banks 165

(4.6.15)

† By permitting adjacent levels to be equal if necessary, and taking M to 
be sufficiently large, we can in practice cover less restricted responses as in 
Fig. 4.6-11 also.



This is plotted in Fig. 4.6-14 in the neighbourhood of the transition from 
βk to βk+1 and is monotone (i.e., free from bumps and dips).

Summarizing, we can design multilevel filters very efficiently by the 
structure of Fig. 4.6-13 where Eℓ(z) are the polyphase components of a zero 
phase Mth band filter. The Mth band property ensures smooth transition 
from band to band.
Design Example 4.6.2: Multilevel Filters

Figure 4.6-15 shows the response of a 5th band lowpass filter (order 
58) designed using the Kaiser window approach, and two examples of mul
tilevel responses derived from it. The values of the parameters βk are 
(0.4, 1.0, 0.7, 0.1, 0.9) and (1.0, 0.5, 0.0, 0.7, 0.7), respectively.

The reader will notice that in the above example, the multilevel filter 
does not have real coefficients even though the prototype H(z) does.
Tunable filters.

We can use the structure of Fig. 4.6-13 to obtain a lowpass filter whose 
cutoff frequency is tunable. Consider, for example, real coefficient filters so 
that the magnitude response is symmetric with respect to zero frequency. 
If we set β0 = 1, and βk = 0 otherwise, the 'cutoff' is π∕M. If we set 
β0 = β1 = βM-1 = 1 and βk = 0 otherwise, then the cutoff frequency is 
3π∕M. [Refer to Fig. 4.6-12(a).] By making M sufficiently large, we can 
thus tune the cutoff frequency in very fine (discrete) steps.
Why the Name "Polyphase" Decomposition?

This seems to be the best place to explain the reason for use of the 
term “polyphase” decomposition. Suppose we have a Mth band filter with 
response as in Fig. 4.6-12(b). We know that the impulse response eℓ(n) 
of the polyphase component Eℓ(z) is obtained by decimating h(n + ℓ) (Fig. 
4.3-1). This means that the polyphase component Eℓ(ejω) is an aliased 
version of ejωℓH(ejω), so that it has the appearance of an allpass function 
with magnitude 1/M (except around ω = ±π because of aliasing). This is 
demonstrated in Fig. 4.6-16. Now let us see how the summation
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This implies

(4.6.16)

Figure 4.6-14 Behavior of (4.6.16) in the neighborhood of transition.



Figure 4.6-15 Design example 4.6.2. Multilevel filters. (a) Prototype 5th band 
filter, and (b) two multilevel examples. (© Adopted from 1990 IEEE.) 

works in the passband region in Fig. 4.6-12(b). There are M terms, each 
with magnitude ≈ 1/M. These add up to nearly unity which shows that the
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M terms z-ℓEℓ(zM) are almost in phase. But for an Mth band filter, E0(z) 
is constant. This shows that the phase responses of z-ℓEℓ(zm) are nearly 
zero in the passband. In other words, Eℓ(ejω) tries to approximate ejωℓ/M. 
So the phase response φℓ(ω) of the ℓth polyphase component is trying to 
approximate ωl∕M, for each ℓ. This is the motivation for use of the term 
"polyphase" [Bellanger, et al., 1976].

Figure 4.6-16 Typical behaviors of ∣Eℓ(ejω)∣ when ∣H(ejω)∣ is as in Fig. 4.6- 
12(b).

4.7 MULTIGRID METHODS
The term “multigrid methods” represents a wide range of techniques used 
in iterative numerical computations. These are used to solve large sets of 
linear or nonlinear equations (thousands of unknowns) which in turn may be 
discretized versions of (partial) differential equations. Multigrid techniques 
improve the speed/accuracy of solutions, in some cases dramatically. This 
is a discipline with vast amount of literature, and the reader wishing to 
pursue the literature should begin with Briggs [1987], and Brandt [1977]. 
Our goal here is to describe the philosophy with simple examples (ordinary 
linear differential equations), and show the connection to multirate signal 
processing. The discussion in this section is intended to convey the idea 
with emphasis on concepts rather than rigor.

4.7.1 Discretizing a Continuous-Time Problem
Matrix equations arise either directly, or by discretization of continuous 
problems. To demonstrate, consider the second order differential equation
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(4.7.1)

to be solved in the time range 0 < t < 1, with boundary conditions ya(0) = 
ya(1) = 0. This is a linear constant-coefficient differential equation. Here 
ua(t) is the continuous-time input to the differential equation, and ya(t) is 
the output.

When attempting to solve this [i.e., find ya(t)] on a computer, we dis- 
cretize the problem. We first define a uniform "grid" G(Δ) of the domain 
0 ≤ t ≤ 1 (Fig. 4.7-1), and try to find (approximate value of) ya(t) on the



grid, that is, at points t = n∆, where n is an integer with 1 ≤ n ≤ N. If 
we define y(n) = ya(n∆), and u(n) = ua(n∆) and approximate the second 
derivative with the second difference, we obtain from (4.7.1)

(4.7.2)

Figure 4.7-1 A uniform grid defined on 0 ≤ t ≤ 1. The spacing Δ is called 
fineness.

The aim is to solve this for 1 ≤ n ≤ N, under the boundary conditions 
y(0) = y(N + 1) = 0. We can write the equations (4.7.2) in matrix form

(4.7.3)

where

(4.7.4)

and A is N × N. For example with N = 5,

(4.7.5)

Summarizing, we have converted our problem into a problem in linear al- 
gebra. The original problem (4.7.1) has been reformulated on a grid G(Δ), 
where the supercript Δ denotes the "fineness" of the grid. The solution y 
of the equation (4.7.3) is an approximation to the sampled version of the 
solution ya(t) of (4.7.1).

Notice that A is symmetric and Toeplitz (Appendix A). Furthermore, 
it is “banded.” For a banded matrix all elements sufficiently away from the 
main diagonal are zero. The banded nature is a consequence of discretizing 
a differential equation.

Sec. 4.7 Multigrid methods 169



4.7.2 Traditional Techniques to Solve Ay=u
Assume that A is nonsingular. There exist many techniques to find the ex- 
act solution y to (4.7.3) (subject only to finite precision errors), in a finite 
amount of time. This includes Gauss-elimination and its variations [Golub 
and Van Loan, 1989]. These have O(N3) complexity [i.e., the computational 
time is cN3 where c is independent of N]. If A has special structure (sym- 
metry, positive definiteness and so on, Appendix A) the methods can be 
made more efficient, but are still O(N3). If A is Toeplitz then there exist 
O(N2) techniques (see Blahut [1985] and references therein).
Iterative Techniques

In many applications, however, iterative techniques are used. Instead 
of finding the exact solution, these methods attempt to find an approximate 
solution yk, whose accuracy improves with iteration number k. These have 
some computational advantages when the matrix is banded, with the matrix 
size N much larger than the number of nonzero elements per row. Iterative 
techniques can also be applied to more general situations (such as nonlinear 
equations). Finally there are some applications where the matrix A grows 
in real time (such as in real time recursive estimation); iterative techniques 
can incorporate a mechanism to update the approximations efficiently.

A typical iteration has the form

(4.7.6)

where P is related to A (details depending on the particular iterative tech- 
nique), and q depends on A as well as u. Ideally this converges to the exact 
solution y for any initial estimate y0 as long as P is stable (i.e., has eigen- 
values strictly inside unit circle; Sec. 13.4.3).

For fixed A, the choice of P is not unique. To see how P is related to 
A, note that upon convergence (4.7.6) implies

(4.7.7)

that is, (I - P)y = q. So we can choose I - P = TA,q = Tu, for any 
nonsingular T. For our discussion the choice of T is irrelevant, as long as 
P is stable. We shall assume T = αI where α is a nonzero scalar. So 
P = I-αA.

The error vector and the residual vector. Suppose y is an ap
proximation to the solution y. Then Ay = u ≠ u. Define

(4.7.8)

As the exact solution y is not known, we do not know the error e. On the 
contrary, the residual r can be computed from the approximate solution y.
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It is easily verified that the error and residual are related as Ae = r, so 
that, at the kth iteration we have the relation
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(4.7.9)
where ek and rk are the error and residual at the kth iteration, that is,

(4.7.10)
where uk = Ayk. The iteration (4.7.6) can be rewritten in terms of the 
residual rk as

(4.7.11)
Thus, the solution yk+1 is obtained by adding a correction term to yk, 
proportional to the residual rk.

More insight can be gained by subtracting (4.7.6) from (4.7.7) and 
rewriting in terms of ek. This gives

(4.7.12)
by using P = I - αA.

Thus, as long as P is stable, rk and ek eventually become zero. We see 
below that the speed of convergence has to do with the eigenvalues of P. 
Choice of α (which affects eigenvalues of P) is therefore crucial.

4.7.3 The Stalling Phenomenon
We see that the convergence of the residual is governed by

(4.7.13)
We can judge the rate of convergence by considering the behavior of the 
residual energy

(4.7.14)
Figure 4.7-2 shows a typical behavior of this quantity, which arises in many 
practical situations: initially the energy decreases rapidly, and then there is a 
phase of slower decrease, and then even slower, and so on. (The iteration gets 
into “slower and slower” modes.) At some stage the rate of decrease becomes 
very small. This phenomenon is called stalling. Under this condition, it takes 
several iterations (i.e., prohibitive amount of computations) to reduce the 
energy θk by a significant amount.

Figure 4.7-2 Reduction of 
residual energy as k increases.



An “obvious” way to overcome the stalling problem is suggested by 
(4.7.13). Since rk+L = PLrk, we can replace P with PL for some large inte- 
ger L and perform the iteration. The convergence is speeded up in proportion 
to L, that is, the slow modes will appear to be faster. The disadvantage is 
that the evaluation of PL itself requires O(LN3) computations, far in excess 
of Gaussian elimination!

In this situation, multigrid processing comes to our rescue. Broadly 
speaking, as soon as the iteration begins to stall, we reformulate a new 
problem by “decimating” the original problem into a problem of smaller 
dimension (as described below). The iterations for the problem proceed at 
a much faster rate. We then use an interpolation scheme on the result, to 
obtain a correction term for the original (larger) problem. Before describing 
the details, we study the reason for the stalling behavior (Fig. 4.7-2) more 
quantitatively.
Why Does Stalling Occur?

To explain stalling, first note that rk = Pkr0. Assume for simplicity 
that P is diagonalizable with a unitary matrix (Sec. A.6, Appendix A), that 
is, can be written as P = UΛU†, where (i) Λ is a diagonal matrix with 
diagonal elements λi equal to the eigenvalues of P, and (ii) U†U = I. We 
then have Pk = UΛkU† so that rk = UΛkU†r0. Denoting the elements of 
the column vector U†r0 as v0, . . . vN-1, we can write
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where ui are the columns of U. Since u†iuℓ = δ(i — ℓ), we get

(4.7.16)

To visualize the idea clearly, assume ∣λ0∣ < ∣λ1∣ < . . . < ∣ΛN-1∣. Referring 
now to Fig. 4.7-2, it is clear that the initial steep decrease of θk is due to 
∣v0∣2∣λ0∣2k (assuming this term is nonzero) and that stalling is created by the 
slowest-decaying term ∣vN-1|2|λΝ-1∣2k (assuming vN-1 ≠ 0). This slowest 
mode corresponds to the eigenvalue λN-1 with largest magnitude. As long 
as ∣λN-1| < 1, the residual rk (hence the error ek) eventually decreases to 
zero as k → ∞.

In Problem 4.31 we consider some additional details for the case where 
A is positive definite. We derive the condition on α for stability of P, and 
also the value of α that maximizes convergence rate.

4.7.4 Basic Idea of Multigrid Approach
In what follows, the residual rk and error ek upon staffing will be denoted 
as r(Δ) and e(Δ). Also, we use Α(Δ) in place of A. Thus (4.7.9) is equivalent 
to

(4.7.17a)



The superscript indicates that these quantities pertain to the grid G(Δ) of 
fineness Δ (Fig. 4.7-1). In problems where the equation (4.7.3) is obtained 
by discretization of differential equations, the iteration (4.7.6) often exhibits 
an extremely interesting behavior upon stalling, viz., the residual vector 
r(Δ) has a smooth appearance. In other words, if r(Δ)(η) denotes the nth 
component of r(Δ), then the plot of r(Δ)(n) as a function of n is 'smooth'. 
Figure 4.7-3 demonstrates the meaning of “smooth”. For comparison, we 
have also shown a “nonsmooth” or “oscillatory” function.

Figure 4.7-3 Demonstrating smooth and oscillating vectors.

Before explaining the reason for this behavior, let us explore the conse- 
quences. At the end of the kth iteration we know r(Δ). If we can solve for 
e(Δ) from (4.7.17a), we can obtain the exact solution y since
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This might appear to be as involved as the original problem (4.7.3), but the 
smooth nature of r(Δ) can be exploited now. Since the sequence r(Δ)(n) 
appears to have only low-frequency components, we can “decimate it”, say 
by a factor of 2, and consider the following equation

(4.7.17b)

In this equation r(2Δ) is a decimated version of the residual r(Δ), and has 
about half as many elements. The matrix Α(2Δ) is a “decimated version” of 
A, and is approximately N/2 × N/2. Essentially, it is obtainable by discretizing 
the original differential equation with a coarser grid, but we shall fill these 
mathematical details later.

Equation (4.7.17b) is the analog of (4.7.17a), but on a coarser grid. The 
basic idea is that we can now solve for the error e(2Δ) using this smaller sys- 
tem. We then perform an 'interpolation operation' to find an approximation 
to the error e(Δ) on the original fine grid. The solution yk on the fine grid 
can now be corrected by adding this estimate e(Δ) to it. This idea can of 
course be carried to deeper levels. Thus, if the iterative process for (4.7.17b) 
stalls, we can repeat the decimation process, and so on. We now turn to 
quantitative details of the various components of this idea.



Why Does the Residual Look "Smooth" Upon Stalling?
There is no law which says that this will always happen. However, 

with proper choice of α, this can usually be made to happen. First refer 
to the example where (4.7.1) was discretized, and consider the case where 
μ = 0. The differentiator d2y(t)∕dt2 was replaced by a second order difference 
operator c(z - 2 + z-1) = cz(1 - z-1)2, which is a zero-phase highpass filter. 
If we now look at the matrix A given in (4.7.5), we see that all rows have 
the form

(4.7.18)
except the 0th and last rows. (We assume that the matrix size N is large, 
so that these border effects can be ignored.) Moreover, each row is a shifted 
version of the preceding row. As a result, the product Av approximates 
a convolution of the sequence v(n) with the highpass filter (—z + 2 — z-1) 
(where v(n) is the nth element of v).

Now consider the iteration matrix P = I — αA. This has all the prop- 
erties of A except that it represents a convolution with the filter

(4.7.19)

For proper choice of α this filter has lowpass behavior. For example let 
α = 1/3, then H(z) = (z + 1 + z-1)∕3. This has response

(4.7.20)

which is plotted in Fig. 4.7-4(a). Thus the operation Pv resembles lowpass 
filtering of the sequence v(n). Summarizing, the effect of the iteration (4.7.13) 
is that of a lowpass filter. For large k therefore, this has a smoothing effect 
on the residual as mentioned above.

If we choose α = 1/2, then the filter has response H(ejω) = cosω [Fig. 
4.7-4(b)] which is not lowpass. In this case, the iteration does not result in 
smoothing.

Relation to eigenvector viewpoint. In Sec. 4.7.3 we saw that 
the iteration stalls when rk is close to an eigenvector corresponding to the 
eigenvalue λN-1 with largest magnitude. In the above discussion, however, 
we see that stalling typically occurs when rk has been smoothed out. The 
latter observation is a special case of the former, when P can be interpreted 
as a lowpass filtering operator.

Thus when P approximates a filter operator, vectors of the form 

(4.7.21) 
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are approximately eigenvectors, with eigenvalues H(ejω). (This is because 
ejωn, and more generally an, are eigenfunctions of discrete time LTI systems; 
see Sec. 2.1.2.) If H(ejω) is a lowpass response, then the eigenvalues with 
large magnitude correspond to low frequencies ω. This means that, after 
several iterations, only the low frequency components of the initial vector r0 
survive. So the residual vector rk appears to be smooth upon stalling.

Figure 4.7-4 Explaining the smoothing effect created by the iteration matrix. 
The response H(ejω) is shown. (a) α = 1/3 causes smoothing and (b) α = 1/2 
does not cause smoothing.

The fact that the response H(ejω) is real and symmetric in the above 
example implies that if we replace ω with -ω in (4.7.21), the eigenvalue 
does not change. This means that we can find a smooth eigenvector with 
real elements cos ωn.
Decimation of the Residual, and Interpolation of the Error

Decimation operation is needed to transfer the residual r(Δ) from the 
grid G(Δ) to the grid G(2Δ). Denote the nth component of r(2Δ) as r(2Δ)(n). 
The simplest decimation scheme is to take r(2Δ)(n) = r(Δ)(2n). A more so- 
phisticated scheme would be to define r(2Δ)(n) as the output of a decimation 
filter (Fig. 4.7-5). The most commonly used decimation filter in multigrid 
literature is GD(z) = (z + 2 + z-1)∕4. This is lowpass with frequency response 
GD(ejω) = cos2(ω∕2).

Similarly, when we transfer the error e(2Δ) to the finer grid to obtain an 
approximation of e(Δ), we use an interpolation filter. A common example is 
GI(z) = (z + 2 + z-1)∕2.

Matrix representation. To be consistent with the rest of the problem, 
it is convenient to express the decimation and interpolation filters in matrix 
form. We do this by taking the above examples for GD(z) and Gl(z). Figure 
4.7-6 shows the grids G(Δ) and G(2Δ) for N = 7. Assuming the boundary 
conditions

(4.7.22)
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we compute the decimated samples as

(4.7.23)

For example, we use a transformation of this type to obtain r(2Δ) from r(Δ). 
Similarly when we convert from the coarse to the dense grid (interpolation) 
we use the matrix transformation

We use this to obtain the approximation of e(Δ) from e(2Δ).
Finding the Matrix Α(2Δ) for the Coarse Grid

In the example of Fig. 4.7-6, the matrix Α(Δ) is 7 × 7, whereas Α(2Δ) 
would be 3 × 3. It remains to show how to find the elements of this smaller 
matrix. In multigrid literature, the following formula is used:

(4.7.25)

where MD and Ml are the decimator and interpolator matrices indicated 
above. The reason for the above choice of Α(2Δ) can be understood as fol- 
lows: suppose the error vector e(Δ) can be obtained exactly by interpolation 
of e(2Δ). That is suppose

(4.7.26)

Since r(2Δ) = ΜDr(Δ), the above equation implies

(4.7.27)
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Comparing with (4.7.17b) we see that the above choice of Α(2Δ) is well- 
motivated. Detailed numerical examples of the use of multigrid techniques 
can be found in Brandt [1977].

Figure 4.7-5 Transfer of information between two grids, with the help of deci- 
mation and interpolation filters.

Figure 4.7-6 Demonstration of dense grid and coarse grid (N = 7 and 3 
respectively).
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PROBLEMS

Sketch the quantities Y0(ejω) and Y1(ejω).
4.2. For the system in Fig. P+2, find an expression for y(n) in terms of x(n).

Simplify the expression as best as you can.
4.3. Consider a sequence x(n) with X(ejω) as shown in Fig. P4-3.

Let y(n) = x(2n). Show how we can recover x(n) from y(n) using filters and 
multirate building blocks.

4.4. Show that the decimator and expander are linear time varying systems.
4.5. Show that the two systems shown in Fig. P4-5(a) (where k is some integer) 

are equivalent (that is, y0(n) = y1(n)) when hk(n) = h0(n) cos(2πkn∕L).
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4.1. Consider the structures shown in Fig. P4-1, with input transforms and 
responses as indicated.

Figure P4-1

Figure P4-2

Figure P4-3



This is a structure where filtering followed by cosine modulation has the same 
effect as filtering with the cosine modulated impulse response. (This is not true 
in all situations; see next problem). Now consider the example where L = 5, 
and k = 1. Let X(ejω) and H0(ejω) be as sketched in Fig. P4-5(b).

Give sketches of Y(ejω), Y0(ejω) and U(ejω).
4.6. Show that the two systems shown in Fig. P4-6 are not equivalent, that is, y0(n) 

and y1(n) are not necessarily the same, even if hk(n) = h0(n) cos(2πkn∕L).

Figure P4-6

4.7. Consider the two sets of M numbers given by Wk, 0 ≤ k ≤ M — 1 and WkL, 
0 ≤ k ≤ M — 1 where W = e-j2π/M. Show that these sets are identical if and 
only if L and M are relatively prime.

4.8. For the two systems in Fig. 4.2-2 we can write down y1(n) and y2(n) in terms 
of x(n), M and L. For example

a) Similarly write an expression for y2(n).
b) Verify that these two expressions yield the same result (i.e., y1(n) = y2(n) 

for any sequence x(n)), if, and only if, L and M are relatively prime.
4.9. The jumping painter problem. Consider a circular arrangement of objects as 

shown in Fig. P4-9.
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Figure P4-5(a)

Figure P4-5(b)



Figure P4-9

There are N objects numbered as indicated. A painter is requested to paint 
these one at a time. To avoid a boring job, he decides to paint the objects in 
nonconsecutive order as: 0, M, 2M, . . . Now there are two possibilities:

a) either all the objects get painted,
b) or the painter returns to an object already painted, before all objects are 

covered. This means that he will never be able to paint a subset of objects.
Find a set of necessary and sufficient conditions so that the first possibility 
takes place.

4.10. Let x(n) be periodic with period N, that is, N is the smallest integer such that 
x(n) = x(n+ N) for all n. Let y(n) be the M-fold decimated version, that is, 
y(n) = x(Mn). Show that y(n) is periodic, that is, there exists L < ∞ such 
that y(n) = y(n + L) for all n. Assuming no further knowledge about the input, 
what is the smallest value of L in terms of M and N?

4.11. Consider a sequence x(n) with X(ejω) as shown in Fig. P4-11(a).

Figure P4-11(a)

Suppose we generate the sequences y(n) and s(n) from x(n) as in Fig. P+11(b)

Figure P4-11(b)
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where

Plot the quantities Y(ejω) and S(ejω).
4.12. In this problem, the term 'polyphase components' stands for the Type 1 com

ponents with M = 2.
a) Let H(z) represent an FIR filter of length 10 with impulse response coeffi- 

cients h(n) = (1/2)n for 0 ≤ n ≤ 9 and zero otherwise. Find the polyphase 
components E0(z) and E1(z).

b) Let H(z) be IIR with h(n) = (1∕2)nU(n) + (1∕3)nU(n - 3). Find the 
polyphase components E0(z) and E1(z). Give simplified, closed form ex- 
pressions.

4.13. Let H(z) = (a + z-1)∕(1 + az-1). Write down expressions for the Type 1 
polyphase components (with M = 2). For real a, notice that H(z) is allpass. 
Are the polyphase components allpass as well?

4.14. Let H(z) = 1∕(1 — 2Rcosθz-1 + R2z-2), with R > 0 and θ real. This is 
a system with a pair of complex conjugate poles at Re±jθ. Find the Type 1 
polyphase components for M = 2.

4.15. Consider the fractional decimation circuit of Fig. 4.1-10(b) with L = 3, M = 4. 
Suppose H(z) is a linear phase FIR filter with length 60. Assume that x(n) 
has a sampling rate of 100 KHz. (a) If H{z') is implemented directly (i.e., no 
polyphase forms) what is the time available for each multiplier to perform one 
multiplication? (b) Suppose the structure is implemented in the best possible 
way (i.e., using polyphase form similar to Fig. 4.3-8). Then what is the time 
available for each multiplier to perform one multiplication? (c) Find the number 
of multiplications and additions per second in part (b).

4.16. Is the following statement true or false? Justify. "Let h(n) be the impulse 
response of an allpass filter. Let g(n)=h(2n). Suppose the filter G(z) [whose 
impulse response is g(n)] is allpass as well. Then h(n) must be an impulse (i.e., 
h(n) = cδ(n — n0) where n0 is some integer, and c is some constant)."

4.17. Consider the systems shown in Fig. P4-17

where G0(z) = ΣΝn=0 g(n)z-n and G1(z) = ΣNn=0 g(N - n)z-n. The impulse 
response of G1(z) is the mirror image of that of G0(z). Draw a structure for 
the system in Fig. P4-17(a), using only N + 1 multipliers. (Hint. Draw one 
set of multipliers, and two sets of delay chains running in opposite directions). 
Repeat for the system in Fig. P4-17(b).
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4.18. Consider the uniform DFT analysis bank [Fig. 4.3-5(a)] with M = 4. Assume 
E0(z) = 1+z-1, E1(z) = 1 + 2z-1, E2(z) = 2+z-2 and E3(z) = 0.5 + z-1. Find 
explicit expressions for Hk(z), 0 ≤ k ≤ 3, working out the numerical values of 
these filter coefficients.

4.19. Consider the structure shown in Fig. P4-19(a), where W is the 3 × 3 DFT 
matrix.

This is a three channel synthesis bank with three filters F0(z), F1(z) and F2(z). 
(For example F0(z) = Y(z)∕Y0(z) with y1(n) and y2(n) set to zero.)
a) Assuming R0(z) = 1 + z-1, R1(z) = 1 — z-2 and R2(z) = 2 + 3z-1, find 

expressions for the three synthesis filters F0(z), F1(z), F2(z).
b) Let the magnitude response of F1(z) be as shown in Fig. 4-19(b).

Figure P4-19(b)

Plot the responses ∣F0(ejω)∣ and ∣F2(ejω)∣.
4.20. For the structure of Fig. 4.3-12, prove that the synthesis filters are indeed given 

by (4.3.15).
4.21. Let H0(z) = 1 + 2z-1 + 4z-2 + 2z-3 + z-4 and let H1(z) = H0(-z). Draw 

an implementation for the pair [H0(z), H1(z)] in the form of a uniform DFT 
analysis bank, explicitly showing the polyphase components, the 2 × 2 IDFT 
box, and other relevant details.

4.22. Let H(z) — ΣNn=0 h(n)z-n with h(n) = h(N — n). Consider the polyphase 
decomposition (4.3.7). The symmetry of h(n) reflects into the coefficients of 
Eℓ(z) in some way. To be more specific, we can make the following statement: 
there exists an integer m0 (with 0 ≤ m0 ≤ M — 1) such that ek(n) is the 
image of em0-k(n) for 0 ≤ k ≤ m0, and ek(n) is the image of eM+m0-k(n) for 
m0 + 1 ≤ k ≤ M - 1.

a) Take an example of 7th order H(z), and verify the above statement for 
M = 3. What is m0? Repeat for M = 4.

b) Prove the above statement. How is m0 related to N and M?
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This problem shows that if h(n) is symmetric (as in linear phase filters), then 
we can implement pairs of polyphase components [such as Ek(z) and Em0-k(z)] 
using one set of multipliers. This gives rise to an additional saving (by two) on 
the number of MPUs in the implementation of a decimation filter.

4.23. Consider the design of real coefficient narrow band lowpass filters using the 
IFIR method. We know that the savings depends on the stretching factor 
M1 used. We assume that the image suppressor I(z) and model filter G(z) 
are designed using McClellan-Parks equiripple technique. For a given set of 
specifications δ1, δ2, ωp and ωS, we will design G(z) and I(z) to have peak 
passband ripples 0.5δ1 and stopband ripples δ2 (for reasons explained in text). 
Let Ng and Ni denote the orders of G(z) and I(z).

a) Write down the orders Ng and Ni in terms of δ1, δ2, ωp, ωS, and M1. Show 
that as M1 increases, Ng decreases whereas Ni increases. Evidently there 
is some 'best' M1 for a given set of specifications.

b) For ωp = 0.18π, ωS = 0.2π, δ1 = 0.01 and δ2 = 0.001, estimate the orders 
Ng and Ni for all permissible values of M1, and plot the multiplier count 
against M1. What is the value of M1 that minimizes the multiplier count?

4.24. Suppose we wish to design a linear phase FIR filter with specifications δ1 = δ2 = 
0.001, ωp = 0.015π and ωS = 0.02π. (a) For direct equiripple design, estimate 
the filter order, and number of multiplications and additions required. (b) If 
we use the IFIR approach with stretching factor of 25, what are the orders of 
equiripple G(z) and I(z)? What is the total number of multiplications and 
additions? What is the order of the overall filter? (c) Repeat part (b) with 
stretching factor = 45.

4.25. We know that the IFIR technique can be used to design narrow band filters in 
two stages, thereby improving the computational efficiency. Now suppose that 
we are interested in designing a real-coefficient wide band lowpass filter with 
magnitude response as in Fig. P4-25(a).

Evidently, we cannot stretch the response by an integer factor to obtain a 
model response G(ejω) as in the IFIR approach. Consider the modified lowpass 
specification shown in Fig. P+25(b).

a) Let H1(z) be a Type 1 Nth order linear phase filter (Table 2.4.1) meeting 
this specification. Define H2(z) = z-N/2 — H1(z) and H(z) = H2(-z). 
Sketch the magnitude responses of H2(ejω) and H(ejω). Note that H(z) 
is lowpass, and has same band edges as the desired wideband filter.
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Figure P4-25(b)

b) Suppose the specifications for H(z) are ωp = 0.85π, ωS = 0.9π, δ1 = 0.01, 
δ2 = 0.001. What is the total number of multipliers required if we design 
linear-phase equiripple H(z) directly?

c) Suppose we meet the specifications of part (b) by proceeding as in part 
(a) where H1(z) is designed using the IFIR approach (stretching factor 2). 
What are the specifications for H1(z)? What is the required number of 
multipliers for implementing the wideband filter H(z)? (Take the model 
filter and image suppressor to be equiripple.)

4.26. Suppose we wish to design a 25-fold lowpass linear-phase interpolation filter 
(i.e., L = 25). Let the input signal x(n) be bandlimited to ∣ω∣ < 0.95π. Assume 
that the ripple specifications are δ1 = 0.01, δ2 = 0.002. (a) Find reasonable 
band edges ωp and ωS for H(z). (b) What is the filter order if a direct design 
is used? (c) Suppose the filter is designed using a two stage approach. What are 
the orders of G(z) and I(z)? (d) What are the total number of multiplications 
and additions in the direct design and how do these compare with the two-stage 
design? (e) Assuming an input sampling rate of 8 KHz, what is the number of 
multiplications and additions per second in the two-stage design?

4.27. For a uniform DFT analysis bank, we know that the filters are related by 
Hk(z) = H0(zWk), 0 ≤ k ≤ M - 1, with W = e-j2π/M. Let M = 5 and define 
two new transfer functions G1(z) = H1(z) + H4(z) and G2(z) = H2(z) + H3(z). 
Let h0(n) denote the impulse response of H0(z), assumed to be real for all n.

a) Are hk(n), 1 ≤ k ≤ 4 real for all n?
b) Express the impulse responses g1(n) and g2(n) of G1(z) and G2(z) in terms of 

h0(n). Are g1(n) and g2(n) real for all n?
c) Let ∣H0(ejω)∣ be as shown in Fig. P4-27.

Plot the responses ∣G1(ejω)∣ and ∣G2(ejω)∣, for 0 ≤ ω ≤ 2π. Does ∣G2(ejω)∣ 
necessarily look 'good' in its passband?

4.28. Consider the analysis/synthesis system in Fig. P4-28.
a) Let the analysis filters be H0(z) = 1 + 3z-1 + 0.5z-2 + z-3 and H1(z) = 

H0(-z). Find causal stable IIR filters F0(z) and F1(z) such that x(n) 
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agrees with x(n) except for a possible delay and (nonzero) scale factor.
b) Let H0(z) = 1 + 2z-1 + 3z-2 + 2z-3 + z-4, and H1(z) = H0(-z). Find 

causal FIR filters F0(z) and F1(z) such that x(n) agrees with x(n) except 
for a possible delay and (nonzero) scale factor.

(Hint. This is perhaps tricky, but not tedious or difficult. It helps to use 
polyphase decomposition. Review of complementary filters might help.)

4.29. Let H0(z) = (1 + z-1)∕2. Find real-coefficient causal FIR H1(z) such that 
the pair H0(z), H1(z) is power complementary. Are these filters also allpass 
complementary? Euclidean complementary? Doubly complementary?

4.30. A trick for the design of zero-phase FIR equiripple half-band filters. Suppose 
G(z) = ΣΝn=0 g(n)z-n is a Type 2 linear phase filter (Sec. 2.4.2). This means 
that N is odd and g(n) is real, with g(n) = g(N — n). This also means that 
there is a zero at ω = π. We know we can write G(ejω) = e-jωN/2 GR(ω) where 
GR(ω) real. Suppose we have designed G(z) such that the response GR(ω) is 
as shown in Fig. P4-30.

This design can be done by defining the passband to be 0 ≤ ω ≤ θp and 
transition band to be θp ≤ ω ≤ π. There is no stopband. Such filters with 
one equiripple passband and no stopband can indeed be designed using the 
McClellan-Parks algorithm (Section 3.2.4). Now define the transfer function 
F(z) = [z-N + G(z2)]∕2. This is a Type 1 linear phase filter.
a) Show that F(ejω) = e-jωΝ FR(ω), where FR(ω) is real. Express FR(ω) in 

terms of GR(ω).
b) Plot the amplitude response FR(ω) in 0 ≤ ω ≤ π. Verify that it resembles 

Fig. 4.6-4. What are the values of δ, ωp, and ωS in terms of e and θp?
c) Let f(n) and g(n) denote the impulse responses of F(z) and G(z). Show
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Figure P4-28



that

(P4.30a)

This also verifies that F(z) is a half-band filter.
d) Suppose we define H(z) = zNF(z). Then H(z) is a zero-phase half-band 

filter. Its length is 2N +1, and since N is odd, we have 2N +1 = 4J + 2+1 
for some integer J. Clearly H(ejω) is real. Define H(z) = 0.5ε + H(z), i.e.,

(P4.30b)

Show that H(ejω) ≥ 0 for all ω.
This shows how we can design a zero-phase equiripple half-band filter H(z) 
(with H(ejω) ≥ 0) just by designing a Type 2 one-band filter G(z) of half the 
order, and making minor changes to its coefficients!

4.31. Let A be N × N Hermitian positive definite with eigenvalues 0 < λ0 < λ1 . . . < 
λΝ-1. Define P = I — αA, with α > 0.

a) Show that P is stable (i.e., eigenvalues strictly inside the unit circle) if and 
only if α < 2/λN-1.

b) In general P is not positive definite even though Hermitian. Show that the 
maximum eigenvalue-magnitude is minimized by the choice α = 2∕(λ0 + 
λΝ-1). This choice therefore gives the fastest decrease of αk after 'stalling' 
has set in (Fig. 4.7-2).

4.32. The matrix in (4.7.5) is a demonstration, for N = 5, of the N × N matrix A 
in (4.7.3). In this problem we consider this matrix and assume N is arbitrary. 
Let μ = 0 for simplicity.

a) Show that any vector of the form

is an eigenvector, with eigenvalue λk = 4sin2 kπ/2(n+1). Here k is an integer 
in the range 1 ≤ k ≤ N.

b) Thus the elements vk(n) of the vector vk can be written as vk(n) = 
sin (kπn/N+1). This sequence is "smooth" for small k and "oscillatory" for large 
k. To demonstrate this, let N = 4, and plot this sequence for 1 ≤ k ≤ 4. 
Also plot the eigenvalue λk, as a function of k for 1 ≤ k ≤ 4.

c) The above exercise demonstrates that the eigenvectors corresponding to 
large eigenvalues are more “oscillatory”. In other words, the matrix A 
acts like a highpass filtering operator (Sec. 4.7.4). Suppose we define
P = I — αA. The eigenvalues of this matrix are μk ≜ 1 — αλk, and the 
eigenvectors continue to be vk. Give example of a choice of α such that
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μ2k decreases as k increases in the range 1 ≤ k ≤ N. The matrix P would 
now resemble a lowpass filtering operator.

4.33. Recall the matrix A in (4.7.3), demonstrated in (4.7.5) for N = 5. In this 
problem, Α(Δ) stands for this matrix, with μ — 0 and N = 7. With MD 
and Ml as in (4.7.23) and (4.7.24), compute the elements of Α(2Δ) defined in
(4.7.25).
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