
Appendix C

Quantization of 

Subband Signals

C.0  INTRODUCTION
In this appendix we study the quantization in the subbands of subband coders (Sec. 
4.5) and transform coders (Sec. 6.6). In both of the above coders, the main aim 
is to quantize a set of “derived” signals (subband signals) rather than the original 
signal directly. The benefits to be gained by such quantization can be quantified by 
using the concept of “coding gain.” In this appendix we will study the coding gain. 
We will also consider the problem of optimal bit allocation among the subbands, 
and obtain expressions for the optimal coding gains for subband coding as well 
as orthogonal transform coding. We also briefly review a coding technique called 
differential PCM, and state the connections to the so-called rate-distortion function 
in information theory.

Some of the early references on these topics are Huang and Schultheiss [1963], 
and Segall [1976]. More recent references include Ramstad [1982], Woods and O’Neil 
[1986], Westerink, et al. [1988], Jain [1989], Mallat [1989a], Akansu and Liu [1991], 
Pearlman in Woods [1991], and Gersho and Gray [1992]. A detailed and systematic 
treatment can be found in Chap. 11 and 12 of Jayant and Noll [1984], with many 
practical examples and illustrations. Our aim here is to provide a brief review.

We will assume that the input x(n) is a real zero-mean wide sense stationary 
(WSS) random process. So all the filtered and decimated signals will share this 
property. The results reviewed in Appendices A and B will be freely used here. 
The abbreviation r.v. stands for “random variable.”

C. 1 QUANTIZER NOISE VARIANCE
First consider Fig. C.1-1 where a real r.v. x is quantized to b bits, to obtain the 
signal v. Let the most significant (leftmost) bit have weight 2ℓ. So the permissible 
range for x is -2ℓ+1 < x < 2ℓ+1 (there is a sign bit which we will never show 
explicitly).

The rightmost bit has weight 2-(b-1)2ℓ. The quantization step size is therefore 
Δ = 2-(b-1)2ℓ, that is, Δ = 2(ℓ+1)2-b. Note that this agrees with (9.2.1) where we 
considered the special case of ℓ = —1 (fixed point fraction). Essentially ℓ determines 
the allowed size of the number whereas b determines the accuracy or precision used
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for its representation. In Fig. C.1-1 we do not indicate the binary point any more 
as it will be irrelevant for our discussion.

The quantization error (or noise) is q = v — x. We assume that this is an 
r.v., uniformly distributed in —Δ∕2 ≤ q ≤ Δ∕2, as in a roundoff quantizer. (This 
assumption is reasonable only when b is sufficiently large.) Then, its variance is 
σ2 = Δ2∕12, that is,

(C.1.1)

Fig. C.1-2 shows a 2-bit example, for two choices of ℓ. There are seven levels 
because of the unshown sign bit. Thus for ℓ = 1, the 2-bit number can take the 
values 0, ±1, ±2 and ±3.

Figure C.1-1 Quantization of a real random variable to b bits.

We see that the choice of ℓ governs the range over which x can vary without 
causing overflow (i.e., this range is the dynamic range). If we increase this range by 
increasing ℓ, the quantizer noise variance σ2 increases.

There is an elegant way in which we can mathematically relate the quantizer 
noise variance, the signal variance σ2x (that is, variance of x) and b. This is done by 
relating ℓ to σ2x, and then eliminating ℓ from (C.1.1). The details of this depends 
on the statistics of x. We now demonstrate this with two examples.
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Figure C.1-2 Two cases of quantization with b = 2. (a) ℓ = 0 and (b) ℓ = 1.



Uniform input. First suppose that the input x is a uniformly distributed 
r.v., in the permissible range -2ℓ+1 < x < 2ℓ+1. Then its variance is

C.2 THE IDEAL SUBBAND CODER
Consider the M-channel QMF bank reproduced in Fig. C.2-1. Here the decimated 
subband signals vk(n) are quantized as in any practical system. Let the quantizer 
Qk in the kth channel be a bk bit quantizer (in the same sense as in Fig. C.1-1). 
Let 2ℓk denote the weight on the left most bit. We can replace the quantizer with a 
noise source qk(n) as shown by the broken lines. We will assume that qk(n) is wide 
sense stationary (WSS) and white, and is uniformly distributed with zero mean and 
variance σ2qk. Also, any two noise sources are assumed uncorrelated†.

† These assumptions are easy to criticize, because bk is often small. However, 
without such assumptions, it is not possible to gain much theoretical insight into 
the operations of the system.

‡ This implies, in particular, that the subband signals are uncorrelated with each 
other - recall Problem 9.12. For further comments on this see Sec. C.4.1.
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Imagine that the filters are ideal and nonoverlapping, with equal bandwidths 
(Fig. C.2-2). ‡ We consider the real coefficient case for simplicity, so that only the

(C.1.2a)

so that the quantization error variance is

(C.1.2b)

Gaussian input. As a second example, let x be a zero mean Gaussian r.v. 
with variance σ2x. In this case its range of values is unlimited. Since the permissible 
range is only -2ℓ+1 < x < 2ℓ+1, there is a nonzero probability of overflow. (The 
probability of overflow in the preceding example was zero.) Let ℓ be chosen such 
that 2(ℓ+1) = 3σx. This means that the probability that x will exceed the permitted 
range is equal to 0.0026 [pp. 314, Peebles, 1987]. Using the value σx = 2(ℓ+1)/3 
and the expression (C.1.1) we find the quantization error variance to be

(C.1.3)

In both the above examples, we see that, for a given number of bits b, the 
quantization error variance is proportional to signal variance, and to the factor 
2-2b, that is,

(C.1.4)
This relation is in fact true for a broader class of signals than the above examples 
[Chap. 4, Jayant and Noll, 1984]. The constant of proportionality c depends on 
the statistics of x and on the allowed overflow probability. If we increase ℓ to 
reduce the overflow probability, then the noise variance σ2 increases. This is said 
to be the noise/dynamic range interaction. We will repeatedly use the expression 
(C.1.4) in this appendix. We will implicitly assume that c is the same for all the 
random variables entering a particular discussion. This is reasonable if all the 
density functions have the same form, for example, Gaussian.



frequency region 0 ≤ ω ≤ π is shown. This system will be called the ideal subband 
coding (SBC) system. We assume Hk(ejω) = Fk(ejω) for all k, and that Hk(ejω) = 
√M in the passband and Hk(ejω) = 0 in the stopband. The ideal nature of filters 
ensures that there is no aliasing due to decimation. The distortion function T(z) 
[Eq. (5.4.14)] is unity so that we would have x(n) = x(n) (perfect reconstruction) 
if there were no quantizers. We will now analyze the effect of quantizers on the 
reconstruction error.

Figure C.2-1 The M-channel filter bank with quantizers in the subbands.

Even though qk(n) is WSS, the output of the expander is not (Sec. 9.3). It 
can be shown, however, that if the bandpass filters Fk(ejω) are ideal as above, then 
their outputs are WSS, and have power spectral density σ2qk ∣Fk(ejω)∣2∕M [Sathe and 
Vaidyanathan, 1993]. This therefore represents bandlimited white noise, confined 
entirely to the passband of Fk(z). Its variance is σ2qk∕M so that the total noise 
variance at the node of x(n) is

(C.2.1)
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Figure C.2-2 Magnitude responses of filters for the ideal subband coding system.



C.2.1 Optimum Bit Allocation
With bk denoting the number of bits per sample of the kth subband signal, the 
quantity

(C.2.2)

represents the average bit rate, that is, average number of bits per subband. Essen
tially b represents the average number of bits per sample of x(n), transmitted by 
the decimated analysis bank.

Suppose the average bit rate b is fixed. How should we allocate the bits bk to the 
individual subbands so that the total output noise variance (C.2.1) is minimized? 
Qualitatively speaking, we have to allocate fewer bits (bk < b) for subbands with 
low energy, and more bits (bk > b) for dominant subbands. An extreme case occurs 
when most of the energy is in the lowpass subband, in which case we set b0 = Mb 
and bk = 0 otherwise. It is clear that this is much more efficient than assigning b 
bits per sample of the original signal x(n). To address the bit allocation problem 
more quantitatively, we use the following standard result.

The AM-GM inequality. [Beckenbach and Bellman, 1961]. Given a set of 
M nonnegative numbers ak, define the arithmetic mean (AM) and geometric mean 
(GM) to be

(C.2.3)

We then have AM ≥ GM with equality if and only if a0 = a1 = ... = aM-1. See 
Problem C.2 for a proof.

Assuming that the filter bank input x(n) is zero mean WSS with variance σ2x, 
the signal xk(n) [output of Hk(z)] is WSS with zero mean and variance

(C.2.4)

where Sxx(ejω) is the power spectrum of x(n). The decimated signal vk(n) is WSS 
with the same variance σ2xk. With ∣Hk(ejω)∣ as in Fig. C.2-2, one can verify that 
σ2x = Σk σ2xk∕M where σ2x is the variance of the input signal x(n). The quantizer 
variance σ2qk is related to the variance of vk(n) in a way similar to (C.1.4), so that

(C.2.5)

Here we have assumed that c is the same for all quantizers. This is valid if the 
quantizer inputs have identical statistical distribution (e.g., all of them Gaussian).
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According to (C.2.1) the output noise variance σ2q is the AM of σ2qk and so we have

The subscript SBC is used because we will soon compare this with other schemes.
Align the least-significant bits! If σ2qk is the same for all quantizers, the 

step sizes are identical. The optimal bit allocation strategy (C.2.7) therefore tells 
us that we must align the rightmost bits (least-significant bits) of the binary words 
representing the subbands. This is demonstrated in Fig. C.2-3.
More Explicit Expression for Bit Allocation

The optimal bit allocation scheme (C.2.8a) indicates that more bits are required 
for subband signals having higher variance. The reconstruction error variance σ2q 
has the optimum value given by (C.2.8b). Using this we can rearrange (C.2.8a) as

(C.2.9)

Sec. C.2 The ideal subband coder 821

(C.2.6)

So the smallest possible value of σ2q is given by the last line of the above equation. 
This quantity depends on the input signal x(n), and the average number of bits b. 
This lower bound is achieved if and only if the AM-GM inequality on the first line 
becomes an equality, which happens if and only if σ2qk is the same for all k, that is,

(C.2.7)

So the optimal bit allocation strategy is such that variances of all quantizer noise 
sources are equalized. We then have

(C.2.8a)

so that bk is proportional to log σ2xk. Under this condition, the minimized output 
noise variance is given by

(C.2.8b)



Some numerical examples will be considered in Problem C.9. Several comments 
are now in order.

1. The above bit-allocation strategy may not lead to integer valued solutions for 
bk. We can either round bk to an integer, or use a (periodically) time varying 
allocation which results in an average value of nearly bk bits.

2. From the above expression we see that if b is too small, then some of the 
bk might turn out to be negative. However, for a given variance distribution 
{σ2xk}, we can find a sufficiently large b so that bk > 0 for all k.

3. If some of the bk are very small, then the standard noise model assumptions 
(white, uncorrelated, uniform-distribution, etc.) will not hold, and the above 
analysis will not apply. This happens, for example, if some of the subband 
variances σ2xk are very small. Notice, in particular, that if σ2xk = 0 for some 
k, then the noise model assumptions are not meaningful any more. Many of 
the conclusions of this Appendix will be incorrect or meaningless under this 
situation. For example, the righthand side of (C.2.8b) becomes zero.

4. Assume that bk are large enough so that the above analysis is meaningful. If 
we now increment b by one bit, then according to (C.2.9) each of the subband 
bits bk is increased by one.

C.2.2 Coding Gain for the Ideal SBC System
In order to evaluate the usefulness of subband coding for a particular x(n), we 
compare it with the direct quantization scheme shown in Fig. C.1-1 (imagine now 
that x in this figure is replaced with the sequence x(n)). This is often called the 
PCM (pulse code modulation) scheme. Let the quantizer Q use b bits so that the 
average transmission rate is the same as the above SBC system. The quantization 
noise is given by (C.1.4) so that
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Figure C.2-3 Demonstration of optimal bit allocation. Here σx0 = 4σx1 = 8σx2 = 
16σx3.

(C.2.10)
The subband coding gain is defined as

(C.2.11)



Note that this is a function of M. In the optimal case

(C.2.12)

So the coding gain can be interpreted in two ways: first it is the ratio of the input 
variance σ2x to the geometric mean of the subband signal variances σ2xk. Second, it 
is the ratio of the arithmetic to geometric mean of the subband signal variances. 
By the AM-GM inequality, we have 

so that subband coding can never be worse than PCM (under the above assumptions 
on filters and statistics). As explained earlier, we will assume that σ2xk is nonzero 
for all k, so that the denominator in (C.2.12) is nonzero.

We have the least coding gain (i.e., GSBC(M) = 1) if and only if all the 
subband signals have the same variance (i.e., the integral in (C.2.4) is the same for 
all subbands). This happens, for example, when x(n) is white (i.e., when Sxx(ejω) 
is constant); in this case GSBC(M) = 1 for all M.
Coding Gain in dB, and the “6 dB per bit” Rule

The coding gain is a measure of improvement obtained by subband coding over 
traditional quantization, for fixed bit rate. Instead of fixing the bits, suppose we fix 
the reconstruction error variance. Thus, suppose we use b bits per sample for the 
subband coder, and b' bits per sample for the direct (PCM) quantizer. If we wish 
to make σ2q,PCM = σ2q,SBC, then the coding gain GSBC(M) is related to b and b' as
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For example if GSBC(M) = 4, then b' — b = 1, that is, we gain one bit per sample 
by using subband coding.

It is often convenient to express the coding gain in dB. This is given by

Thus a coding gain ≈ 6 dB implies that we have gained one bit per sample. In Sec. 
4.5.2 we mentioned that there exist speech coding systems which operate at rates 
such as 2 to 4 bits per sample. Thus, an improvement in the coding gain by about 
6 dB is considered to be relatively significant in these applications.
Behavior of GSBC(M) as M Increases

Is GSBC(M) a nondecreasing function of M? In most practical applica
tions, the coding gain increases (at least, it does not decrease) as the number of 
subbands M increases. However, there is no ‘theorem’ which asserts that this is 
always the case. We can in fact construct a simple counter example as follows. 
(Also see Problem C.4).



Example C.2.1: GSBC(M) Can Decrease with Increasing M

Consider an input process x(n) with power spectrum as in Fig. C.2-4. Suppose 
we apply a three-band ideal SBC system to this input. In this case, the area of 
Sxx(ejω) in each of the subbands is the same, that is, σ2x0 = σ2x1 = σ2x2 = 3. So 
GSBC(3) = 1. If we now apply the same input to a two-band ideal SBC, then we 
find σ2x0 = 11/3 and σ2x1 = 7/3 so that GSBC(2) > 1. In fact GSBC(2) ≈ 1.0256. 
In other words, GSBC(3) < GSBC(2) showing that the subband coding gain can 
decrease as M increases!

It can, however, be verified that if the number of bands is increased in 
integer multiples, then the gain can never decrease, that is, GSBC(nM) ≥ 
GSBC(M) for any positive integer n (Problem C.3).

Behavior as M tends to infinity. It will be interesting to see what happens 
to GSBC(M) as M → ∞. We can study this by rewriting the product in the 
denominator of (C.2.12) as follows:

(C.2.13)

The quantity σ2xk in the above expression was defined in (C.2.4). (Note. we have to 
integrate only the region 0 ≤ ω ≤ π since all time-domain quantities are assumed 
real). If M is sufficiently large then the passband of Hk(ejω) is sufficiently narrow 
and we can assume Sxx(ejω) is nearly constant in this passband. This gives σ2xk ≈ 
Sxx(ejωk) where ωk is the center frequency for Hk(ejω). So the above equation
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Figure C.2-4 An input power spectrum for which GSBC(3) < GSBC(2).



simplifies to

(C.2.14)

for sufficiently large M. Summarizing, we have

(C.2.15)

where Sxx(ejω) is the power spectrum (and σ2x the variance) of x(n). Note that we 
can rewrite this as

(C.2.16)

which is called the asymptotic coding gain. Thus, in the limit as M → ∞, the 
AM-GM ratio (C.2.12) is replaced with the above integral version! In obtaining 
this expression we have assumed that Sxx(ejω) is nonzero, i.e., Sxx(ejω) > 0, for all 
ω [so that loge Sxx(ejω) does not blow up].

The reciprocal of the quantity in (C.2.15), i.e.,

(C.2.17)

is said to be the spectral flatness measure for the process x(n). Notice that 0 ≤ 
γx ≤ 1 (since 1 ≤ GSBC(M) ≤ ∞). γx is largest (i.e., γx = 1) for a flat spectrum 
i.e., if x(n) is white. As γx gets smaller and smaller, the spectrum is considered 
to be more and more "nonflat.” Thus the asymptotic coding gain increases as the 
spectrum gets more and more 'nonflat'.
Deeper details about behavior of GSBC(M).

We now state further properties of the coding gain of the ideal subband coder. 
All of these are justified in Problems C.3-C.5.

1. First, it can be shown that GSBC(M) ≤ GSBC(nM) for any integer n > 0. By 
letting n → ∞ we see that GSBC(M) ≤ GSBC(∞) for any M, even though 
GSBC(M) may increase or decrease with M.
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2. Suppose we have a power spectrum with piecewise constant behavior as shown 
in Fig. C.2-5. In other words, Sxx(ejω) is constant within each passband of the 
M-channel subband coder. Then, for this value of M, we have GSBC(M) = 
GSBC(nM) for any integer n > 0 (Problem C.3). Letting n → ∞ we conclude 
GSBC(M) = GSBC(∞). Notice, however, that this does not imply GSBC(L) = 
GSBC(∞) for all L > M (Problem C.4). In any case, this example shows that 
the maximum coding gain GSBC(∞) can be achieved with finite number of 
subbands M, when Sxx(ejω) has certain properties [even if x(n) is not white].

3. Consider now the converse situation: suppose the power spectrum of x(n) is 
such that GSBC(nM) is the same for all integers n > 0, for some fixed Μ. Then 
Sxx(ejω) has the piecewise constant behavior as demonstrated in Fig. C.2-5 
(Problem C.3). As a corollary, if GSBC(M) — GSBC(∞) for some finite M, 
then GSBC(nM) = GSBC(∞) and Sxx(ejω) has this behavior.

4. Finally suppose that GSBC(i) = GSBC(M) for all i ≥ M. Then Sxx(ejω) is con- 
stant [i.e., x(n) is white] (Problem C.5). This means, in fact, that GSBC(i) = 1 
for all i.

Figure C.2-5 A piecewise constant power spectrum.

C.3 THE ORTHOGONAL TRANSFORM CODER

Transform coding was reviewed in Sec. 6.6. This is a special case of subband coding 
where the analysis and synthesis filters are FIR with length ≤ Μ. The responses of 
these filters are far from the ideal responses considered in the previous section.

We will consider only real signals and matrices for simplicity of discussions. Fig. 
C.3-1 shows the system with quantizers inserted in the subbands (i.e., the transform 
domain coefficients yk(n) are quantized). Since the matrix T is orthogonal with 
TTT = TTT = I, we have replaced T-1 with TT. In absence of quantizers this is 
a perfect reconstruction system with x(n) = x(n — M + 1).

C.3.1 Optimum Bit Allocation for Fixed Orthogonal T

We will assume that the quantizers are as in the previous section (i.e., bk bit quan- 
tizer for the kth subband, etc.). We also use the same assumptions about the noise 
model as in the ideal subband coding case. With the average bit rate b (defined 
as in (C.2.2)) fixed, what is the best allocation of bits among the subbands that 
minimizes the noise variance at the output node [i.e., node of x(n)]? It turns out 
that the answer does not depend on the orthogonal matrix T as we show next.
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Figure C.3-1 The orthogonal transform coding system.

As in the previous section, the quantizers can be replaced with noise sources 
qk(n) as shown in broken lines. These sources are at the input of the matrix TT, 
and generate a set of noise components, say qk(n), at the output of TT (This system 
is similar to Fig. 9.3-2, analyzed in Chap. 9). The noise component q(n) at the 
node of x(n) is the interlaced version of the noise components qk(n). So, the average 
output noise variance over a period of length M is given by

(C.3.1)

where σ2qk is the variance of qk(n). Since TTT = TTT = I, we can rewrite the 
above expression as
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(C.3.2)

where σ2qk is the quantizer noise variance (i.e., variance of qk(n)). To see this note 
that if we define the vectors

(C.3.3)

then q(n) = TTq(n), and

(C.3.4)

Taking expected values, we get Σ σ2qk = Σ σ2qk. †
We can now proceed exactly as in (C.2.6) to show that the output noise variance 

σ2q is minimized if and only if all the quantizer noise variances σ2qk are equalized 
[i.e., (C.2.7) holds]. Equivalently, the rightmost bits of the binary representations

† Notice that the above derivation does not assume that the quantizer noise 
sources are either white or uncorrelated.



(C.3.6)

(C.3.7)

(G3.8)
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for the transform coefficients yk(n) should be aligned (similar to Fig. C.2-3). This 
in turn is accomplished if bk are chosen according to 22bk = c × σ2yk∕σ2q where σ2yk 
is the variance of yk(n) (the kth output of T in Fig. C.3-1). Proceeding as in the 
previous section, we obtain the expression

(C3.5)

for the minimized average noise variance at the output node [i.e., node of x(n)]. 
Notice that the above derivations make use of the orthogonal nature of T; the 
results are therefore not necessarily valid for nonorthogonal T.

C.3.2 An Optimal Transform: the KLT
Note that the product of variances σ2yk depends on x(n) and on the orthogonal 
matrix T. Given the WSS input x(n), how should we choose T so that this product 
is minimized? We now answer this.

Defining the vectors

we see that y(n) = Tx(n) so that

If we take expected values on both sides, we obtain

where Rxx(0) = E[x(n)xT(n)] and Ryy(0) = E[y(n)yT(n)]. Note that Rxx(0) and 
Ryy(0) are Hermitian positive (semi) definite matrices. [Rxx(0) is also Toeplitz but 
that is irrelevant here.]

The diagonal elements of Ryy(0) are, by definition,

(C.3.9)

which represents the variance of yk(n) (since we assume zero mean). So the product 
in (C.3.5) is equal to the product of diagonal elements of Ryy(0), i.e., diagonal 
elements of TRxx(0)TT. Our aim therefore is to choose T (for a given Rxx(0)) 
such that this product of diagonal elements is minimized.

For this we will use an inequality which has to do with the product of diagonal 
elements of a positive definite matrix. First recall that Ryy(0) is positive semidefi
nite by definition. From (C.3.8) we see that Ryy(0) is nonsingular as long as Rxx(0) 
is nonsingular. We will assume that Rxx(0) is nonsingular (otherwise x(n) would 
be a harmonic process; Appendix B). So Ryy(0) is a positive definite matrix, and 
we can apply the following result from Appendix A (Sec. A.6).

(C.3.10)



with equality if and only if Ryy(0) is diagonal. We will also use the fact that

(C.3.11)

which follows from (C.3.8), using [det T] = ±1. Summarizing the above discussions, 
we have

(C.3.12)

Note that Rxx(0) is completely determined by the random process x(n), whereas 
Ryy(0) depends on T. Equality holds on the second line above if and only if Ryy(0) 
is diagonal (i.e., yk(n) uncorrelated with ym(n) for k ≠ m). So we have to choose T 
such that it diagonalizes Rxx(0) [see (C.3.8)]. By comparing this with the discussion 
on eigenvectors (Sec. A.5) we see that TT should be chosen such that its columns 
are the orthonormal eigenvectors of the Hermitian matrix Rxx(0).

This T is called the Karhunen-Loeve Transform (KLT) for the signal x(n). 
Clearly it depends on the block size M of the transform. This choice of T, along with 
the bit allocation scheme described above results in the smallest possible average 
output noise variance σ2q,TC. This variance is obtained by substituting the minimum 
value of Πk=0M-1 σ2yk into (C.3.5):

(min. output noise var.) (C.3.13)

Even though this minimized variance is unique, the KLT matrix itself is not, since 
the set of orthonormal eigenvectors is not necessarily unique.

Suboptimal transforms. In practice, the KLT is inconvenient to implement 
for several reasons. First, the KLT matrix depends on the input statistics, and has 
to be estimated by numerical means. If the input statistics varies (i.e., input is not 
quite WSS, but slowly varying), then the KLT has to be somehow recomputed or 
updated. Finally, the KLT matrix in general does not have any specific structure 
(other than unitariness), and cannot be implemented in a 'fast manner'. In practice, 
there exist several suboptimal substitutes, which overcome these difficulties. For 
example, in speech applications, the DCT matrix (Sec. 8.4) provides good coding 
gain. There also exist fast techniques to implement this matrix [Yip and Rao, 1987]. 
For further details, see Sec. 12.6 of Jayant and Noll [1984].
Toeplitz Property

Since x(n) is WSS, the M × M matrix Rxx(0) has the Toeplitz property (Ap
pendix A). For example if M = 4, one can verify that
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where R(k) = E[x(n)x(n — k)], that is, R(k) is the autocorrelation sequence of the 
real WSS process x(n). Note that R(0) = σ2x = variance of x(n). The signal x(n) is 
white if and only if Rxx(0) = σ2xΙΜ for any choice of the size Μ.

C.3.3 Coding Gain for the Transform-Coder
The transform coding gain GTC(M) is defined as the ratio of σ2q,PCM in (C.2.10) 
to σ2q,TC. Using (C.3.5)

(C.3.14)

As for the ideal SBC case, we can express this as an AM/GM ratio. For this note 
that the relation y(n) = Tx(n) implies yT(n)y(n) = xT(n)x(n). Taking expected 
values we get Σk σ2yk = Mσ2x so that

(C.3.16)

Since the diagonal elements of Ryy(0) are the variances σ2yk, the summation on the 
numerator is the trace of Ryy(0). By using the fact (Appendix A) that the trace 
of AB is same as that of BA (whenever the two products are meaningful) we can 
show from (C.3.8) that the trace of Ryy(0) is same as that of Rxx(0). As a result, 
we can rewrite (C.3.16) as

(C.3.17)
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(C.3.15)

Thus, the coding gain is the ratio of the AM to GM of the variances of the subband 
outputs. This situation is precisely as in the ideal SBC case. This is interesting 
because the ideal SBC case and the orthogonal transform case use totally different 
assumptions on filters. In the former, we use ideal bandpass filters, whereas in the 
latter we use FIR filters of length ≤ M, having orthogonal polyphase matrix T.
Coding Gain in the Optimal Case

From Sec. C.3.2 we know that the maximum value of the coding gain is achieved 
when T is the KLT matrix. In this case we can rewrite (C.3.14) as



(C.3.18)

But the trace of a matrix is the sum of its eigenvalues, whereas the determinant is 
the product of eigenvalues. Denoting the eigenvalues of Rxx(0) as λk we therefore 
have

Thus, the optimal (maximized) transform coding gain is the ratio of the AM to 
GM of the eigenvalues of the input autocorrelation matrix Rxx(0) (i.e., the matrix 
E[x(n)xT(n)]). So this coding gain satisfies GKLT(M) ≥ 1.

The worst optimal coding gain (GKLT(M) = 1) occurs if and only if all eigen- 
values of Rxx(0) are equal. Since Rxx(0) is Hermitian, this will happen if and only 
if Rxx(0) itself is diagonal, that is, Rxx(0) = σ2xI. [This does not imply that x(n) 
is white.]

At the end of Appendix B we saw that for a Harmonic process, the autocorre
lation matrix of appropriate size is singular. For a 'nearly' harmonic process (i.e., 
process with many sharp peaks in the power spectrum), the determinant of the 
autocorrelation matrix is very small, and the above coding gain can be quite large.
GKLT(M) is a Monotone Function of M

In the previous section we saw that the subband coding gain GSBC(M) (with 
ideal filters) may increase or decrease with Μ. It turns out, however, that the 
optimal transform coding gain GKLT(M) is monotone, that is,

(C.3.19)

We will now proceed to prove this. [The reader wishing to skip the proof can go to 
the next subtitle without loss of continuity.]

Proof that GKLT(M) is monotone. First let us replace the notation Rxx(0) 
with RM where the subscript indicates that this matrix has size M x Μ. Note 
that RM is completely determined by the WSS process x(n). Proving (C.3.19) is 
equivalent to proving

In order to prove this, we will need a result from the theory of linear prediction. (We 
use the result without proof, but will cite a precise reference.) In linear prediction 
theory, one tries to predict the sample x(n) using a linear combination of past 
values:

The parameter k above is the prediction order. The quantity ek(n) = x(n)-xp(n) is 
called the prediction error. Here x(n) is a real WSS process and ai are real valued 
prediction coefficients. In optimal linear prediction, these coefficients are chosen 
such that the mean-squared prediction error E[e2k(n)] is minimized. We use ℰk to
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(C.3.20)

that is,
(C.3.21)

(C.3.22)



denote the minimized mean-squared prediction error for the kth order predictor. 
As one would intuitively expect, it can be shown that ℰk+1 ≤ ℰk for any integer 
k ≥ 0. Also ℰ0 = E[x2(n)] = σ2x.

There is a fundamental connection between ℰk and the M × M autocorrelation 
matrices RM associated with x(n). It can be shown that

(C.3.25)

But this follows immediately from the fact that ℰk+1 ≤ ℰk for any k ≥ 0. Summa- 
rizing, we have proved that GKLT(M) is a monotone (nondecreasing) function of 
Μ.

Behavior as M tends to infinity. The behavior as M → ∞ can be studied 
by studying the behavior of [det RM]. Since x(n) is WSS, the matrix RM is Toeplitz 
(in addition to being Hermitian and positive definite). There is a theorem for such 
matrices [Grenander and Szego, 1958], [Gray, 1972], [Jayant and Noll, 1984] which 
says that, under fairly general conditions,

As a result, we have

(C.3.26)

(C.3.27)

This is the same as lim GSBC(M) so that GSBC(∞) — GKLT(∞) So for suf
ficiently large M, the coding gain obtainable with ideal SBC is the same as the 
coding gain offered by the KLT!

Relation to linear prediction. By using (C.3.26) in (C.3.24) we see that 
the minimized prediction error ℰM has the following limit:

832 App. C. Quantization of subband signals

(C.3.23)

This can be obtained, for example, by repeated use of Eq. (6.48), Jayant and Noll 
[1984]. From this we deduce

(C.3.24)

From the above two equations we see that proving (C.3.21) is equivalent to proving



Since ℰk+1 ≤ ℰk, the quantity ℰ∞ represents the smallest possible prediction error 
for a given Sxx(ejω). We can now write
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(C.3.28)

where ℰ∞ is the variance of the prediction error for infinite predictor order. Thus 
the asymptotic coding gains are the same for the ideal subband coder and the KLT. 
Recall that γ2x stands for the spectral flatness measure, and that 0 ≤ γx ≤ 1. 
The quantity σ2x∕ℰ∞ is called the prediction gain. Its significance is discussed in 
Sec. C.5.1 later, in the context of differential PCM (DPCM) techniques. Also see 
Problem C.8.

Autoregressive (AR) process. There exists a class of random processes for 
which ek(n) becomes white for some finite k, say k = N. When this happens, the 
error variance cannot be decreased further by increasing the prediction order. In 
other words, ℰN = ℰ∞, given by the expression presented above. Such a process x(n) 
is called an autoregressive process of order N, abbreviated as AR(N). Many real- 
life waveforms (e.g., speech) have been successfully approximated as AR processes 
[Jayant and Noll, 1984].
Deeper Details About Behavior of GKLT(M)

We know that GKLT(M) is monotone in M, and that GKLT(M) ≥ 1 with 
equality if, and only if, RM = σ2xI. Also, GKLT(M) ≤ GKLT(∞). We specifically 
proved GKLT(M + 1) ≥ GKLT(M). It turns out (Problem C.6) that if GKLT(M + 
1) = GKLT(M) then we will in fact have

(C.3.29)

This has some interesting corollaries.
1. If GKLT(i) > 1 then GKLT(M) > GKLT(M — 1) for any M ≥ i. Similarly if 

GKLT(i + 1) > GKLT(i) for some i, then GKLT(M + 1) > GKLT(M) for any 
M ≥ i. In other words, once GKLT(i) starts increasing, it is a strictly increasing 
function of i.

2. Unless x(n) is white, GKLT(M) cannot achieve the maximum value GKLT(∞) 
for finite Μ. (For, if it does, then GKLT(∞) = GKLT(i + 1) = GKLT(i) for 
arbitrarily large i. Using a relation like (C.3.29) we can then conclude that 
GKLT(i) = 1 for all i. So RM is diagonal for all M, that is, x(n) is white). This 
is unlike the ideal subband coder where we can achieve the maximum coding 
gain for finite M, with certain nonwhite inputs [e.g., if Sxx(ejω) is constant 
within each of the M subbands, then GSBC(M) = GSBC(∞).]

C.4 SIMILARITIES AND DIFFERENCES
It is often stated that transform coding (TC) is a special case of subband coding 
(SBC). This statement has its origin in the_fact that Fig. C.3-1 essentially represents 
a subband coder in which the filters are FIR with length ≤ Μ. However, when we 
compare an ideal SBC system (system with ideal bandpass filters as in Fig. C.2-2) 
with the optimal TC system (KLT), we notice some subtle differences.

For example, consider the coding gains GTC(M) and GSBC(M). We have 
shown that GTC(M) (with KLT) can never decrease with increasing M, whereas



a similar statement is not true for GSBC(M). It is important to realize that the 
optimal TC system should be redesigned as the input statistics changes. The ideal 
SBC system, on the other hand, does not exploit input statistics.

Notice that in both of the above systems, we are essentially transforming the 
signal in such a Way that the energy (or variance) tends to be concentrated (or 
compacted or packed) into a few subbands. This energy compaction is the key to 
subband coding as well as transform coding.
The De-correlating Property

The ideal SBC system has the property that the subband signals vk(n) and 
vℓ(m) are uncorrelated for k ≠ ℓ. This is true for arbitrary m,n. [This is a con- 
sequence of Problem 9.12.] The transform coding system with KLT is such that 
yk(n) and yℓ(n) are uncorrelated for k ≠ ℓ, since Ryy(0) is diagonal. However, we 
cannot in general say that yk(n) and yℓ(m) are uncorrelated for n ≠ m). In other 
words, for ideal SBC the random processes {vk(n)} and {vℓ(m)} are uncorrelated. 
For KLT, only the random variables yk(n) and yℓ(n) are uncorrelated.

Figure C.4-1 Power spectrum for the example where GTC(2) > GSBC(2).

Example C.4.1: Situation Where GKLT(M) > GSBC(M)
Consider a WSS input with power spectrum as in Fig. C.4-1, and let M = 2. 
The areas of Sxx(ejω) in the two subbands are equal, so that GSBC(2) = 1. 
However, we can show that GKLT(2) > 1. For this it is sufficient to show that 
the 2 × 2 matrix Rxx(0) is not diagonal. Now

(C.4.1)

The quantity E[x(n)x(n- 1)] is the autocorrelation sequence of x(n) evaluated 
at lag = 1, and is equal to

(C4.2)

showing that Rxx(0) is not diagonal. So GKLT(2) > 1 = GSBC(2).

C.4.1 Summary of Main Points
The subband coding system is shown in Fig. C.2-1 and the transform coding system 
in Fig. C.3-1. Here x(n) is a real zero mean, nonharmonic, WSS process. The 
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matrix T, as well as the filter coefficients in subband coding case are assumed to 
be real. The filters Hk(z) and Fk(z) in subband coding are ideal (hence we call it 
the ideal SBC) with responses as in Fig. C.2-2. The transform coding matrix T is 
an orthogonal matrix with TTT = TTT = I.

The quantizers Qk are bk bit quantizers (as in Fig. C.1-1). These can be 
replaced with noise sources qk(n) which are assumed to be white, pairwise uncor
related, and zero-mean with variance σ2qk.

1. For both ideal SBC and TC, the (average) noise variance at the output node 
[node of x(n)] is given by (C.3.2). If the average number of bits per sample of 
x(n) is fixed, then this variance is minimized by allocating the bits to quantizers 
such that the quantizer noise variances σ2qk are equalized.

2. With bits allocated as above, the output noise variance is given by (C.2.8b) for 
ideal SBC and by (C.3.5) for TC. These expressions are identical, and have the 
common form c × 2-2b× (geometric mean of subband signal variances).

3. The coding gain GSBC(M) for the ideal SBC system is given by the ratio 
(C.2.12) which is the arithmetic to geometric mean of the subband signal vari- 
ances. We have GSBC(M) ≥ 1, with GSBC(M) = 1 if and only if all the 
M subband signals have same variance. GSBC(M) usually increases as M in- 
creases, but there are examples where it can decrease. For deeper details about 
variation of GSBC(M), see end of Sec. C.2.

4. The coding gain GTC(M) can also be expressed as the ratio of arithmetic to 
geometric means of the transform coefficient variances (eqn. (C.3.15)). So 
GTC(M) ≥ 1. For a given process x(n), this gain is maximized when T is 
chosen to be the KLT. In this case, GTC(M) is denoted as GKLT(M). This is 
given by (C.3.18) which is the ratio of the arithmetic to geometric means of 
the eigenvalues of Rxx(0) (which is the M × M autocorrelation matrix formed 
from x(n)). The maximized coding gain satisfies GKLT(M) > 1 and is equal 
to unity if and only if Rxx(0) is diagonal with Rxx(0) = σ2xI. When KLT is 
used, GKLT(M) can never decrease with increasing Μ. For deeper details, see 
end of Sec. C.3.

5. For ideal SBC, the subband signals vk(n) and vℓ(m) are uncorrelated for k ≠ ℓ, 
for any n,m. For transform coding with KLT, the random variables yk(n) and 
yℓ(n) are uncorrelated for k ≠ ℓ for each n.

6. For ideal SBC, the above uncorrelating property is true for any (WSS) input 
x(n). For the KLT case, it is true only for a specific input signal because T 
was computed from the autocorrelation matrix of x(n). Thus the KLT is a 
system optimized according to the input statistics. If the statistics of the input 
changes, the matrix T has to be readjusted to obtain the optimal coding gain. 
In many practical applications, the KLT is replaced with a fixed matrix such 
as the DCT, which is independent of the input. This results in a suboptimal 
transform coder.

7. If x(n) is white then GSBC(M) — GKLT(M) = 1, for all Μ.
8. As the number of subbands M grows indefinitely, the coding gains GSBC(M) 

and GKLT(M) approach each other, and

(C.4.3) 

Sec. C.4 Similarities and differences 835 



that is, GSBC(∞) = GKLT(∞) = σ2x∕S∞ where ℰ∞ is the variance of the 
infinite order linear-prediction error and σ2x is the variance of x(n). Thus the 
asymptotic coding gains for ideal subband coding and KLT coding are identical. 
The reciprocal of this asymptotic coding gain is the spectral flatness measure γ2x 
defined in (C.2.17). Moreover, the above coding gain is equal to the asymptotic 
coding gain of the ideal DPCM system (Sec. C.5.1). All of these, in turn, are 
equal to the information theoretic bound on the 'achievable coding gain' for a 
Gaussian process (see Sec. C.5.2).

9. It is possible for GSBC(M) to attain the maximum value GSBC(∞) for finite 
Μ. This happens when Sxx(ejω) is constant in each of the M subbands. (This 
does not necessarily mean that x(n) is white.) Such a situation is not possible 
in transform coding; if GKLT(M) = GKLT(∞) for finite M then GKLT(M) = 1 
for all M, and x(n) is white.

C.4.2 Relation to Paraunitary Filter Banks
It turns out that the ideal SBC and the orthogonal TC systems are two extreme 
cases of paraunitary filter banks. Recall that a paraunitary filter bank is a system 
having the form in Fig. 5.5-3(b), where E(z) is paraunitary (Chap. 6). If the 
matrix R(z) is chosen as E(z), the system has perfect reconstruction.

For the ideal SBC case (filters as in Fig. C.2-2) it is easily verified that E(z) is 
paraunitary. For this recall (Sec. 6.2.2) that E(z) is paraunitary if and only if the 
AC matrix H(z) is paraunitary. By using the nonoverlapping nature of the filters, 
it can be shown that H(z) is indeed paraunitary. Since ideal filters have infinite 
number of coefficients, the paraunitary matrix E(z) however has infinite 'order' and 
moreover is noncausal.

As another extreme, if we choose E(z) = T (i.e., a paraunitary system of degree 
zero) we obtain the orthogonal TC system. So we see that the ideal SBC system and 
orthogonal TC system are two extreme cases of paraunitary perfect reconstruction 
systems.
Maximizing the Paraunitary Coding Gain

For paraunitary perfect reconstruction systems, an analysis of coding gain can 
be found in Soman and Vaidyanathan [1991]. The fact that optimal bit allocation 
equalizes quantizer noise variances is a direct consequence of the paraunitary prop- 
erty. Ideal SBC and orthogonal transform coding therefore share this property. It 
turns out that the problem of determining the optimal FIR paraunitary E(z) of a 
given degree (in the sense of maximizing the coding gain) is much more complicated 
than the problem of finding the best constant unitary T. A discussion for the special 
case of degree-one paraunitary E(z) can be found in Malvar [1990]. In what follows, 
we give a flavor for the general maximization problem.

Figure C.4-2 shows the polyphase representation of an M channel maximally 
decimated filter bank, with quantizers in the subbands. We have represented the 
quantizers with noise sources qk(n). We will use the same statistical noise model 
assumptions as in Sec. C.2. Let E(z) be paraunitary with E(z)E(z) = I. Let 
R(z) = E(z) so that x(n) = x(n — M + 1). Clearly R(z)R(z) = I as well.

The study of coding gain here is similar to that in Sec. C.3.1 for unitary 
transform coding systems. Thus let q(n) and q(n) be as in (C.3.3), where qk(n) are 
the noise components at the outputs of R(z) caused by the noise sources qk(n). The 
noise reaching the output node x(n) is the interlaced version of qk(n) so that the
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average output noise variance over a duration of M samples is again as in (C.3.1)∙ 
We now show that the summation (C.3.1) again reduces to (C.3.2), by using 

the paraunitary property of R(z). For this first note that the summation in (C.3.2) 
is the trace of Rqq(0), where Rqq(0) is equal to E[q(n)qT(n)]. Since Rqq(k) is the 
inverse Fourier transform of the power spectral matrix Sqq(ejω), we have Rqq(0) = 
∫π-π Sqq(ejω)dω∕2π.

so that the average output noise variance is given by (C.3.2), as in orthogonal 
transform coding.†

With the number of bits per sample fixed as before, the quantizer variance σ2qk 
must again be the same for all k (in order to minimize σ2q). The minimized variance
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Figure C.4-2 Polyphase representation of the maximally decimated filter bank 
with subband quantizers.

Defining q(n) similar to (C.3.3), its power spectrum is (Appendix B)

(C.4.4)

Letting Tr (A) denote the trace of the matrix A, we have

(C.4.5)

Thus Tr [Sqq(ejω)] = Tr [Sqq(ejω)]. Integrating this, we obtain

† This analysis does not assume that the quantizer noise sources are either white 
or uncorrelated.



σ2q is then given by the righthand side of (C.3.5), where σ2yk is the variance of the 
signal yk(n) [kth output of E(z)].

Recall that the variance σ2yk is the kth diagonal element of Ryy(0). In view of 
the inequality (C.3.10), we once again conclude that the paraunitary E(z) which 
minimizes σ2q is such that Ryy(0) is diagonal. (However, unlike in transform coding, 
this diagonal property is not sufficient for optimality; see below). The coding gain 
is still given by the first line of (C.3.16), that is,

Figure C.4-3 Expressing the paraunitary matrix E(z) as a cascaded structure.
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(C.4.6)

The subscript PU stands for “paraunitary.” This coding gain is a function of the 
number of subbands M, and the degree N of the paraunitary system. If N = 0 we 
obtain the case of traditional transform coding.

Notice that we cannot rewrite this as in the second line of (C.3.16) because 
[det Ryy(0)] ≠ [det Rxx(0)] in this case. This is because the relation (C.3.8) is not 
true any more, but only the transform domain version

(C.4.7)

holds. The relation [det Ryy(0)] = [det Rxx(0)] is, therefore, replaced with

(C.4.8)

As a result, [det Ryy(0)] is not independent of E(z) (unlike in orthogonal trans- 
form coding). The purpose of E(z) is therefore two fold. First it has to minimize 
[det Ryy(0)] for a given Sxx(ejω). Second, it has to diagonalize Ryy(0). Finding such 
a theoretical solution for E(z) (subject to the degree-N paraunitary constraint) is 
not an easy task. This theoretical problem (i.e., the extension of the KLT solution 
for the case of degree N paraunitary E(z)) is still an open problem.

To obtain more insight, recall that an FIR paraunitary E(z) can be expressed 
as in Fig. C.+3 where Wm are householder (unitary) matrices, Λ(z) is diago
nal with diagonal elements [1, 1, . . . 1, z-1], and T is a constant unitary matrix. 
(This structure is obtained by transposition of Fig. 14.10-4). The matrices Wm 
should be chosen so that [det Rvv(0)] (which equals [det Ryy(0)]) is minimized. 
The rightmost matrix T should then be chosen such that the autocorrelation ma
trix Ryy(0) = TRvv(0)TT is diagonalized. That is, T is the KLT matrix for its 
input vector v(n). Notice that there is no change of determinant across the matri- 
ces Wm, but only across the matrices Λ(z). However, the choice of Wm affects the 
extent to which the determinants change across the succeeding Λ(z) blocks.



C.5 RELATION TO OTHER METHODS
We now present the relation between the above coding techniques and a technique 
called differential PCM. The connection to information theoretic bounds will also 
be discussed.

C.5.1 The DPCM Technique
Consider the system shown in Fig. C.5-1 where x(n) is a real WSS process, and Q 
is a b-bit roundoff quantizer as before. The filter C(z) is a linear predictor, which 
predicts the sample xq(n) based on its past values xq(n — k), k > 0. That is,

(C.5.1)

where N is the predictor order. Note that with this notation we have C(z) = 
-ΣNk=1 akz-k. The quantity xq(n) is the predicted value. This system is called a 
differential pulse code modulation (DPCM) system. At first sight this might appear 
to be a strange circuit, but the following simple observations reveal its operation as 
well as ingenuity.

Figure C.5-1 The differential PCM technique.

Observation 1
The signals in the structure satisfy the following equations:

(C.5.2)

If we add these two equations, then xq(n) is eliminated, and we get

(C.5.3)

Thus the difference between xq(n) and the input signal x(n) is equal to the error 
introduced by the quantizer. If the quantizer error is small, then x(n) ≈ xq(n).
Observation 2

Let eN(n) be the prediction error, that is, eN(n) = xq(n) — xq(n). It can then 
be verified that the quantizer input is
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Since q(n) is the error which results due to quantization of y(n), it is reasonable to 
assume that the variance of q(n) is negligible compared to the variance σ2y of y(n). 
Thus, from the above equation
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If the process xq(n) is highly predictable (i.e., its flatness measure (C.2.17) is small), 
it is therefore reasonable to assume

Combining these results, we conclude σ2y << σ2x. 
The quantizer error σ2q is given by

(C.5.4)

according to Sec. C.1. If x(n) were directly quantized as in PCM using b bits, the 
quantization error would be

(C.5.5)

which is much larger (since σ2y << σ2x). The quantity (C.5.4) is also the variance 
of the error xq(n) — x(n), in view of (C.5.3). Thus if we regard xq(n) as the 
reconstructed version of x(n), the reconstruction error has variance

(C.5.6)

so that σ2q, DPCM << σ2q,PCM.

Figure C.5-2 Binary patterns for (a) yq(n), (b) xq(n), and (c) output of PCM 
quantizer.

Figure C.5-2 depicts the situation in terms of binary representations. We have 
assumed that there is a quantizer at the output of C(z) to avoid infinite bit accumu- 
lation in the feedback loop. This new quantizer can be chosen to have its rightmost 
bit aligned with that of Q. So yq(n) and xq(n) have the same step size. However,



since x(n) has larger variance than y(n), the signal xq(n) uses more bits to the left 
than yq(n).

The binary pattern which would result if x(n) were directly quantized using 
b bits is shown in Fig. C.5-2(c). Since the stepsize here is larger than that in 
Fig. C.5-2(b), there is more quantization error with PCM, for a fixed number of 
bits b. Thus, even though xq(n) is an approximation of x(n), obtained by using a 
b-bit quantizer in a feedback loop, it is a better approximation than a direct b bit 
quantized version. In other words, the system provides an effective number of bits 
beff > b. To see this quantitatively, we rewrite (C.5.6) as

Figure C.5-3 (a) Generation of xq(n) from yq(n), and (b) equivalent circuit with 
A(z) = 1 - C(z).

Essentially we have incorporated a b bit quantizer Q in a feedback loop, to 
obtain an effective accuracy of beff bits. A variation of this idea has also been used 
in the design of high precision A/D converters, by properly incorporating a low 
precision A/D converter, a linear predictor, and a high precision D/A converter in 
the feedback loop.

The above heuristic explanation assumes that the signal x(n) has a small spec
tral flatness measure γ2x (i.e., it is highly predictable). We can make these discussions 
more quantitative; see Jayant and Noll [1984]. In this section we will be content 
with presenting the coding gain which is

(C.5.8)
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Thus σ2q,PCM with beff bits is idential to σ2q,DPCM with b bits, where

(C.5.7)

Observation 3
We see that yq(n) requires fewer bits per sample than xq(n) because of its 

smaller variance. So it is more economical to transmit yq(n), and then recover 
xq(n). The circuit which recovers xq(n) from yq(n) is shown in Fig. C.5-3 (a). 
(This follows directly from Fig. C.5-1). This can be redrawn as in Fig. C.5-3(b) 
where A(z) = 1 — C(z). This figure represents an allpole IIR filter 1∕A(z). We can 
regard Fig. C.5-1 as the coder (or transmitter) and Fig. C.5-3(b) as the decoder or 
receiver.



This is precisely the prediction gain of an Nth order predictor. As N → ∞ this ap- 
proaches the asymptotic coding gains GSBC(∞) and Gτc(∞) [see (C.3.28)]. Thus, 
the coding gains of all the three schemes have identical asymptotic value! The cod- 
ing gain is unity if x(n) is white, since ℇN = σ2x in that case (Sec. C.3.3). The gain 
increases as the spectral flatness measure (C.2.17) decreases.

Thus, with the incorporation of an optimal linear predictor in a feedback loop, 
it is possible to achieve the same coding gain as obtained by ideal subband coding 
and KLT coding. It turns out that if an optimal predictor is used in an open loop, 
then there is nothing to be gained, that is, the coding gain is unity. This statement 
is clarified in Problems C.7 and C.8.

C.5.2 Information Theoretic Performance Bound
We have studied three techniques, viz., subband coding, transform coding, and 
DPCM. Each of these systems can be considered to be a "sophisticated quantizer.” 
For example the Transform coding system of Fig. C.3-1 "quantizes" x(n) into x(n). 
The DPCM system “quantizes” x(n) into xq(n). In each case, we have embeded 
traditional roundoff quantizer(s) Q into a sophisticated structure made of filters, 
decimators, linear predictors and so on.

It is intriguing to note that each of the above techniques gives the same asymp- 
totic coding gain under ideal conditions. It is, therefore, reasonable to expect that 
this asymptotic gain has a fundamental significance. This indeed is the case, and 
has its foundations in the results of Shannon in communication theory [Shannon, 
1949]. We will now state this connection. For further details, the reader should see 
Appendix D of Jayant and Noll [1984], and references therein.
Rate Distortion Bound

The specific theory which is applicable in this context is the so-called rate- 
distortion theory [Berger, 1971]. Given a WSS process x(n), suppose we wish to 
use an average of b bits per sample to transmit it. The technique which encodes 
the signal x(n) into a b bit version is the 'coding scheme'. Examples are subband 
coding, DPCM, and so on. We can conceive of an unlimited variety of such coding 
schemes, for example, a subband coder in which each subband quantizer itself is 
replaced with a sophisticated device such as a DPCM coder.

In any case, assume that we have obtained a reconstructed version xrec(n) 
of the signal x(n), from its coded version. (For example, xrec(n) = x(n) in the 
scheme of Fig. C.3-1, and xrec(n) = xq(n) in Fig. C.5-1.) The reconstruction 
error is e(n) = xrec(n) — x(n). Rate distortion theory provides a lower bound on 
the variance of e(n), as a function of b (average number of bits per sample). This 
bound is denoted as Dmin(b). This is the minimum possible distortion at bit rate 
b; there exists no coding technique which can result in a smaller distortion.

A plot of Dmin(b) versus b therefore provides a yardstick for the performance of 
practical coding systems. If a practical system has a D(b) plot well above Dmin(b), 
then there is much room for improvement in terms of coder design. (Fig. C.5-4
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The argument N denotes the predictor order. From the above discussion we see 
that σ2y is nearly equal to the variance ℇN of the Nth order optimal prediction error 
(x(n) — x(n)). So the coding gain is

(C.5.9)



shows some qualitative plots). On the other hand, if the D(b) curve is very close 
to this bound, then any further improvement will usually require excessive cost for 
coder design. That is, the additional cost for coder design is excessive in relation 
to the reduction in the cost of transmission. (The latter cost refers to the bits per 
second resulting after coding.)

which agrees with GSBC(∞), GKLT(∞) and GDPCM(∞). In other words, the ben
efits to be gained from each of these coding systems approach the theoretical rate 
distortion limit as the number of bands (or the predictor order in the DPCM case) 
approaches infinity. Notice that the bound Gmax has the form c∕γ2x where γ2x is the 
spectral flatness measure (C.2.17).

The reader will notice that the theoretical bound (C.5.11) does not fully agree 
with (C.3.28) because of the constant c. We will not specify c more exactly, since 
it has to do with the probability of overflow (Sec. C.1). Our main aim is to draw 
attention to the fact that the formula (C.5.11) has the same functional dependencies 
on σ2x and Sxx(ejω), as do the asymptotic coding gains GKLT(∞), GSBC(∞), and 
GDPCM(∞).

Rate distortion theory tells us that if we are allowed to use b bits per sample 
then the mean squared distortion cannot be smaller than Dmin(b). Now consider

(G.5.11)
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Figure C.5-4 Qualitative plots of rate distortion functions.

The case of a Gaussian process. We now give the functional form of D(b) 
for a specific case. Let x(n) be a zero mean real WSS Gaussian process, with power 
spectral density Sxx(ejω). For 'sufficiently small' distortions (i.e., assuming that b 
is 'sufficiently' large), we have

(C.5.10)

This quantity appeared several times during our discussions of subband and trans- 
form coding gains. It also appeared in the spectral flatness measure (C.2.17). The 
maximum coding gain obtainable (using any scheme whatsoever) is theoretically 
bounded by



a subband coding system, where we are allowed to use bk bits per sample in the 
kth subband. The overall bit rate b is related to bk as in (C.2.2). Instead of using 
a simple roundoff quantizer in each subband, suppose we use a DPCM coder or 
an even more sophisticated device. No matter how we perform this coding of each 
subband, the overall reconstruction error will never be smaller than Dmin(b), even 
if the quantization error in each subband is as low as its own rate distortion bound 
Dmin(bk).

In particular, if we are allowed to use quantizers of arbitrary degree of sophis- 
tication, then a PCM coder with such an 'advanced' quantizer can even be better 
than a subband coder with similar quantizers in each subband. (Of course, we 
will not think of it as a PCM coder any more, according to traditional language.) 
Techniques such as subband coding, transform coding, and DPCM are superior to 
PCM, if we perform the comparison under the condition that all the boxes labeled 
Q in their flow diagrams are simple roundoff quantizers.
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PROBLEMS

Note. Unless mentioned otherwise, the input x(n) is real WSS with zero mean, and 
all filters have real coefficients.

C.1. Consider the expression (C.1.4) which relates the quantizer noise variance σ2 
to the signal variance σ2x. We know that c depends on statistics of x, and we 
evaluated c for a number of statistical distributions.

a) Now assume x has the following density function:

Figure PC-1

How would you choose ℓ to prevent overflow? Evaluate c.
b) Next let x be Gaussian, and suppose we choose ℓ such that 2ℓ+1 = 4σx. 

What is the probability of overflow? What is the value of c?
C.2. The AM-GM inequality says that if ak are nonnegative numbers then

(PC.2a)

with equality if and only if a0 = a1 = . . . = aM-1. We now outline a proof. 
(This appears to be Cauchy’s original proof! [Bellman, 1960]).
a) Let x0, x1 ≥ 0. Prove that 0.5(x0 + x1) ≥ √x0x1. (Hint. Use (√x0 — 

√x1)2 ≥ 0.) When does equality occur?
b) Prove AM-GM inequality for M = 4. [Hint. Set x0 = (a0 + a1)∕2, x1 = 

(a2 + a3)∕2 in part (a).]
c) Hence prove, by induction, that such an inequality holds for M = 2m, for 

all positive integers m.
d) It remains to complete the proof for arbitrary positive integers Μ. For this 

it is sufficient to show that it holds for M — 1 if it holds for Μ. Thus, let 
b0, . . . bM-2 ≥ 0. Define ai = bi for 0 ≤ i ≤ M — 2 and

(PC.2b)

Assuming (PC.2a) to be true, show that

(PC.2c)

Also prove that equality holds if and only if all bi are equal. (This technique 
is called the backward induction.)
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C.3. Consider the subband coder with ideal filters (as in Sec. C.2).
a) Show that the coding gain satisfies GSBC(nM) ≥ GSBC(M).
b) Suppose the power spectrum Sxx(ejω) of the input x(n) is constant in 

each of the M subbands (e.g., as in Fig. C.2-5). Show that GSBC(nM) = 
GSBC(M) for all positive integers n.

c) Conversely, suppose GSBC(nM) = GSBC(M) for all positive integers n. 
Argue that Sxx(ejω) is constant in each of the M subbands.

C.4. Let the power spectrum of x(n) be as shown below.

With ideal subband coding filters as in Sec. C.2, explicitly evaluate the cod- 
ing gains GSBC(2) and GSBC(∞), and verify that they are the same. Argue 
(without explicit evaluation) that GSBC(3) < GSBC(2).

C.5. Let the input x(n) to the ideal subband coder of Sec. C.2 be such that 
GSBC(i) = GSBC(M) for all i ≥ M for some integer M > 1. Show that 
x(n) is white!

C.6. For the KLT transform coder, suppose GTC(M + 1) = GTC(M) for some 
M > 0. Show then that (C.3.29) holds. Hint. Use (C.3.25).

C.7. Consider the system shown below where Q is a roundoff quantizer satisfying 
the standard assumptions of Sec C.1. Let x(n) be real, zero mean, and WSS 
with power spectrum Sxx(ejω). Let σ2q denote the quantizer noise variance.

Figure PC-7(a)

a) Find an expression for the variance of the reconstruction error x(n) — x(n).
b) Find an expression for the coding gain in terms of Sxx(ejω) and H(ejω).
c) For fixed Sxx(ejω) find a filter H(ejω) which maximizes the coding gain. 

Hint. Use Cauchy Schwartz inequality, that is,

(PC.7)

for real u(α) and v(α), with equality if and only if u(α) = Kv(α) for some 
constant K.

d) What is the maximized coding gain? Evaluate it for the example where 
Sxx(ejω) has the form shown in Fig. PC-7(b).

846 App. C. Quantization of subband signals

Figure PC-4



Figure PC-7(b)

Plot this coding gain as a function of θ for 0 < θ < π. You will see that the 
gain is very large for a 'peaky' spectrum and small for a relatively 'flat' 
spectrum.

Note. In general, the optimal H(ejω) and its inverse may not be realizable 
filters. One has to replace these filters with practical (causal, stable) approxi
mations, which result in suboptimal coding gains.

C.8. Consider the linear prediction equation (C.3.22). With ek(n) denoting the 
prediction error x(n) - xp(n), we see that ek(n) and x(n) can be generated 
from each other as shown below, where Ak(z) = 1 + Σki=1 aiz-i.

Figure PC-8

Consider the case where the predictor coefficients are optimal, that is, E[e2k(n)] 
is minimized. It is then well known in linear prediction theory that Ak(z) has 
all zeros inside the unit circle (unless x(n) is a special process called 'harmonic 
process'). So 1∕Ak(z) is stable IIR, and the structure of Fig. PC-7(a) is 
realizable with H(z) = Ak(z). Let ℇk denote the minimized prediction error 
variance E[e2k(n)]. It is known that the variance σ2x of x(n) and the quantity 
ℇk are related as
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(PC.8)

(This ratio is called the 'prediction gain'). Assuming the truth of (PC.8), show 
that if H(z) = Ak(z) in Fig. PC-7(a), then the coding gain is unity.
Comment. Thus, if the linear prediction system is used in an open loop config- 
uration, we do not gain anything. On the other hand, if we use it in a closed 
loop as in DPCM, then the coding gain is nearly equal to the prediction gain 
(PC.8), as we saw in Sec. C.5.
Note. The result (PC.8) is obvious when ek(n) is white [from Fig. PC-8(b)], 
but is rather subtle in the general case. It can be proved by using some of 
the deeper properties (e.g., the autocorrelation matching property, [Makhoul, 
1975]) of the optimal predictor.

C.9. Consider the optimum bit allocation formula (C.2.9). With M = 2, σ2x0 = 64 
and σ2x1 = 1, what is the minimum b that ensures b0 ≥ 1 and b1 ≥ 1? Assume 
that b is chosen to be two times this minimum value. What are optimal values



of b0 and b1? Are these integers?
C.10. Consider the ideal subband coder. Let the coding gain be such that GSBC(M) 

= GSBC(N) = GSBC(∞) for two relatively prime integers M and N where 
M,N > 1. Show then that the input x(n) is white.
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