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Extreme-mass-ratio inspirals will be prized sources for the upcoming space-based gravitational-
wave observatory LISA. The hunt for these is beset by many open theoretical and computational
problems in both source modeling and data analysis. We draw attention here to one of the most
poorly understood: the phenomenon of non-local correlations in the space of extreme-mass-ratio-
inspiral signals. Such correlations are ubiquitous in the continuum of possible signals (degeneracy),
and severely hinder the search for actual signals in LISA data. However, they are unlikely to manifest
in a realistic set of putative signals (confusion). We develop an inventory of new analysis tools in
order to conduct an extensive qualitative study of degeneracy—its nature, causes, and implications.
Previously proposed search strategies for extreme-mass-ratio inspirals are reviewed in the light of
our results, and additional guidelines are suggested for the scientific analysis of such sources.

I. INTRODUCTION

A. Background

In gravitational-wave (GW) astronomy, source model-
ing and data analysis come together on the manifold of
possible signals that is described by a given waveform
model and analysis setting. Our intuition and knowl-
edge of such signal spaces guides the development of tech-
niques and strategies in GW scientific analysis: for ex-
ample, local correlations in signal space might be used to
perform approximate inference via the Fisher informa-
tion, while the global structure of these correlations has
utility in the fitting of numerical waveform data for the
construction of faster approximate models. Many such
modeling and analysis methods have been developed in
the forge of contemporary ground-based observing [1];
most will be highly relevant, if not directly transferable,
to sources for near-future millihertz observatories such as
the planned ESA–NASA mission LISA [2]. However, the
nature of signal space—and thus the optimal approach to
adopt in scientific analysis—remains poorly understood
for one particular class of millihertz source.

Extreme-mass-ratio inspirals (EMRIs) are the late-
stage orbits of astrophysical binaries with a small mass
ratio ε . 10−4. They arise as the capture of stellar-mass
compact objects (white dwarfs, neutron stars or black
holes) by massive black holes in galactic nuclei [3], and
will be an important class of source for the LISA de-
tector [4, 5]. The GW signals from EMRIs that involve
central black holes of ∼ 105–107M� can persist through-
out the planned four-year lifetime of the LISA mission,
typically with ∼ 105 observable cycles. At the same time,
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most EMRIs will likely exhibit extreme periapsis preces-
sion and Lense–Thirring precession, since the motion oc-
curs deep in the strong field of the rotating central mass;
those that are formed through traditional capture chan-
nels may also enter the LISA sensitivity band with high
eccentricity [6]. These effects endow EMRI signals with
rich harmonic content over their many cycles.

With their combination of signal longevity and strong-
field complexity, EMRIs (and their intermediate-mass-
ratio cousins with 10−4 . ε . 10−2) have no analog
in any other channel of GW astronomy. Our best EMRI
waveform models will be constructed through black-hole-
perturbation theory and multi-scale approaches [7, 8] to
leverage the extreme mass ratio and slow evolution, but
the long duration of expected signals places exacting con-
straints on the accuracy and efficiency of calculations.
Overcoming the theoretical and computational challenges
in EMRI forward modeling remains an open and active
area of research, with several promising recent develop-
ments [9–11]. In the inverse direction, the extraction and
characterization of EMRI signals in LISA data has to
contend with the information volume of the signal space,
which is 20–30 orders of magnitude larger than in the
case of comparable-mass binaries [12, 13]. Further under-
standing of the signal space has been limited by the lack
of suitable modeling and analysis tools; little is known
about its global correlation structure, or the representa-
tiveness of the simple proxy models [14–16] used to date.

B. Definition of key concepts

The structure of correlations in the EMRI signal space
is relevant to LISA scientific analysis in two distinct ways:
confusion and degeneracy. All three of these terms are
commonly and loosely used in the GW and LISA lit-
erature to refer to a variety of related concepts. Here
we shall define them more concretely for the purposes of
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this work (and, it is hoped, for future use by the com-
munity). Given a waveform model h : Θ→ D with some
fixed sampling rate and duration, the canonical noise-
weighted cross-correlation 〈·|·〉 [17] between two signals
h1,2 := h(θ1,2) in the signal space S := h[Θ] defines an in-
ner product on the ambient data space D of fixed-length
time/frequency series (in which S can be treated as an
embedded submanifold). Of frequent interest is the nor-
malized cross-correlation, or overlap Ω(·, ·); this can be
interpreted as (the cosine of) the angle between h1,2 in
D, and serves as a natural measure of signal similarity in
that space. We will informally use the term “correlation”
to mean the overlap rather than the cross-correlation,
and further qualify the correlation between h1,2 as local
if it is accompanied by a “small” distance between h1,2

in S (equivalently, between θ1,2 in Θ). See Sec. II B for
the explicit definitions of 〈·|·〉, Ω, and locality.

Confusion refers to the presence of non-negligible cor-
relations among a finite set of putative signals in the
LISA data stream. It is a defining feature of the full LISA
catalog, which comprises many resolvable and unresolv-
able signals across multiple source types, and it provides
the primary motivation for the LISA global fit—a gov-
erning strategy to account for the multitude of correlated
signals by searching for and characterizing them at the
same time. The main contributor to global confusion is
the Galactic population of compact binaries, as there are
millions of such sources whose signals will form a fore-
ground of astrophysical noise in the LISA band [18]. In
the case of EMRIs, extreme estimates for the number of
sub-threshold signals will also reduce the effective sen-
sitivity of LISA [19], potentially quite significantly [20].
Confusion between specific classes of source (e.g., a sin-
gle EMRI and the Galactic-binary foreground) has been
studied in some depth as well. In [21], analytic arguments
from large-deviations theory are used to show that when
analyzing resolvable signals of a given source type, a com-
bination of unresolvable signals from a different source
type can be well approximated as Gaussian noise.

Our focus in this work is more on self-confusion, where
the signals under consideration are due to members from
a single class of source, i.e., all sources (signals) are
well described by points in the domain (image) of a sin-
gle waveform model. The archetypal example of self-
confusion is again provided by the Galactic binaries.
Each source is described by a narrowband signal, so any
signal-space correlations are effectively local; the problem
is then one of resolving individual signals, with leading
treatments employing the transdimensional sampling of
a multi-source likelihood [22]. Self-confusion is less of an
immediate problem for EMRIs, because of their highly
uncertain event rates [4]. It has yet to be established
whether self-confusion might occur for a realistic num-
ber (. 104) of detectable signals, but common intuition
is that it will not, due to the sheer volume of the sig-
nal space. This is largely borne out by the results of an
idealized calculation that we present in Sec. III.

We use the term “degeneracy” to mean the presence of

non-negligible and non-local correlations in the continu-
ous signal space of a given waveform model. The non-
local condition excludes its more informal usage in GW
data analysis to describe extensive but essentially local
regions of high correlation. Degeneracy manifests as dis-
joint secondary maxima in the overlap surface Ω(hinj, ·)
over the model parameter space, where the overlap is
between a reference signal injection hinj and the sig-
nal template at each point. We will also exclude from
our definition the characteristic sinc-like “ringing” of the
overlap surface near the injection, as this is generally
low-amplitude and still relatively local. Degeneracy does
not affect the narrowband Galactic binaries, or massive-
black-hole mergers with their rapid evolution and merger-
dominated signal-to-noise ratio (SNR). It is a unique is-
sue for EMRIs, and has significant implications even in
the case of a lone EMRI signal in the data.

EMRI degeneracy occurs when different and non-local
combinations of the source-intrinsic parameters result in
similar values for a subset of the three initial fundamental
frequencies, as well as their starting time derivatives up
to some order (see Sec. IV B 1). This causes the phasing
of the dominant harmonic mode in both the injection and
the degenerate template to be aligned for much of the in-
spiral duration. Such a criterion is highly improbable for
a realistic set of putative signals, but we show in Sec. IV
that it is satisfied in a surprisingly large number of dis-
joint regions across the space of all possible signals. An
alignment of dominant and sub-dominant modes can also
cause degeneracy [23, 24]—but to a lesser extent, since
the relative distribution of mode amplitudes must also
be similar for two signals to have a high overlap. This
latter case might become more relevant when extrinsic
parameters are considered (again, see Sec. IV B 1).

Early hints of degeneracy in the EMRI signal space
arose during the Mock LISA Data Challenges [25], where
participants either reported the presence of a few sec-
ondary peaks in the posterior surface, or misidentified
one of them as the primary peak (even with fairly lo-
calized priors). At SNRs above the common estimate of
20 for the EMRI detection threshold [16], these posterior
secondaries are exponentially suppressed relative to the
primary peak. However, they can pose practical diffi-
culties for “uninformed” search and inference algorithms
if the overlap against the injection at their locations is
high, and/or if they are unexpectedly distant from the
primary peak, and/or if they are inordinately numerous.
Such information about the nature of secondaries has re-
mained unavailable thus far; the global (log-)likelihood
surface is extremely challenging to map out even for a
single injection, much less a globally representative set of
injections. This is in turn due to the computational lim-
itations of existing waveform models, as well as standard
sampling and clustering methods being ill suited to the
task of high-dimensional mapping and visualization.
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C. Synopsis of results

In this work, we investigate both confusion and de-
generacy for EMRI signals, within the setting of LISA
data analysis. The confusion study in Sec. III is the more
straightforward of the two, as it is a conventional calcu-
lation that makes use of existing tools, and its results are
perhaps somewhat unsurprising. We examine the pair-
wise overlaps among a set of N detectable two-year sig-
nals, whose source parameters are distributed according
to a simple astrophysical model (modified by selection
based on some SNR threshold). For astrophysically re-
alistic estimates of N , we conclude that self-confusion is
unlikely to pose a problem for the extraction and charac-
terization of EMRI signals. No signal in a set of N ≈ 200
should resemble any of the others beyond a ∼ 1% over-
lap level, while the root-mean-square correlation among
signals is approximately constant at ∼ 0.1% for N . 200.

The bulk of this work is devoted to an extensive (but
by no means comprehensive) study of EMRI degeneracy.
Such a study is hindered by several factors: i) the com-
putational cost of generating analysis-length waveforms,
even with simple proxy models; ii) the focus of modern
sampling algorithms on optimization and density esti-
mation rather than mapping; iii) the general difficulty of
clustering and visualizing high-dimensional data; and iv)
the intricate structure in the overlap surface that borders
on noise in any region away from the injection parame-
ters (which turns out to make the problem of localiz-
ing, counting or even defining “secondaries” somewhat
ill posed). To overcome or at least circumvent these
difficulties, we introduce various new tools (see Sec. II)
such as a stripped-down version of a fast semi-relativistic
model [16], an approximation to the inner product 〈·|·〉,
an exploratory sampling density for the recovery of high-
overlap points, and a bespoke algorithm for the clustering
of such points into approximately disjoint secondaries.

With these tools, we are able to unambiguously demon-
strate the existence of degeneracy in the EMRI signal
space for signals as long as two years, and can also shed
some light on the severity and prevalence of secondaries.
Our study is detailed in Sec. IV; we map out the overlap
surface Ω(hinj, ·) for a single representative injection at
varying magnification levels, from a starting region that
is tightly centered on the posterior bulk, to a final region
whose Euclidean volume is & 1012 times larger. We find
that secondaries exhibit varying degrees of connectivity
to one another, and take on an assortment of shapes and
scales with no immediately discernible global patterns.
However, both their number density and their overlap
against the injection appear to fall off with distance from
the injection. Furthermore, case studies of specific sec-
ondaries also indicate that the posterior surface in those
regions is unlikely to resemble the posterior correspond-
ing to an actual injection at the same location.

In Secs V and VI, we discuss the implications of our
qualitative findings for EMRI data analysis, broadly re-
view previously proposed search strategies, and provide

our own suggestions to guide future work. We identify
pathological scenarios that might arise from the unfortu-
nate interaction of degeneracy with detector noise or the
presence of multiple actual signals, but argue that they
are highly improbable. Thus the main issues we foresee
are practical in nature: the computational difficulty of
stochastic search, and the verification of candidate sig-
nals. Past research on EMRI data analysis has mostly
attempted to address the former, with some degree of
success; here we propose several complementary strate-
gies to tackle both issues, informed by the results of our
confusion and degeneracy studies. These take the form of
post-hoc vetoes for candidate signals, as well as a modi-
fied “veto likelihood” that is designed for search.
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II. INVENTORY OF TOOLS

A. Waveform and response models

Fully relativistic EMRI waveform models that are both
efficient and extensive enough for data-analysis studies
are still under active development. The current state of
the art for efficiency-oriented waveforms is a fast model
describing eccentric inspirals in Schwarzschild spacetime
[11], whose frequency evolution is accurate up to lead-
ing adiabatic order in the mass ratio ε. In terms of
extensiveness, recent work has introduced several mod-
els for various classes of inspirals in Kerr spacetime:
eccentric and equatorial with adiabatic evolution [26];
fully generic (i.e., eccentric and inclined) with a post-
Newtonian (PN) approximation to adiabatic evolution
[27]; and fully generic with adiabatic evolution [28]. Such
techniques will soon be combined to construct fast and
fully generic adiabatic Kerr models—these in turn are
precursors to the accurate, efficient and extensive post-
adiabatic models [29] that will enable us to achieve the
EMRI-related science goals of LISA.

None of the existing models from above are suitable
for the present work, which requires large-scale Monte
Carlo simulations along with a sufficiently representative
depiction of the full Kerr signal space. We instead em-
ploy a semi-relativistic model for fully generic Kerr inspi-
rals, which combines adiabatic-fitted frequency evolution
[30] with Newtonian instantaneous amplitudes (in the
Peters–Mathews formalism [31]). This model is known
as the augmented analytic “kludge” (AAK) [16]; it is
based largely on an influential earlier construction for
LISA data-analysis studies [14], but correctly accounts
for relativistic frequencies [32]. We refer the reader to
[16] for a full description of this model, along with a
short review of its kludge predecessors [14, 15].

As our study on EMRI confusion involves a straight-
forward analysis with an unambiguous answer, it is worth
doing with slightly more “realistic” tools. There we use
the AAK waveform integrated with a fast model for the
time-delay-interferometry (TDI) [33] response hA,E,T of
LISA to the signal, as implemented in [24, 34]. In the de-
generacy part of this work, we opt instead for the much
simpler long-wavelength LISA response hI,II [35] (essen-
tially, approximating LISA as a point detector relative
to the gravitational wavelength). One reason is that the
AAK–TDI model was only developed well after the start
of our investigation—but in any case, the choice of re-
sponse model should not significantly alter the structure

of source-intrinsic degeneracy, which is our focus here.
This is due to the weak coupling between intrinsic and
extrinsic parameters, as discussed in Sec. IV A.

The full AAK model (i.e., including LISA response) is
parametrized by a set of 14 source parameters, which can
be further partitioned into the intrinsic parameters

θint := (µ,M, a/M, p0/M, e0, ι,Φ0, γ0, α0) (1)

and the extrinsic parameters

θext := (θK , φK , θS , φS , D), (2)

where all quantities are dimensionless. Explicitly:

• (µ,M) are the detector-frame component masses,
in Solar masses and with ε = µ/M � 1;

• a is the Kerr spin lengthscale for the central mass;

• (p0, e0, ι) are the quasi-Keplerian semi-latus rec-
tum, eccentricity and inclination for the osculating
geodesic to the inspiral at reference time t0;

• (Φ0, γ0, α0) are phase angles describing the position
of the small mass at reference time t0;

• (θK , φK) are polar and azimuthal angles describing
the spin orientation in ecliptic coordinates;

• (θS , φS) are polar and azimuthal angles describing
the sky location in ecliptic coordinates;

• D is the luminosity distance in Gpc.

Henceforth we will abuse the symbol θ to denote any
ordered combination of these parameters, as long as the
specific parameters in question are clear from context.

There are several points to note about this choice of
parametrization. First, the distinction between intrin-
sic and extrinsic EMRI parameters can be somewhat
arbitrary, and also depends on whether one is working
in the modeling or analysis context. It is a largely se-
mantic distinction, though, and here we take more of a
modeling viewpoint (as opposed to [16])—but note that
the sets {p0, e0, ι} and {Φ0, γ0, α0} each technically have
one observer-dependent degree of freedom, corresponding
to temporal translation and spatial rotation respectively.
Second, the inclination angle used is ι := tan−1(

√
Q/Lz)

rather than I := π/2− sgn(Lz)θmin (where (Q,Lz, θmin)
are the Carter constant, the projection of angular mo-
mentum onto the spin axis, and the turning point of po-
lar motion). Usage of the latter is becoming standard
in the modeling community, but ι ≈ I across much of
the Kerr geodesic space [36]. The rate of change for ι
due to GW radiation is also generally small [37], and
is thus approximated as zero in the AAK model. Fi-
nally, future post-adiabatic models are likely to have a
qualitatively similar parametrization, apart from: i) the
time evolution of (M,a) [8], which would simply change
(M,a) → (M0, a0); and ii) secular or resonant effects
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due to the spin of the small mass, although this quantity
might ultimately not be measurable with LISA [38, 39].

The AAK model is efficiency-oriented, with a compu-
tational wall time of ∼ 10 s for a two-year signal sam-
pled at 0.1 Hz. While this is adequate for the confu-
sion study, our investigation of EMRI degeneracy calls
for multiple Monte Carlo simulations, each with up to
billions of template evaluations (if this seems excessive,
recall that our aim here is high-resolution mapping—
not search or inference). For the degeneracy study,
we thus rely on an amplitude-and-phase representation
of the AAK model, further stripped down to just four
strong harmonic modes. Although the semi-relativistic
and quadrupolar AAK waveform falls well short of re-
alistic harmonic content, this still reduces the number
of modes by about an order of magnitude. The ampli-
tude and phase trajectories also vary smoothly over the
radiation-reaction timescale M/ε, and are downsampled
by a factor of & 103 for direct use in an approximate
inner product (see Sec. II B). With these simplifications,
the wall time for a single template evaluation (plus typi-
cal operations on said template) is slashed to . 10 ms.

An explicit description of harmonic modes in the AAK
model will depend on the specific choice of harmonic
basis. The model is constructed from Keplerian orbits
with artificially induced precession; this is reflected in
the phase parametrization (Φ, γ, α), where Φ is the quasi-
Keplerian mean anomaly and (γ, α) are two precession-
related angles. Data-analysis studies that involve the
AAK (and its predecessor [14]) typically use the frequen-

cies (Φ̇, γ̇, α̇) as the harmonic basis, where γ̇+α̇ and α̇ are
the rates of periapsis and Lense–Thirring precession re-
spectively. The phases (Φ, γ, α) have a simple relation to
the fundamental phases (ϕr, ϕθ, ϕφ), i.e., the generalized
coordinates associated with the action-angle variables for
Kerr geodesic motion [40]:

(ϕr, ϕθ, ϕφ) = (Φ,Φ + γ,Φ + γ + α). (3)

Another harmonic basis is thus provided by the Kerr
fundamental frequencies (ωr, ωθ, ωφ)—the derivatives of
(ϕr, ϕθ, ϕφ) with respect to coordinate time. We choose
the latter basis for this work. The phase and angular
frequency of a mode (m, k, n) are given respectively by

ϕmkn := mϕφ + kϕθ + nϕr, (4)

ωmkn := mωφ + kωθ + nωr, (5)

where ω is used here and henceforth to denote dimen-
sionful frequencies with units of Hz.

For illustrative purposes, we introduce here the refer-
ence signal injection hinj that is used in the degeneracy
study of Sec. IV; its intrinsic parameters are

θinj =
(
10, 106, 0.5, 9.5, 0.2, π/6, 0, 0, 0

)
, (6)

with randomly chosen extrinsic parameters. The masses
and spin are assigned “central” values in the LISA-
relevant range, while the initial semi-latus rectum is fixed

FIG. 1. Spectrogram of reference signal (hI channel only)
with intrinsic parameters (6). Short-time Fourier amplitude
(grayscale value) is in log scale. Overlaid in red are frequency
trajectories for the four strong harmonic modes (7).

FIG. 2. Linear-scale cross sections of the spectrogram in
Fig. 1, at two years / three months / one day before plunge.
The four modes (7) are mostly representative of the signal, but
strong sidebands become more resolvable in the final months.

by requiring that the small mass plunges (reaches the
Kerr separatrix) at time tp = t0 + 2 y. We focus on low-
to-moderate starting eccentricity due to the trimming of
modes, and examine the slightly inclined prograde case.
Over its two-year duration, much of the power in the
signal is contributed by the four modes

m = 2, k = 0, −1 ≤ n ≤ 2, (7)

and in particular by the (2, 0, 0) mode. This can be visu-
alized through the time–frequency plots in Figs 1 and 2,
for the hI channel of the long-wavelength response hI,II.

The exact AAK implementation used in this work
is that from the now-discontinued EMRI Kludge Suite
(v0.5.2) [41], which is largely faithful to the original pre-
sentation in [16]. During the course of this work, an up-
dated AAK model with 5PN evolution [26] and GPU sup-
port was included in the Fast EMRI Waveforms software
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package that will house the next-generation of EMRI
models [42, 43]. The AAK–5PN waveform features sev-
eral improvements such as exact fundamental frequencies
(rather than their PN expansions) and an evolving incli-
nation, and is also significantly accelerated over the CPU
version in [41]. Future follow-up studies without the ap-
proximations made in this work will likely employ this
model, or a relativistic 5PN model [27] that is presently
being implemented within [43]. However, our present
approach is still an order of magnitude faster than the
GPU generation and manipulation of templates at full
sampling resolution—and more importantly, we do not
expect our main results to change qualitatively for other
EMRI models (see extended discussion in Sec. IV B 3).

B. Similarity measures

In GW data analysis, the detection of a signal h in
noisy time-series strain data x = h+n relies on the linear
filtering of x against a signal template that matches h. If
the detector noise n is approximated as a zero-mean and
stationary process, this matched-filtering procedure can
be expressed as a noise-weighted cross-correlation

〈x|h〉 := 4 Re
∑
χ

fN∑
f>0

δf
x̃χ(f)∗h̃χ(f)

Sn,χ(f)
, (8)

where the outer sum is over all independent data chan-
nels χ (for this work, χ = A,E,T or χ = I, II); fN is the
Nyquist frequency; δf is the frequency resolution; over-
tildes denote discrete Fourier transforms (multiplied by
the time resolution δt); and Sn,χ is the one-sided power
spectral density of the channel noise nχ (provided here by
analytic models that correspond to the science require-
ments for the LISA mission [44–46]). The noise assump-
tions and the form of Eq. (8) give rise to the identities

E[〈n|a〉] = 0, (9)

E[〈n|a〉〈n|b〉] = 〈a|b〉, (10)

valid for all time series a, b with the same length as n.
Eq. (8) satisfies the conditions for an inner product on

the data space D of fixed-length time/frequency series,
which unlocks a useful geometric picture of other com-
mon concepts in GW data analysis. For one, the overlap
between two signals h1,2 is simply their normalized inner
product, or the cosine of the angle between them in D:

Ω(h1, h2) :=
〈h1|h2〉√

〈h1|h1〉〈h2|h2〉
. (11)

The optimal SNR of a signal template h is its norm:

ρopt(h) :=
E[〈x|h〉]√

E[〈n|h〉〈n|h〉]
=
√
〈h|h〉, (12)

and its detection SNR is the scalar projection of x on h:

ρdet(h) :=
〈x|h〉√
〈h|h〉

. (13)

Maximum-likelihood estimation with the standard GW
likelihood L(θ|x) (see Sec. II C) boils down to distance
minimization between x and the signal space S in D:

θML = argmin
θ
〈x− h(θ)|x− h(θ)〉. (14)

Finally, the Fisher information matrix I(θinj) [47] for
L(θ|x) ∝ p(x|θinj) coincides precisely (component-wise)
with the pullback by h(θ) of the flat metric on D:

[I(θinj)]ij = 〈∂ih(θ)|∂jh(θ)〉|θinj . (15)

This geometric picture extends to the concept of lo-
cal correlations in signal space, and thus to that of
degeneracy—the presence of non-negligible and non-local
correlations. From the informal definition in Sec. I B,
the correlation between two signals is local if there is
a “small” distance between their corresponding points in
parameter space Θ (with respect to the pullback met-
ric at one of the points). To make this slightly more
concrete, we will say that two parameter points θ1,2 are
local with respect to each other if their metric distance
in Θ approximately equals the Euclidean distance in D
between their associated signals h1,2, i.e.,√

(θ1 − θ2)TI(θ1 − θ2) ≈
√
〈h1 − h2|h1 − h2〉, (16)

where I is also approximately invariant: I(θ1) ≈ I(θ2).
In other words, h1,2 are local if they coexist in a region
where the signal manifold is nearly flat. From a data-
analysis perspective, the definition (16) holds in a re-
gion around the maximum-likelihood parameters where
the likelihood is near-Gaussian, and to a lesser extent
in the immediate vicinity of this region, with decaying
likelihood oscillations in parameter directions that affect
frequency. Degeneracy on the other hand occurs when
the specific embedding h(θ) admits (regions of) signals
that have high overlap against some hinj ∈ S, but whose
parameters are non-local to the neighborhood of θinj ∈ Θ.

The inner product 〈·|·〉 is defined for time series at
full sampling resolution, and can be computationally un-
wieldy even without accounting for the cost of template
generation. For the degeneracy study in Sec. IV, we in-
troduce an approximation to 〈·|·〉 that acts directly on
amplitude and phase trajectories from the AAK model.
Beyond its original partial decomposition into harmonic
modes of only radial motion, the AAK waveform with
LISA response hI,II is more fully decomposed as

hI(t) + ihII(t) =
∑
j

Aj(t) exp (iϕj(t)), (17)

where 1 ≤ (j := n + 2) ≤ 4 is a re-indexing of the four
strong modes (7), and Aj is a complex amplitude for
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FIG. 3. Full (black) and approximate (red) inner product
between cos (ωt) and cos (ω′t) over duration T = 1, as func-
tion of accumulated phase difference (ω − ω′)T . Vertical red
dashed line indicates specified phase tolerance of 1.

mode j [41]. The mode phasing ϕj is obtained from the
time integration of frequency trajectories ωj(t), whose
availability also allows us to fold the noise-weighting of
〈·|·〉 directly into the time-domain signal [14]. Using over-
bars to denote noise-weighted quantities, h̄I,II is given by
the analog of Eq. (17) with Aj → Āj , where

Āj(t) :=
Aj(t)√
Sn(fj(t))

; (18)

i.e., the mode amplitudes at time t are essentially reduced
by the noise estimate Sn := Sn,I = Sn,II at the corre-
sponding instantaneous mode frequencies fj := ωj/(2π).

In the above representation, the mode amplitude and
phase trajectories are smooth enough to be downsampled
significantly. For our degeneracy study, we consider a sig-
nal injection specified by the source parameters (6), with
an analysis duration of T = tp− t0 = 2 y and a fixed tra-
jectory timestep of ∆t = T/103. All injection–template
comparisons are performed on the common analysis in-
terval {t : t0 ≤ t ≤ t0 + T}, using the same trajectory
timestamps. Note that ϕj is technically ill defined at a
set of times in this interval for templates that plunge be-
fore t0 + T , but we also have Aj = 0 at those times. An
approximation to the noise-weighted inner product 〈·|·〉
between two signals h, h′ is then defined as

(h|h′) := Re
∑
jj′

∑
t∈τjj′

∆t Āj(t)
∗Ā′j′(t), (19)

τjj′ := {t : |ϕj(t)− ϕ′j′(t)| < 1}, (20)

with τjj′ being the set of times at which mode j is “in
phase” with mode j′. The phase tolerance value of 1
in Eq. (20) is chosen such that (·|·) gives an upper enve-
lope for 〈·|·〉 between two sinusoidal signals, as it varies
with the difference in their frequencies (see Fig. 3). More
generally, we have

(h|h′) & 2
∑
χ=I,II

t0+T∑
t=t0

δt h̄χ(t)h̄′χ(t) ≈ 〈h|h′〉. (21)

Since Eq. (19) is undefined for general time series in
the data space D, it is not strictly an inner product,
but rather approximates the restriction of 〈·|·〉 to the
signal space S. For convenience, however, we will call
(·|·) the approximate “inner product”, and 〈·|·〉 the full
inner product. The approximate inner product is only
used in the degeneracy study of Sec. IV, and even there
only in bulk calculations for which the full inner product
would be unfeasible. Qualitative results obtained with
(·|·) are verified with 〈·|·〉 if practical; e.g., after a set of
high-overlap points from sampling has been distilled to
a smaller set of representative points by clustering, we
report their overlaps with respect to 〈·|·〉. Thus we will
in general refer to both (·|·) and 〈·|·〉 simply as the inner
product, and will only distinguish between them (and
in derived quantities such as the overlap) if important
qualitative differences arise due to the approximation.

C. Sampling densities

Of central importance in GW inference is the standard
Whittle likelihood function L(θ|x) ∝ p(x|θinj) (with the
distinction between the random argument θ and the fixed
quantity θinj being explicitly highlighted). As in Eq. (8),
we take the data as x = hinj + n with zero-mean and
stationary noise, but here n is additionally assumed to
be a Gaussian process [48]. The natural logarithm of L
(informally, the “log-likelihood”) is given by

lnLfull(θ|x) := −1

2
〈x− h(θ)|x− h(θ)〉. (22)

Functional form notwithstanding, Eq. (22) describes a
non-Gaussian density function on the parameter space Θ;
however, from the definition of locality (16), a Gaussian
approximation to L is reasonably valid in the local neigh-
borhood of θML from Eq. (14). Since Eq. (22) is defined
in terms of the full inner product 〈·|·〉, we will refer to it
in the context of this work as the full (log-)likelihood.

The full likelihood is not used in our studies beyond
the initial validation of an approximate likelihood, which
is simply given by Eq. (22) with 〈·|·〉 → (·|·):

lnLapp(θ|x) := −1

2
(x− h(θ)|x− h(θ)). (23)

With the reduced cost of both the template-generation
and inner-product operations, Lapp is & 103 times faster
to evaluate than Lfull. Efficiency considerations aside,
Eq. (23) also facilitates the degeneracy study in Sec. IV by
smoothing out local oscillations in the posterior surface,
such that the maxima identified by our algorithms are
generally due to non-local correlations. By design, the
profile of Lapp over Θ corresponds roughly to the upper
envelope of Lfull; this relation is not exact as depicted
for the inner products in Fig. 3, since the signals here
have evolving frequency, and the log-likelihood contains
normalization terms in addition to the inner product.
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For conceptual ease, let us consider the specific noise
realization n = 0 without much loss of generality, such
that x = hinj lies in the signal space S with SNR ρinj :=
ρopt(hinj) = ρdet(hinj). Eq. (23) may be written as

lnLapp(θ|x) = ρinj ρθ Ω(x, h(θ))− 1

2

(
ρ2

inj + ρ2
θ

)
, (24)

where ρθ := ρopt(h(θ)). In the tail regions of the
likelihood, where E[Ω(x, h)] ≈ 0, we see that Lapp

∝∼
exp (−1/2 ρ2

θ) is dominated by large-scale gradients aris-
ing from the slow variation of ρθ over Θ (relative to
(x|h(θ)). As these gradients can hinder a global anal-
ysis of intrinsic parameter degeneracy, it is useful to in-
troduce a matched-SNR version of Lapp, with templates
that have been renormalized to match the injection SNR:

lnLmatch(θ|x) := ρ2
inj(Ω(x, h(θ))− 1). (25)

This matched-SNR likelihood is proportional to the over-
lap surface Ω(hinj, ·) over Θ; in the vicinity of θinj, we also
have Lmatch ≈ Lapp. Our degeneracy study leverages the
absence of large-scale SNR gradients in Eq. (25) to search
more effectively for secondary peaks in Lmatch (and the
overlap surface), which then have the same locations as
secondaries in Lapp (and the posterior surface). This is
because the intra-secondary variation of ρθ is generally
small, as opposed to its inter-secondary variation.

As it turns out, straightforward sampling of the
matched-SNR likelihood is unsuitable for finding, resolv-
ing and visualizing secondaries in Lmatch; even if these
secondaries were cleanly localized and separated (they
are not), they would be exponentially suppressed at re-
alistic values of ρinj & 10 and contiguously congealed
at artificially lowered values—or high temperatures, in
the language of annealing Markov-chain Monte Carlo
(MCMC) methods [49, 50]. Our solution is to introduce
an exploratory “likelihood” that is used only for global
exploration, and to obtain a large set of high-overlap
points for follow-up clustering analysis. This is given
by Lmatch with both injection and template normalized
to unit SNR, plus artificially suppressed tails:

lnLexpl(θ|x) :=
1

ρ2
inj

lnLmatch(θ|x) + ramp(θ|x), (26)

ramp(θ|x) := 100 min {Ω(x, h(θ))− 0.5, 0}. (27)

Eq. (26) is designed to reduce the volume in the tail re-
gions of the matched-(unit-)SNR likelihood, so as to bet-
ter locate and flesh out individual secondaries. The exact
specifications of the ramp function (27) are empirically
chosen, and not necessarily optimal. While we will con-
tinue referring to Eq. (26) as a (Bayesian) likelihood, it
can no longer be linked to a natural probabilistic state-
ment based on noise and signal assumptions. This last
point also holds true for a veto “likelihood” that we pro-
pose as a mitigation of EMRI degeneracy, but whose pre-
sentation we delay until Sec. VI (as it is a consequence,
rather than component, of the degeneracy study).

D. Clustering algorithm

With the exploration aspect of signal-space mapping
covered by the stochastic sampling of the exploratory
likelihood in Sec. II C, the remaining analysis boils down
to visualizing and making sense of the resultant high-
dimensional data. Central to this is the task of cluster-
ing. Some of the commonly used sampling algorithms in
GW data analysis [51–53] employ in-built clustering to
aid convergence on multi-modal distributions; this form
of clustering is more of an intermediate means to an
end, with the byproduct set of identified “clusters” be-
ing of limited utility for realistic examples. A specialized
clustering algorithm is required here, but the main off-
the-shelf options are unsuitable as well. Centroid-based
methods such as k-means clustering [54] and its many
variants use geometric proximity to define cluster mem-
bership. They typically require the number of clusters to
be pre-specified, and are thus immediately inadequate for
our purposes. Density-based methods [55] perform clus-
tering based on the density of points in the data set. In
this context, they would rely on the sampler being able to
populate secondaries in the correct proportion—which is
in general non-trivial to guarantee even for “clean” multi-
modal distributions. Such methods also tend to rely on
arbitrarily tuned criteria for cluster membership, which
can significantly affect the cluster count itself.

We introduce here a bespoke clustering algorithm that
can be classified as a connectivity-based method [54]. For
a general signal space, the overlap between two signals
provides a measure of connectivity between their asso-
ciated parameter points. It can thus be used directly
in clustering applications; for example, to group pos-
terior samples in multi-source transdimensional-MCMC
searches for Galactic-binary signals in LISA data [22], by
assigning sample points to the same cluster if there is a
high overlap between their associated templates. This
works well for resolving sources in the absence of pa-
rameter degeneracy, because it agrees with the natural
measure of connectivity defined by the metric distance
(16) in Θ (which is required for sensible results). When
non-local correlations are present, this sort of clustering
might instead be used as a veto for spurious source can-
didates that arise due to secondaries (see Sec. VI A).

In the context of our degeneracy study, however, an
alternative notion of connectivity is required. As dis-
cussed in Sec. II C, the key quantity in the understanding
of posterior secondaries is the overlap function Ω(hinj, ·).
We are not restricted to the overlap information in the
raw data set that is obtained by sampling Lexpl, since
our access to a generative model for the overlap can be
used to provide additional information during clustering.
Let us first define the connection ` between two points
θ1,2 ∈ Θ: a vector of l equally spaced evaluations of
Ω(hinj, ·) along the connecting line between θ1,2 (inclu-
sive). We set l = 7 in our algorithm, which is empirically
determined to be the minimum value required for satis-
factory convergence of results. The connection ` is then
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used to construct a symmetric pre-metric d on parame-
ter space, satisfying only d(θ1,θ2) ≥ 0, d(θ1,θ1) = 0 and
d(θ1,θ2) = d(θ2,θ1) [56]. This pre-metric is defined as

d(θ1,θ2) := 1− mini `i(θ1,θ2)

min{`1(θ1,θ2), `l(θ1,θ2)}
, (28)

such that two points with “pre-distance” zero have no
intermediate point with a lower overlap value than either.

With the existence of a pre-metric, we may define var-
ious degrees of “connectedness” for use in the cluster-
ing algorithm. We will say that two points are strictly
connected if they have a pre-distance d = 0, that they
are connected if d < 0.5, and that they are not con-
nected if d ≥ 0.5. The additional category of being con-
nected, rather than only strictly connected or not strictly
connected, is required in our algorithm to handle intra-
secondary structure. In other words, we are defining sec-
ondaries as disjoint clusters of points that are uniquely
connected to some representative point (generally a clus-
ter maximum), instead of simply calling all local maxima
secondaries (because these can and often do coexist in
contiguous regions of high overlap). Since we will only
be clustering high-overlap points with Ω(hinj, ·) & 0.5,
any two connected points will have no intermediate point
with Ω(hinj, ·) . 0.25, which admits an interpretation of
connectedness in terms of absolute overlap. The pre-
distance between two points also depends more strongly
on their overlap values when d ≥ 0.5, such that discon-
nected points with higher overlaps tend to be “further
apart”. This allows connectedness to be used in locating
cluster maxima, in addition to the more obvious function
of determining cluster membership.

Using the above definitions of connectedness as a no-
tion of connectivity leads to a clustering problem with a
significant degree of noise. In graph-theory terms, this
is because the graph for a set of parameter points (ver-
tices) and their pairwise connectedness (edges) has high
vertex connectivity [57], and cannot be partitioned into
disjoint subgraphs without removing a large number of
vertices. Another issue is that standard connectivity-
based algorithms are generally computationally expen-
sive, with their complexity scaling as O(N2) or worse for
a data set of size N—for example, if one were to com-
pute the full similarity matrix of pairwise pre-distances
for use in spectral-clustering methods [58]. To combat
these difficulties, we take a greedy approach [59] to the
identification of candidate nodes (representative points
for clusters), with global and local steps to ensure that
these nodes pick out any clear maxima without the need
for full-blown optimization. Another design objective is
for the algorithm to run in O(N) rather than O(N2)
time. A single iteration of our clustering algorithm is
described below in pseudocode:

1. At the i-th iteration, there exists an (i − 1) × N
matrix containing the pre-distance of all points in
the data set to each of the existing i − 1 nodes.
Each point has a minimal pre-distance to the set

of existing nodes. (For the set of nodes themselves
and the points that are strictly connected to them,
this minimal pre-distance will be zero.) Choose the
point with the largest minimal pre-distance as the
preliminary i-th node. This is the point that is
“least connected” to the existing nodes, and the
process of finding it is akin to a global-search step.

2. Compute the pre-distance of all points to the pre-
liminary i-th node.

3. Define the strict i-th cluster as the set of points that
are strictly connected to the preliminary node, and
not connected to any of the existing i − 1 nodes.
Choose the point in the strict i-th cluster with the
highest overlap value as the actual i-th node. This
process is akin to a local-maximization step.

4. If the preliminary i-th node is not the same point
as the actual i-th node, “re-center” the cluster by
computing the pre-distance of all points to the ac-
tual i-th node. In principle, the actual node might
still not be the highest-overlap point in its cluster
after re-centering; however, additional re-centering
steps are found to offer marginal gain for their cost.

5. Append the list of pre-distances for the i-th node
to the pre-distance matrix, as a new row.

6. Compute the cluster coverage, which is the fraction
of points that are connected to at least one of the
existing i nodes. If the coverage equals unity, end
the algorithm. Defining the stopping criterion in
terms of being connected rather than strictly con-
nected causes the cluster count to depend on the
arbitrary connectedness threshold d = 0.5, but this
just corresponds to setting a limit on what is de-
fined as a clear cluster—which is never fully avoid-
able in any non-textbook clustering task.

The only special iteration is the initial one, where both
the preliminary and actual nodes in Steps 1 and 3 are sim-
ply chosen to be the point in the data set with the highest
overlap value Ω(hinj, ·). Computing new rows of the pre-
distance matrix in Steps 2 and 4 dominates the algorithm
cost, which thus scales asO(N) times the number of iden-
tified nodes. With the final pre-distance matrix in hand,
it is straightforward to construct a set of clusters post
hoc. The final (strict) cluster for each node is defined
as the set of points that are (strictly) connected to the
node, and not (strictly) connected to any of the other
nodes. Note that the strict cluster here differs slightly
from that defined in Step 3, where the shortlist of can-
didates for the actual node is more stringent by design.
For illustrative purposes, we provide in Fig. 4 a heuristic
example that depicts the application of the algorithm to
an artificial one-dimensional overlap surface.

Our clustering algorithm uses information about
Ω(hinj, ·) beyond the original data set, and thus its per-
formance does not rely strongly on the distribution of the
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FIG. 4. Application of the clustering algorithm to an artificial
one-dimensional overlap surface, and a data set ofN = 5 high-
overlap points (with zero-based index). At the first iteration,
Point 0 (the injection) is the identified node, and the cluster
coverage is 0.2. At the second iteration, Point 2 (Ω = 0.78) is
the preliminary node with largest minimal pre-distance d =
0.95; note that this is neither the point with the next highest
overlap, nor the point with the largest metric distance. Point
1 (Ω = 0.82) is the actual node after re-centering, and the
cluster coverage is 0.8 (Points 2 and 3 are both connected to
Point 1). At the third iteration, Point 4 is the identified node
with largest minimal pre-distance d = 0.88 (to Point 0), and
the algorithm terminates with a cluster coverage of 1. Color
grouping of points indicates the final clusters for each node.

data. The number and composition of clusters are both
robust to the choices of connection length l & 7 and ini-
tial node (provided it is close to a local maximum), with
variations in the results that are far smaller than errors
due to imperfect sampling. Non-trivial structure in the
high-dimensional overlap surface can be unearthed even
from relatively small data sets with N . 104, as demon-
strated particularly clearly in Sec. IV A 5. Although the
algorithm was developed for our specific purposes, it es-
sentially only requires the surface under examination to
be evaluable separately from the data, and thus might
find utility in more general clustering applications. In the
degeneracy study of Sec. IV, we employ it both for large-
scale mapping to identify disjoint secondary regions of
high overlap, and for localized mapping in these regions
to resolve and visualize the finer structure.

III. CONFUSION STUDY

Before turning our attention to correlations in the con-
tinuous space of possible signals, we seek to address a
simpler (two-part) question: For an astrophysically real-
istic set of EMRI signals in LISA data, i) how correlated
are the most correlated pair of signals; and ii) how does
the overall degree of correlation among the set vary with
the size of the set? The answer to this bears on both
EMRI search and inference; large overlaps between ac-
tual signals will hinder their resolution during search, and
will necessitate a combined inference of their source pa-

rameters. This in turn affects the design of data-analysis
strategies, as well as the prospects of EMRI science. The
conclusion of our study is unequivocal, at least for a
middle-ground estimate of 200 detectable signals—self-
confusion is unlikely to be an issue for EMRIs.

A. Astrophysical model

Models for the astrophysical population of EMRIs that
LISA will observe are weakly constrained by existing
knowledge, and thus span a broad range of predictions.
Some of the main uncertainties lie in the massive-black-
hole mass function, in the fraction of such black holes
hosted in dense stellar cusps, as well as in the intrinsic
rate of EMRI formation per massive black hole [4]. In
this work, we consider a population of detectable sources
from a single representative model, since the distribution
of these sources is dominated by detector-specific selec-
tion effects anyway. Furthermore, our intuition a priori is
that the results of the confusion study will be virtually in-
dependent of model choice, as they are simply determined
by the intrinsic nature of signal space—specifically, the
large information volume expected to be retained by any
astrophysically restricted subspace.

We now define a population model that corresponds
approximately to M1 from [4], which is often used as
a representative model in LISA Science Group work-
package studies (e.g., [60]). Our model specifies indepen-
dent distributions for each of the AAK parameters (1)
and (2), but with the source-frame masses (µ′,M ′) and
redshift z in place of the detector-frame masses (µ,M)
and luminosity distance D. The map (µ′,M ′, z) →
(µ,M,D) is given by the usual relations

µ(µ′, z) = (1 + z)µ′, M(M ′, z) = (1 + z)M ′, (29)

as well as [61]

D(z) = (1 + z)

∫ z

0

dz′
c

H(z′)
, (30)

H(z) = H0

√
(1− ΩΛ)(1 + z)3 + ΩΛ, (31)

with c/H0 = 4280 Mpc and ΩΛ = 0.7.
The probability density of the joint distribution for θ is

the product of the individual parameter densities p(θi),
which are supported on the corresponding sets ∆θi ⊂ R
(to consolidate notation, ∆θi can have measure zero).
These sets are listed in Tab. I for each source parameter;
note the reparametrization of all polar angles to their
cosine values. With the exception of M ′ and z, all pa-
rameters are either fixed to or distributed uniformly on
∆θi. Although the initial semi-latus rectum is chosen as
p0 = 11M for all sources (to accommodate retrograde in-
spirals), each is assumed to be observed for T = 2 y, i.e.,
their evolution is extended backward in time from the
reference time t0 = 0 if they plunge before t0 + T . Near-
spherical inspirals with e0 ≈ 0 are excluded from the
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θi ∆θi Distribution

µ′ {10} Fixed
M ′ [3, 30]× 105 Eq. (32)
a/M {0.99} Fixed
p0/M {11} Fixed
e0 (0, 0.2] Uniform
cos ι (−1, 0) ∪ (0, 1) Uniform
Φ0 [−π, π] Uniform
γ0 [−π, π] Uniform
α0 [−π, π] Uniform
cos θK (−1, 1) Uniform
φK [−π, π] Uniform
cos θS (−1, 1) Uniform
φS [−π, π] Uniform
z (0, 4.5] Eq. (33)

TABLE I. Source-parameter extents and distributions for the
simple astrophysical-population model in Sec. III A.

analysis for technical reasons, as well as near-equatorial
(cos ι ≈ ±1) or near-polar (cos ι ≈ 0) ones.

Following M1 from [4], the density for M ′ is almost
independent of redshift, and thus taken to be [62]

p(M ′) ∝ (M ′)−1.3 1∆M ′(M ′), (32)

where 1∆θi
denotes the indicator function of ∆θi. Fi-

nally, for the redshift itself, we have [63]

p(z) ∝ D(z)2σ̇(z)

(1 + z)3H(z)
1∆z(z), (33)

where σ̇(z) is the EMRI event rate per unit proper time,
per unit co-moving volume. The variation of σ̇ is ne-
glected in our model since it is highly uncertain to begin
with, and is also expected to be nearly constant at low
redshifts of z . 2 (where most detectable events occur).

B. Monte Carlo analysis

Let us consider a set of N detectable EMRIs, obtained
in practice by applying a minimum-SNR cutoff to a suf-
ficiently large set of ≥ N sources that is distributed ac-
cording to the population model in Sec. III A. Each sim-
ulated source is described by a random draw from the
joint distribution in Tab. I; its associated optimal SNR
is computed using the AAK–TDI waveform model [34]
from Sec. II A, and the full inner product (8) with a noise
model corresponding to the LISA science requirements.
We adopt the standard SNR-threshold value of 20 [16],
which results in a detection efficiency of 0.06. A set of
N = 200 detectable sources is simulated for this study,
as a middle ground between estimates of ∼ 1 and ∼ 104

such sources from a range of astrophysical models [4, 16].
Their signals are visualized as a population in Fig. 5,
where only the time evolution of the representative (dom-
inant) frequency ωφ/π is plotted for each signal.

FIG. 5. Time evolution of representative frequency ωφ/π over
two years, for 200 detectable sources drawn from the popula-
tion model in Sec. III A with an SNR threshold of 20.

FIG. 6. Histogram of the 19900 pairwise-overlap values for
the 200 detectable signals depicted in Fig. 5.

For this (and any) set of N independent and identi-
cally distributed EMRIs, we may define a vector-valued
statistic vN of pairwise overlaps, i.e., vN is a vector com-
prising Np := N(N − 1)/2) components, each taking a
value within the interval [−1, 1]. Note the important con-
ceptual distinction between the components of vN , and
the sequence of overlaps for Np pairs of i.i.d. sources; the
latter is itself a set of i.i.d. random variables, but does
not relate to the question at hand (except in the trivial
case N = 2). The sampling distribution of the statis-
tic vN is intractable—analytically and even numerically
for modest N . Nevertheless, a single realization of vN
still provides some insight into the matter of EMRI self-
confusion. Fig. 6 shows a histogram of the Np = 19900
pairwise-overlap values for our set of 200 sources. (We
reiterate that this histogram cannot be construed as a
sampling distribution, since the components of vN are
not i.i.d.) As might be expected, the set of overlaps is
tightly and symmetrically centered about zero, with a
“standard deviation” of 0.001 and a maximum absolute
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FIG. 7. Matrix norms for the pairwise overlaps among N of
the 200 detectable signals in Fig. 5, for 30 ≤ N ≤ 200. Top:
Adjusted Frobenius norm, indicating that the root-mean-
square overlap is approximately constant at ≈ 0.001. Bottom:
Spectral norm, illustrating how the overall correlation of the
set is driven by individual signals. The largest jump coin-
cides with the addition of a signal that raises the maximum
absolute overlap among the set (dashed purple line).

value of 0.012. This addresses the first part of our ques-
tion: in a set of ≈ 200 detectable sources, we expect no
two of their signals to have a & 1% resemblance.

For the second part of our question, it is useful to
form the matrix MN of pairwise overlaps (including self-
overlaps) for a set of N sources. This matrix has unit di-
agonal elements, and off-diagonal elements corresponding
to the components of vN . Thus it is effectively a corre-
lation matrix for the set of sources (viewed as random
variables), and various standard matrix norms can pro-
vide different summary notions of the overall correlations
among the set; e.g., the Frobenius norm || · ||F (the vec-
tor norm of the vectorized matrix), or the spectral norm
|| · ||S (the largest eigenvalue of the matrix). We use
such norms to examine the behavior of MN as sources
are incrementally added to a starting population, which
we take to be a subset of 30 detectable sources from our
full set of 200. More precisely, we consider nested subsets
of our full set such that MN is a submatrix of MN+1 for
N ranging from 30 to 199.

An adjusted Frobenius norm (||MN ||2F −N)1/2 (essen-
tially just |vN |) is plotted in the top panel of Fig. 7, as
a function of N from 30 to 200. We bound the observed
sequence of norms by two other sequences for hypotheti-
cal MN , where the root mean squares of the off-diagonal
terms are held constant at {0.9, 1.1} × 10−3. A linear

trend is evident, which indicates that the root mean
square of pairwise overlaps remains approximately con-
stant at ≈ 0.001 as the number of sources is raised from
30 to 200. As N →∞, linear scaling will not hold as the
set of signals saturates the (astrophysically restricted)
signal space. This can be made more intuitive by exam-
ining the spectral norm of MN (bottom panel of Fig. 7),
which would be unity for a completely uncorrelated set
of sources. A large jump in ||MN ||S occurs when a sig-
nal with high overlap against any of the previous ones
is added to the set. This occurrence naturally becomes
more frequent as N →∞, and is what drives the eventual
super-linear scaling of overall correlation against N . The
value of N at which super-linear scaling becomes an is-
sue (say, leading to a root-mean-square overlap of & 0.1)
remains undetermined due to computational constraints,
although we conjecture that such a scenario will not arise
for astrophysically relevant values of N . 104.

IV. DEGENERACY STUDY

In this study, we examine a single representative sig-
nal injection with intrinsic source parameters given by
Eq. (6), and delve deeply into the tail structure of its as-
sociated posterior distribution. The bulk properties of
secondaries in the posterior will no doubt vary for dif-
ferent injections across the parameter space. Instead of
attempting to characterize the entire statistical manifold
of posterior distributions (which will provide conclusions
that are model-specific to a greater extent), we focus here
on using our sole posterior to build up general strategies
for EMRI posterior mapping. This is largely uncharted
territory; for example, even visualizing the local posterior
around secondaries turns out to be quite counterintuitive
(see Secs IV A 4 and IV A 5). Also, our results indicate
that our original aim of localizing and counting secon-
daries (in order to estimate their coverage of parameter
space) is not particularly well posed. Nevertheless, we ex-
pect that the qualitative statements we are able to make
from this study will in general be model-independent,
and thus representative of the EMRI signal space. Vari-
ous arguments to that end are put forth in Sec. IV B.

A. Mapping analysis

We restrict our analysis to the six intrinsic parameters

θ = (lgµ, lgM,a/M, p0/M, e0, cos ι) (34)

and the associated six-dimensional subspaces of Θ and S,
for fixed values of the remaining parameters. (Note the
reparametrization (µ,M, ι) → (lgµ, lgM, cos ι).) This
is motivated partly by computational constraints, and
partly by our initial focus on the degeneracy in frequency
evolution—which is most strongly determined by these
six parameters. We have verified from a sampling of
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the full-dimensional (approximate) posterior that local
covariances between the sets of intrinsic and extrinsic
EMRI parameters are low, at least in the case of the
simple long-wavelength response used here. In other
words, the conditional posterior for the intrinsic param-
eters (given fixed extrinsic parameters) is locally not too
dissimilar from the marginal posterior. Non-locally, addi-
tional degrees of degeneracy might arise due to the inter-
play of intrinsic and extrinsic parameters; this possibility
is discussed briefly in Sec. IV B 1.

The three phase angles (Φ0, γ0, α0) are also excluded
from consideration in our mapping analysis. With
only the four strong harmonic modes from Eq. (7), the
stripped-down AAK model loses all sidebands due to
Lense–Thirring precession, and thus its ability to con-
strain α0. For simplicity, we set the other two phase an-
gles to zero in the injection and all templates, such that
the phasing in all signals lines up at time t0 = 0 (the
initial time in the degeneracy study). This alignment es-
sentially forces any crossing of mode phasing between two
signals to occur at the earliest time, which generally max-
imizes their overlap over (Φ0, γ0)—even if the signals are
non-degenerate, since the frequencies for the four modes
(7) take on their minimal values at that time. An in-
clusion of (Φ0, γ0) in the analysis would likely reveal a
small degree of additional degeneracy in those parameter
directions, but this would not significantly alter the in-
trinsic degeneracy observed here (as initial phasing does
not affect frequency evolution in this simple model).

We explore the signal space over a variety of hyper-
rectangular regions in (the six-dimensional subspace of)
Θ, centered on θinj from Eq. (6). To be explicit here, the
injection parameters in the form of Eq. (34) are

θinj = (1, 6, 0.5, 9.5, 0.2, 0.866), (35)

with the signal renormalized to an optimal SNR of 20.
Results are presented for three regions in particular: a
starting region around the primary posterior peak, an-
other with 10 times its extent in each parameter direc-
tion, and a third with∼ 100 times its extent. In the latter
two regions, we obtain a set of representative locations
for secondary peaks in the overlap surface; from the line
of reasoning given in Sec. II C, these correspond almost
exactly to secondaries in the actual posterior for the full
likelihood (with a flat or diffuse prior). Two high-overlap
secondaries are further singled out as case studies, where
we directly map out the (approximate) posterior in their
vicinity, instead of the overlap surface. A summary plot
that depicts the relative scales and locations for all of
these analyses is provided at the end of Sec. IV A.

Throughout the degeneracy study, we employ a
combination of different implementations for the two
main classes of stochastic sampling algorithms used in
GW data analysis: nested sampling (as implemented
in PolyChord [52] and Dynesty [53]), and parallel-
tempering MCMC (as implemented in PTMCMCSampler
[64]). The primary motivation for this redundancy is to
provide a cross-algorithm and cross-implementation val-

idation of our sampling results, where feasible. For the
posterior sampling (using Lapp) in Secs IV A 1, IV A 4 and
IV A 5, we run the samplers to the point of convergence—
typically determined by built-in stopping criteria, but
also easily verified through cross-sampler checks. Con-
vergence to the target distribution is less relevant for the
exploratory searches in Secs IV A 2 and IV A 3. There
we simply seek to obtain ∼ 105–106 independent samples
from Lexpl, a large fraction of which correspond to signals
with Ω(hinj, ·) > 0.5 (since that is the threshold used in
Eq. (27)). For the most extensive searches in Sec. IV A 3,
this can require & 109 “likelihood” evaluations.

1. Starting region: The posterior bulk

Our starting region R0 is chosen to encompass the
Gaussian-analogous 2-σ contours of the primary poste-
rior peak, with some room. More precisely, we consider
a “prior” with probability density proportional to the in-
dicator function on the Cartesian product of intervals

R0 :=
∏
i

[θinj,i − δθi/2,θinj,i + δθi/2], (36)

where the half-extents δθ/2 are 2–3 times larger than the
sample standard deviations. (This is then only a prior in
practice but not in principle, as it is defined post-hoc.)
At an SNR of 20, suitable values for the prior extents are

δθ = (0.5, 1, 3, 15, 0.3, 5)× 10−3. (37)

The Euclidean volume enclosed within R0 is a miniscule
fraction of the six-dimensional parameter subspace: .
10−18, since we have δθi/∆θi . 10−3 for global extents
∆θi corresponding to the range of LISA-relevant signals.

The sampling of Lapp over the region R0 is extremely
straightforward, as the locality condition in Eq. (16) en-
sures that Lapp is near-Gaussian. A direct visual exami-
nation of the conditional densities Lapp(θi|θj 6=i = θinj,j)
reveals that the non-Gaussianity takes the form of a flat-
ter peak and heavier tails, which is largely due to the us-
age of (·|·) rather than 〈·|·〉; we refer the reader again to
Fig. 3 for intuition about why this is the case. The tradi-
tional way of visualizing a sampled (d > 2)-dimensional
posterior distribution is simply to examine plots of its
d(d − 1)/2 bivariate marginal distributions (and the d
univariate marginals). In Fig. 8, we instead characterize
the sampled posterior using four visual indicators: i) the
maximum a posteriori (MAP) estimate; ii) level sets of
the marginal posterior densities pij , defined analogously
to the 1-σ level set for a bivariate Gaussian density:{

(θi,θj) : pij(θi,θj) = e−1/2 max
(θi,θj)

pij(θi,θj)

}
; (38)

iii) the sample mean and covariance; and iv) a level set
of the joint posterior density p, defined analogously to
the 1-σ level set for a six-dimensional Gaussian density.
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FIG. 8. Various visual indicators of posterior distribution over R0 (around the posterior bulk), computed using the approximate
likelihood and a flat hyperrectangular prior. Black triangle: MAP estimate (this agrees with the injection parameters at the
prior centroid). Solid black curves: Level sets (38) of the marginal posterior densities pij (1-σ level for a bivariate Gaussian
distribution). Dashed black ellipses: 1-σ ellipses corresponding to projections of the sample mean and covariance. Red points:
Projections of posterior samples in the super-level set (39) of the joint posterior density p (1-σ level for a six-dimensional
Gaussian distribution). All four visual indicators will coincide exactly for a multivariate Gaussian distribution.
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This last indicator is itself five-dimensional, so it is more
conveniently represented by the projections of posterior
samples within the corresponding super-level set{

θ : p(θ) > e−1/2 max
θ

p(θ)

}
. (39)

This whole exercise may seem somewhat trivial, as all
four visual indicators will coincide exactly when p de-
scribes a multivariate Gaussian—the MAP estimate with
the sample mean, the marginal level sets with the 1-σ
sample covariance ellipses, and the convex hulls of the
projected super-level set with said ellipses. The indica-
tors do however provide a useful way of visualizing high-
dimensional non-Gaussian posteriors, especially when the
deviation from Gaussianity is severe (see Secs IV A 4 and
IV A 5). For the posterior over R0, the incongruence of
the final indicator clearly highlights the non-Gaussianity
that would not be immediately apparent from examin-
ing traditional contour plots for the marginal distribu-
tions (essentially, the second indicator). Nevertheless,
the posterior bulk appears to be relatively well-behaved,
i.e., unimodal as expected. We verify this by applying
our clustering algorithm to the posterior samples in the
super-level set (the red points in Fig. 8). All samples are
not just connected to the MAP point, but strictly con-
nected with a maximal pre-distance of zero.

2. Starting region ×106

We now consider the Cartesian product of intervals

R1 :=
∏
i

[θinj,i − 5 δθi,θinj,i + 5 δθi], (40)

which is a six-dimensional hyperrectangle with 106 times
the Euclidean volume of R0. It is useful to examine the
sampling of posteriors over this region for the various
likelihood functions in Sec. II C. Even in this intermediate
region, large-scale SNR gradients are already manifest in
Lapp; this shifts the posterior bulk toward certain edges
of the prior (and away from the injection parameters,
even if the sampler manages to “find” that point along
the way). When sampling from Lmatch over R1, the pos-
terior bulk does remain tightly centered on the injection
parameters, and the samplers we use are able to locate it
without any fine-tuning. However, no information about
any secondaries in the region can be gleaned from the
sampled posterior, even for Lmatch at higher annealing
temperatures (as discussed in Sec. II C).

By sampling from the exploratory likelihood Lexpl, we
obtain a large set of points inR1 whose associated signals
have a high overlap against the injection. We consider
only the subset of points with approximate overlaps of
> 0.5 for clustering. The approximate overlap typically
overestimates full overlaps that are > 0.1 by a factor
of . 3, such that these points actually have full over-
laps of & 0.25 (which is still reasonably considered “non-
negligible”). Since we know the cluster content in R0,

any points that fall in the previously analyzed region are
also removed; this is done in Sec. IV A 3 as well, whereR1

is excised instead. We find it convenient to perform such
an excision after sampling, rather than through a modi-
fication of the prior. The resultant set of N & 105 points
is generally still too large for our clustering algorithm to
handle in an acceptable time frame—although the com-
putational cost scales as O(N), each iteration involves
template generation and thus is more expensive than a
typical step in a standard algorithm. We further distill
the set to exactly N = 104 points, by sorting it in order of
overlap and then downsampling the sequence (such that
the distribution of the data is loosely preserved).

In the region R1 (minus R0), the clustering algorithm
identifies 30 secondary nodes, with full overlap values
ranging from 0.45 to 0.72. The locations of these nodes,
projected onto each of the 15 parameter-pair planes, are
plotted in Fig. 9. It is not particularly useful to present
the actual clusters associated with the nodes, due to vi-
sual congestion. To give a flavor of the overlap surface in
this region (and some assurance that the nodes are indeed
adequate representations of local overlap maxima), we in-
stead consider the six pairwise connections ` among the
injection parameters and the three nodes in R1 with the
highest overlap values. These connections are shown in
the inset of Fig. 9, with an increased resolution of l = 50
(see Sec. II D) for visualization purposes.

To verify the robustness of our results against the
stochastic error in sampling, we repeat the analysis on
the output of a second sampling run, and compare the
first set (I) of 30 nodes to the new set (II). Set II turns out
to have the exact same count; surprisingly, however, the
locations of its nodes do not match up well with those in
set I. We seek to pair up nodes in the two sets, and to de-
termine which pairs are more “distinct”. This is done by
computing the distance matrix of pairwise pre-distances
between two sets of points—not to be confused with the
pre-distance matrix from the clustering algorithm, which
is essentially a (partial) distance matrix between a single
set of points and itself. With the distance matrix between
sets I and II in hand (Fig. 10; left panel), it is straight-
forward to identify pairs of nodes that are in one-to-one
correspondence with each other. More precisely, if node
a from set I has node b as its closest node in set II, we de-
mand that node a is also the closest node in set I to node
b. There are 19 such pairs (which we index in decreasing
order of set-I overlap, such that the set-I point in pair 0
has the highest overlap value in set I). The distance ma-
trix may then be trimmed accordingly and sorted by pair
index, to visually indicate the inter-connectivity among
the reduced set of node pairs (Fig. 10; right panel).

The locations of the 19 node pairs and intra-pair con-
nections are plotted in the top panel of Fig. 11, after pro-
jection onto the mass–mass plane. Another surprise at
this stage is the variety of orientations and lengthscales
on display; all of the pairs are strictly or nearly strictly
connected (see diagonal elements of reduced distance ma-
trix in Fig. 10), indicating that the local maxima they
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FIG. 9. Locations of 30 secondary nodes (red points) identified in the intermediate region R1 \ R0. Relative overlap values
at these nodes are indicated by color saturation. The black square and ellipse in each panel corresponds to the plot range
and dashed ellipse in each panel of Fig. 8. Inset: The six pairwise connections among the injection parameters and the three
highest-overlap nodes in R1, i.e., the overlap value against the injection along the corresponding colored lines in each panel.
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FIG. 10. Distance matrix between the two sets of secondary
nodes identified in R1. Left: Raw sets with 30 nodes each.
Right: Trimmed and sorted sets with 19 node pairs.

represent also take on an assortment of shapes and sizes.
While these pairs clearly correspond to secondaries in ac-
cordance with our search criteria, we do not find any that
can be cleanly localized—i.e., where the posterior peak is
contained exclusively in a topologically connected subset
of parameter space. We will revisit the problem of try-
ing to localize secondaries in Secs IV A 4 and IV A 5. For
now, we examine the connections for a couple of exam-
ple node pairs, extended outward until the (approximate)
overlap Ω(hinj, ·) is ≈ 0. These extended connections are
shown in the middle and bottom panels of Fig. 11 for both
the approximate and full overlaps, and they provide some
intuition (albeit cross-sectional) as to the structure of the
overlap surface at and around secondaries.

3. Starting region ×1012 (and beyond)

A similar sampling and clustering analysis is performed
for the Cartesian product of intervals

R2 :=
∏
i

[θinj,i − 50 δθi,θinj,i + 50 δθi]. (41)

Note that R2 is truncated by the upper bound cos ι = 1,
and thus the enclosed volume is . 1012 times that of R0.
In this large region, the direct sampling of Lmatch now
presents difficulties for the samplers; they are unable to
locate the posterior bulk either at termination, or after
∼ 109 likelihood evaluations. This result likely indicates
the rough scale at which posterior sampling can become
challenging without prior localization of the source pa-
rameters (even if large-scale SNR gradients are accounted
for)—although it may be possible to improve the perfor-
mance of specific samplers through further tuning.

As in Sec. IV A 2, the previous analysis region (nowR1)
is excised after sampling to avoid double-counting, and
the data set for clustering is trimmed to 104 points with
approximate overlaps of > 0.5. A total of 675 secondary

FIG. 11. Trimmed and sorted pairs from sets I (red) and II
(blue) of secondary nodes identified in R1. Relative overlap
values at these nodes are indicated by color saturation. Top:
Projection of node-pair locations onto the (lg µ, lgM) plane
(corresponding to Fig. 9, second row, second panel). Middle:
Extended connection for pair 2, which has the third-highest
set-I overlap value. Bottom: Extended connection for pair 15,
which has the largest extent in the mass–mass plane.
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FIG. 12. Locations of 675 secondary nodes (green points) identified in the large region R2 \ R1. Relative overlap values at
these nodes are indicated by color saturation. The red rectangle in each panel corresponds to the plot range in each panel of
Fig. 9. Inset: Full overlap values for these nodes, plotted against their distance from the injection parameters (black point)
with respect to the pullback (Fisher) metric there. The set-I nodes shown in Fig. 9 (red points) are also included in this plot.
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nodes are identified in the region R2 \R1, with full over-
lap values ranging from 0.23 to 0.76. Their projected
locations are shown in Fig. 12. The broad correlation
structure of secondaries in the large region—as visually
indicated by the plane convex hull for each projection
of the set—generally does not resemble that observed in
Fig. 9, or the local structure in Fig. 8 (one exception be-
ing the strong correlation between lgM and p0/M). An-
other notable feature in Fig. 12 is that the distribution of
nodes appears somewhat “patchy”, although this may be
attributable to imperfect sampling rather than the actual
absence of secondaries in some of the empty regions.

With a large set of secondary nodes from the com-
bined analysis in R1,2, it is natural to examine the rela-
tionship between overlap (against the injection) and dis-
tance (from the injection parameters) for any discernible
trends. Instead of using the Euclidean distance in pa-
rameter space Θ or the (computationally intractable)
geodesic distance in signal space S, we consider the dis-
tance with respect to the pullback metric at the injection
parameters. This is given component-wise by Eq. (15),
where the Fisher information I(θinj) is in turn approxi-
mated by the sample covariance of the posterior bulk in
Sec. IV A 1. A plot of overlap against the injection-metric
distance is shown in the inset of Fig. 12, for the 30 set-I
nodes in R1\R0 and the 675 nodes in R2\R1. There is a
slight negative correlation between overlap and distance,
as well as between number density and distance; how-
ever, these trends are not particularly pronounced (and
even less so if the Euclidean distance is used).

The results from the analysis of R2 are admittedly less
reliable than those for R1, since we do not (and cannot)
increase sampling resolution by anywhere close to the
factor of 106 that is required to compensate for the larger
volume. Even if we were able to, the size of the data set
for clustering would also have to be raised accordingly for
high-resolution sampling to be meaningful. As a heuristic
assessment of sampling error and its increased impact in
extended regions, we briefly discuss our analysis of a final
region: the Cartesian product of intervals

R3 :=
∏
i

[θinj,i − 100 δθi,θinj,i + 100 δθi], (42)

whose results we do not present explicitly here (although
we do use one of the identified secondary nodes as a case
study in Sec. IV A 4). Two identically initialized sam-
pling runs are conducted for Lexpl over this region, each
with & 106 independent samples drawn after & 109 like-
lihood evaluations. It is immediately clear from their
density plots that the two sets of posterior samples are
concentrated in very different sub-regions, and thus that
clustering will give inconsistent results as well. This also
points to a systematic undercounting of clusters, which
worsens as the analysis region is expanded. Nevertheless,
the convex hulls of the raw posterior samples from the
two runs are similar in both shape and volume (∼ 10−6

relative to R3), which gives a more reliable indication of
where secondaries are absent, as well as a very conserva-

tive upper bound on their coverage of parameter space.

4. Case study A

We now examine in detail the actual posterior surface
over the vicinity of an example secondary node in R3—
specifically, the node with the highest overlap value found
outside R2. Relative to θinj from Eq. (35), this node
(labeled A) is given by

θA − θinj = (−30, 13, 228,−53, 13,−482)× 10−3. (43)

Its associated signal has an approximate overlap of 0.81
against the injection, but a full overlap value of only 0.39.
This is nevertheless a significant example of degeneracy,
especially considering its large injection-metric distance
from the injection parameters (& 2 × 105), and it is not
inconceivable for an uninformed search algorithm to flag
the secondary represented by node A as a separate can-
didate source (with a detection SNR of ≈ 0.4 ρinj).

The approximate likelihood Lapp is sampled over a flat-
prior region RA centered on θA, with the same extents
as R0. A traditional inspection of the marginal posterior
densities, either of their Gaussian-analogous 1-σ contours
(the solid black curves in Fig. 13) or their density plots
(not shown), presents nothing particularly out of the or-
dinary; the posterior might be construed at this stage as a
moderately deformed Gaussian distribution, centered on
a point that is close to node A. We find however that
any attempt to localize this (or any other) secondary
by simply enlarging and re-centering the prior region—
“chasing” the secondary, as we not-so-affectionately term
it—turns out to be futile. Hints as to why this is the
case are provided in Fig. 13 by the other visual indica-
tors introduced in Sec. IV A 1. While the sample mean
and covariance are at least somewhat consistent with the
marginal 1-σ contours, the projections of the super-level
set (points within the Gaussian-analogous 1-σ contour
for the joint posterior) are not. The MAP estimate also
falls in a location that defies reasonable prediction.

Our findings seem to indicate that secondary A can-
not be localized; i.e., there does not exist a topologically
connected subset of parameter space U 3 θA with some
neighborhood V ⊃ U such that the posterior probability
is approximately zero over V \ U . We do not make this
argument rigorous, but offer an anecdotally supported
conjecture that it holds generally for all secondaries, as
well as a partial explanation for the phenomenon (see
Sec. IV B 2). Another important qualitative distinction
between the primary posterior peak and a typical sec-
ondary might be the presence of fine structure. The pos-
terior surface over the region RA is not quite unimodal,
and appears to comprise multiple local maxima that are
strongly but not strictly connected to one another. This
is inferred from the fact that the maximal pre-distance
between node A and all posterior samples in the super-
level set is ≈ 0.1. Node A itself is at least a stationary
point of the posterior, from visual examination of the
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FIG. 13. Various visual indicators of posterior distribution over RA (a small region around secondary node A), computed using
the approximate likelihood and a flat hyperrectangular prior. The prior extents are the same as in Fig. 8. Black square: Node
A (the prior centroid). Black triangle: MAP estimate. Solid black curves: Level sets (38) of the marginal posterior densities pij
(1-σ level for a bivariate Gaussian distribution). Dashed black ellipses: 1-σ ellipses corresponding to projections of the sample
mean and covariance. Red points: Projections of posterior samples in the super-level set (39) of the joint posterior density
p (1-σ level for a six-dimensional Gaussian distribution). All four visual indicators will coincide exactly for a multivariate
Gaussian distribution. Inset: Comparison of phase trajectories ϕj(t) between the signal injection and the signal template at
node A. Only the dominant (2, 0, 0) modes (third from top) are in phase for a substantial fraction of the analysis duration.
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FIG. 14. Various visual indicators of posterior distribution over R′A (a larger region around secondary node A), computed
using the approximate likelihood and a flat hyperrectangular prior. The blue square in each panel corresponds to the plot
range in each panel of Fig. 13. Black square: Node A (the prior centroid). Black points: Representative nodes for four other
secondaries identified in R′A. Solid black curves: Level sets (38) of the marginal posterior densities pij . Dashed black ellipses:
1-σ ellipses corresponding to projections of the sample mean and covariance. Colored points: Clusters of posterior samples
in the super-level set (39) of the joint posterior density p. These are the subsets of samples that are connected to each node,
and not connected to any of the other nodes. Inset: Connection between node A and the highest-overlap node in R′A, i.e., the
overlap value against the injection along the black line in each panel.
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conditional densities Lapp(θi|θj 6=i = θA,j), but we are
unable to rule out the saddle-point case due to severe
instability in the numerical derivatives.

As we “zoom out” on secondary A by a factor of eight
(i.e., sample from Lapp over a larger flat-prior region R′A
with extents 8 δθ), we encompass additional local max-
ima that are now disconnected to one another. The ex-
istence and proximity of these other secondaries is likely
the main impediment to the localization of secondary
A; indeed, their presence cannot even be discerned from
the traditional approach of considering only the marginal
posteriors (see solid black curves in Fig. 14). To resolve
and visualize the multiple secondaries in this region, we
again apply our clustering algorithm to all samples in the
super-level set of the posterior over R′A. Five nodes (in-
cluding node A) are identified, and their associated clus-
ters are shown grouped by color in Fig. 14. These clusters
do not exhibit a high degree of order in their spatial struc-
ture, and are also underpopulated due to increased inter-
connectivity, i.e., many points in the super-level set are
connected to more than one node, and thus do not appear
in any cluster by definition. Nevertheless, the clustering
analysis provides clear evidence of additional maxima in
the region (see inset of Fig. 14), and demonstrates how
secondaries can congeal into larger ones especially when
viewed after projection (marginalization).

5. Case study B

For our second case study, we select one of the highest-
overlap nodes found in the region R2 \ R1. Relative to
θinj from Eq. (35), this node (labeled B) is given by

θB − θinj = (3,−12,−54, 170, 1, 64)× 10−3. (44)

It has a full (approximate) overlap value of 0.72 (0.89),
and its injection-metric distance from the injection pa-
rameters is ≈ 8000. The analysis in Sec. IV A 4 is re-
peated around θB—first in a small region RB with the
same size as R0 and RA (Fig. 15), then in a larger region
R′B with the same size as R′A (Fig. 16).

As its overlap value would indicate, the signal template
at node B strongly resembles the signal injection. The
two signals can no longer be distinguished in a plot anal-
ogous to the inset of Fig. 13, and their dominant (2, 0, 0)
modes remain “in phase” over the full analysis duration
(see inset of Fig. 15). This increased resemblance over
node A might partly explain why the visual indicators
in Fig. 15 are slightly less inconsistent with one another
than in Fig. 13. However, secondary B is still distinctly
non-Gaussian, and like secondary A it resists all attempts
at localization. Fine structure is present here as well—
for all samples in the super-level set of the posterior over
RB, the maximal pre-distance from node B is ≈ 0.1. For
the posterior over R′B, we see once again from Fig. 16
that the marginal densities show only a single contiguous
secondary peak without any hints of internal structure.
Clustering reveals seven nodes (including node B) in this

region; more interestingly, it is now possible to identify
clear patterns in the shapes, sizes and relative locations
of the associated clusters. The general existence of or-
dered structure in the posterior surface is expected a pri-
ori, and its verification in this case study also serves to
demonstrate the efficacy of our clustering algorithm.

6. Summary plot

The relative scales of the various sub-analyses in
Sec. IV A are depicted by the summary plot of Fig. 17,
where the starting region R0 (along with RA,B) is unre-
solvable and represented as a point. We draw particular
attention to the secondary associated with pair 15 from
Sec. IV A 2 (see bottom panel of Fig. 11). This is the pair
of nodes inR1 with the largest separation—overtly in the
mass parameters, as shown in the top panel of Fig. 11,
but in many other parameter pairs as well. Its extended
connection indicates at least a ridge-like region of high
posterior probability relative to the immediate neighbor-
hood, and possibly one with non-negligible width (which
cannot be determined from the connection alone). As
seen in Fig. 17, this secondary actually extends well be-
yond R1, and up to a significant fraction of R2.

Our findings in Sec. IV A are clear evidence of highly
non-trivial degeneracy in the EMRI signal space—this
manifests as the presence of many posterior secondaries
with different shapes, sizes, and degrees of connectivity
to one another. While the tools we have brought to bear
in the study can provide insight into specific occurrences
of degeneracy, the cost and reliability of high-resolution
sampling (and the follow-up clustering of data) remains
the impediment to a fully global analysis. There is nev-
ertheless ample room for improvement, and the present
work provides the foundation for extended studies in
the future. Such studies will be especially relevant af-
ter science-adequate waveform models become available
(see additional comments in Secs IV B 3 and VII).

B. Interpretations

1. What actually causes degeneracy?

Broadly speaking, degeneracy arises when strong
modes in the signal injection and template have similar
initial frequencies and time derivatives of these frequen-
cies, such that their phasing is aligned for much of the
analysis duration. Treating the effect of initial phasing
on degeneracy as negligible, we will find it useful to inter-
pret any given secondary (node) θsec as an approximate
root for a nonlinear system of equations in θ:(

d

dt

)k
ωj(t;θ)|t0 ≈

(
d

dt

)k
ωj′(t;θinj)|t0 , (45)

where (j, j′) is a single fixed pair of general mode indices,
and the order k of the time derivative ranges from zero
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FIG. 15. Various visual indicators of posterior distribution over RB (a small region around secondary node B), computed
using the approximate likelihood and a flat hyperrectangular prior. The prior extents are the same as in Figs 8 and 13. Black
square: Node B (the prior centroid). Black triangle: MAP estimate. Solid black curves: Level sets (38) of the marginal
posterior densities pij (1-σ level for a bivariate Gaussian distribution). Dashed black ellipses: 1-σ ellipses corresponding to
projections of the sample mean and covariance. Red points: Projections of posterior samples in the super-level set (39) of the
joint posterior density p (1-σ level for a six-dimensional Gaussian distribution). All four visual indicators will coincide exactly
for a multivariate Gaussian distribution. Inset: Phase difference between the dominant (2, 0, 0) modes of the signal injection
and the signal template at node B, showing that the two signals are approximately in phase over the full analysis duration.
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FIG. 16. Various visual indicators of posterior distribution over R′B (a larger region around secondary node B), computed
using the approximate likelihood and a flat hyperrectangular prior. The green square in each panel corresponds to the plot
range in each panel of Fig. 15. Black square: Node B (the prior centroid). Black points: Representative nodes for six other
secondaries identified in R′B. Solid black curves: Level sets (38) of the marginal posterior densities pij . Dashed black ellipses:
1-σ ellipses corresponding to projections of the sample mean and covariance. Colored points: Clusters of posterior samples
in the super-level set (39) of the joint posterior density p. These are the subsets of samples that are connected to each node,
and not connected to any of the other nodes. Inset: Connection between node B and the highest-overlap node in R′B, i.e., the
overlap value against the injection along the black line in each panel.
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FIG. 17. Summary plot showing the various analysis sub-regions in Sec. IV A: R0 (black points, corresponding to the plot
range in each panel of Fig. 8); R1 (red rectangles, Fig. 9); R2 (green rectangles, Fig. 12); R3 (plot range in each panel here);
RA (blue points, Fig. 13); R′A (blue rectangles, Fig. 14); RB (cyan points, Fig. 15); R′B (cyan rectangles, Fig. 16). The red line
in each panel indicates the projected extent of the extended connection for node-pair 15 in Fig. 11.
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FIG. 18. Fractional differences in the fundamental frequencies
and their low-order time derivatives at time t0, for secondaries
A (Eq. (43)) and B (Eq. (44)) with respect to the injection.

to some small positive integer. (To be more precise, the
notation x ≈ y in Eq. (45) represents |x−y| < ε for some
given ε(j, j′, k) � 1.) In principle, a secondary might
satisfy a system specified by a range of pairs (j, j′), i.e.,
two or more modes are matched well between injection
and template. This is far less common in the signal space,
however, and the injection overlap is likely to be more
strongly determined by a single pair in any case.

From the results of our mapping analysis, we may draw
several anecdotal conclusions about which modes are typ-
ically aligned between injection and template, and to
what degree. For all of the 705 secondary nodes iden-
tified in the large analysis region R2, it is the dominant
mode in both injection and template that is matched,
i.e., j = j′ = 2 in Eq. (45), with j as defined just after
Eq. (17). In other words, only the azimuthal fundamen-
tal frequency ωφ and its time derivatives (up to at least
second order) are similar in the injection and these sec-
ondaries. As an example, the fractional differences in
(d/dt)kωr,θ,φ (henceforth denoted by overdots) with re-
spect to the injection values are shown in Fig. 18 for the
case-study secondaries A and B. A matched azimuthal
mode of motion is a sufficient condition for the existence
of a strong secondary (at least in the regime of low eccen-
tricity and modest initial separation, where j = 2 is the
dominant mode), and our results seem to indicate that
it is a necessary one as well. This is not too surprising,
since our considered injection has around 70–90% of its
overall power in the dominant mode and 10–20% in the
second strongest (see Fig. 2); thus the expected overlap
from a perfect alignment of the dominant modes is & 0.7,
versus . 0.2 for the second-strongest modes.

As highlighted in [23, 24], it is also possible for sec-
ondaries to arise from the matching of different modes
between injection and template, i.e., j 6= j′ in Eq. (45).
These are not encountered in our analysis—partly be-
cause we do not include the sideband modes from Lense–
Thirring precession, and partly because templates with
a j 6= j′ matching of modes tend to occur at greater sep-
arations from the injection in parameter space (as the
initial mode frequencies are now different). It is also un-
clear whether such secondaries will be more common than

the type observed here; while they admit additional pos-
sible combinations of matched modes, their prevalence
really depends on the measure of the set of approximate
solutions to Eq. (45). Nevertheless, the j 6= j′ case (ex-
cluding strong sidebands) is generally less of a factor for
matched-SNR searches because it does not cause secon-
daries that are very pronounced. For our considered in-
jection, the expected overlap from a perfect alignment of
the dominant and second-strongest modes is . 0.4.

When large-scale SNR gradients in the posterior sur-
face are taken into account, the relationship between the
strength of a secondary (relative to the posterior tails)
and its overlap against the injection is no longer straight-
forward. For example, consider two secondaries that
correspond to nodes θsec,θ

′
sec with the same injection-

overlap value, but different optimal SNRs (ρsec, ρ
′
sec) =

(ρinj, 2 ρinj). The difference in log-likelihood between
θsec and a nearby tail region (where ρopt ≈ ρinj and
Ω(hinj, ·) ≈ 0) is half that of the difference between θ′sec

and its nearby tails (where ρopt ≈ 2 ρinj). In other words,
low-overlap secondaries (be they from the j = j′ or j 6= j′

case) are more pronounced relative to the large-scale gra-
dients if they occur in regions of high SNR. This fact
becomes particularly relevant when extrinsic source pa-
rameters are added to the mix, since they have a larger
effect on SNR relative to their measurement precision,
and thus might lead to the (uneven) boosting of low-
overlap secondaries within a typical search region.

2. Why are secondaries non-Gaussian?

Speaking from our own experience, it is natural to hold
two related notions about the nature of EMRI degener-
acy: i) posterior secondaries are unimodal peaks that
can be cleanly localized; and ii) even congealed or de-
formed secondaries can still be characterized as “Gaus-
sian” around a local maximum, with covariances given by
the pullback metric at that point (i.e., the Fisher infor-
mation matrix for a different posterior with that signal
as the injection). This intuition is largely inherited from
the behavior of the posterior bulk around the injection
parameters—not just for EMRIs, but for GW sources in
general. Our mapping analysis now provides empirical
evidence that both notions are invalid, and here we give
a simple theoretical argument to support this conclusion.

Recall from Sec. II that the standard GW log-
likelihood (22) with n = 0 is proportional to the squared
Euclidean distance between signal injection and template
in the data space D (with equipped inner product 〈·|·〉).
For θ near the global likelihood maximum θinj such that
|δθinj| � |θinj| with δθinj := θinj − θ, we have

lnL(θ) ∝ 〈hinj − h(θ)|hinj − h(θ)〉
= δθTinj Iinj δθinj +O(|δθinj|3), (46)

where the Fisher information Iinj := I(θinj) from Eq. (15)
is symmetric and positive-definite. With an uninforma-
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tive prior, the posterior can thus be approximated as
Gaussian over a local neighborhood of θinj ∈ Θ.

An oft-overlooked subtlety is that Eq. (46) alone does
not explain why GW posteriors can strongly resemble
Gaussian distributions up to 1- or 2-σ. Over a sufficiently
small region around a maximum point, the likelihood sur-
face can be well described by only the leading-order piece
of Eq. (46); this does not guarantee that the associated
lengthscales are smaller than the region itself, which is
a requirement for the surface to “look” Gaussian rather
than flat. The other requirement is that the higher-order
central moments must be similar to the multivariate-
normal values for the leading-order likelihood. In partic-
ular, the third-order moments that determine skewness
must nearly vanish. This is indeed satisfied in typical
GW posteriors for the intrinsic source parameters, since
those moments scale approximately in size with the com-
ponents of the third-order tensor 〈∂θh|∂2

θh〉, which are
≈ 0 for parameters that affect signal phasing.

Now consider a secondary likelihood maximum θsec,
with corresponding signal hsec. For θ near θsec such that
|δθsec| � |θsec| with δθsec := θsec − θ, we may write

lnL(θ) ∝ 〈hinj − h(θ)|hinj − h(θ)〉
= 〈hinj − hsec|hinj − hsec〉

+ 2〈hinj − hsec|hsec − h(θ)〉
+ 〈hsec − h(θ)|hsec − h(θ)〉 (47)

= δθTsec Isec δθsec

+ δθTsec〈hinj − hsec|Hsec〉δθsec

+O(|δθsec|3) + const., (48)

where Isec := I(θsec) and Hsec := ∂2
θh(θ)|θsec

. Note
that H here denotes the Hessian tensor of the waveform
model, not to be confused with the Hessian matrix of the
leading-order likelihood (which is −I). Also, the linear-
in-δθsec term in Eq. (48) vanishes because

〈hinj − hsec|∂θh(θ)〉|θsec ∝ ∂θL(θ)|θsec = 0. (49)

The third-order term in Eq. (48) includes the usual
contribution from 〈∂θh|∂2

θh〉, which is again ≈ 0 at θsec,
but picks up an additional piece that scales in size with
the components of 〈hinj − hsec|∂3

θh〉 ≈ 〈hinj|∂3
θh〉. This

quantity generally does not vanish since hinj is not per-
fectly proportional to hsec; although its impact on the
local deviation from Gaussianity is specific to the behav-
ior of h at θsec, it does indicate that secondaries with
higher injection overlaps will tend to look more Gaussian
(as might be expected). Higher-order likelihood terms
aside, the local covariance structure for a secondary is
altered even at leading order, as seen from the second
term in Eq. (48). This quadratic form is not necessarily
positive-definite, but let us say that the sum of the first
two terms in Eq. (48) still is, and that all higher-order
terms are negligible. The inverse covariance matrix is
then not Isec as expected but Isec + 〈hinj − hsec|Hsec〉,
which encodes the local embedding curvature of the sig-
nal manifold S through its dependence on Hsec.

3. How representative are these results?

As discussed at the start of Sec. IV, a more exten-
sive study of degeneracy is not really warranted at this
stage, since any results obtained with existing tools will
change quantitatively for the next generation of science-
adequate EMRI waveform models—or even qualitatively,
if the nature of signal space is severely altered by dis-
tinctive higher-order effects such as transient self-force
resonances [65–68]. Thus it is important to question the
robustness of our results to the expected differences in
waveform models, and whether our conclusions are gen-
erally representative of the EMRI signal space. In par-
ticular, might systematic errors in PN (theoretical) or
adiabatic-fitted (computational) evolution schemes intro-
duce artificial degrees of degeneracy that would be other-
wise be non-existent in more accurate models? Here we
give a heuristic argument for why this is unlikely.

Regardless of the underlying evolution, a sufficient con-
dition for a strong secondary to arise (at low eccentricity
and modest initial separation) is simply Eq. (45) with
j = j′ = 2 and k ≤ 2. We write this more concisely as

(ωφ, ω̇φ, ω̈φ)(t0;θ) ≈ (ωφ, ω̇φ, ω̈φ)(t0;θinj). (50)

The time evolution of the azimuthal fundamental fre-
quency ωφ (along with its radial and polar counterparts)
over the inspiral is fully described by a trajectory of os-
culating geodesics G(t) := (p(t)/M, e(t), ι(t)), whose gov-
erning equations are specific to the EMRI model in ques-
tion. (Recall that the evolution of ι is only neglected in
the AAK model.) In other words, we may decouple its
explicit dependence on time: ωφ(t) = ωφ(G(t)). Both the
instantaneous frequency ωφ(G) and the trajectory G(t)
depend explicitly on the intrinsic source parameters θ,
but the former does so in a model-independent way (it
is simply a characteristic of Kerr geodesic motion [40]).
With such a description, we have

ω̇φ(t) = ∂ωφ(G) · Ġ(t), (51)

ω̈φ(t) = Ġ(t)T · ∂2ωφ(G) · Ġ(t) + ∂ωφ(G) · G̈(t), (52)

where all dependence on θ is hidden for compactness.
We may examine the “approximate solution set” for

the underdetermined nonlinear system (50) by casting it
as a optimization problem. Some shorthand notation is
useful here: let ω0(θ) := ωφ(t0,θ) and δω0(θ) := |ω0(θ)−
ω0(θinj)|/ω0(θinj), with analogous notation for the time
derivatives of ωφ. (The set {δω0, δω̇0, δω̈0} corresponds
to the ordinate values of the green squares in Fig. 18.)
In essence, a secondary node is then simply a point that
minimizes the objective function

f(θ) := |(δω0, δω̇0, δω̈0)(θ)|, (53)

for f below some unspecified threshold value.
The objective surface over parameter space will of

course depend on the variation of Ġ(t0;θ) and G̈(t0;θ)
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FIG. 19. Minimization of objective function (53) with con-

stant Ġ(θ) and G̈(θ), over a five-dimensional cross section of
the intermediate region R1 in Sec. IV A 2 (setting lg µ = 1).
Around 50 randomly drawn starting points are used, with
each leading to a different local minimum; only five of these
are presented here for clarity. Top: Projection of minimum
locations (colored points) onto the (p0/M, e0, cos ι) space, to-
gether with the lines connecting them to the injection param-
eters (black triangle). Bottom: Value of objective function
along the (extended) connecting lines in the top panel.

through Eqs (51) and (52), but the trajectories them-
selves are qualitatively similar across different EMRI
models—modulo the inclusion of transient resonances,
which cannot be treated with Eq. (50) anyway. To
demonstrate that degeneracy does not arise solely from
using any specific trajectory model, let us consider the
case where Ġ(t0;θ) and G̈(t0;θ) are artificially assigned
fixed values over parameter space (say, their values at
θinj). The objective surface is then driven purely by the
variation of ωφ and its partial derivatives with respect
to G, but it is straightforward to verify that there still
exist multiple distant minima in f (see Fig. 19). This
strongly indicates that degeneracy occurs under generic
conditions, and is not merely an artifact of the adiabatic-
fitted AAK trajectories used in our study.

While our conclusions on the nature of EMRI degen-
eracy should generalize to future waveform models, the
single signal injection that we consider is not fully rep-
resentative of injections in other regions of parameter
space. Degeneracy is expected to be most severe at low

eccentricity, since the prevalence of strong posterior sec-
ondaries should be reduced when higher harmonic modes
have a larger contribution to the overall signal power, i.e.,
the injection becomes more distinctive with added de-
grees of freedom to fit. Another consideration is the effect
of the analysis duration T . In regions of parameter space
where the inspiral lifetime is significantly longer than T ,
an extension of the latter will also mitigate degeneracy
(this is not applicable here since all sources plunge after
around T = 2 y). Finally, transient resonant “jumps”
in the trajectories G(t) will be a generically occurring
feature of models with post-adiabatic evolution [65], and
thus of the true EMRI signal space; the presence of one
such jump in the signal injection effectively shifts the evo-
lution of its post-jump part onto a different set of phase
trajectories. This again increases the complexity of the
injection, and should reduce degeneracy as well.

V. IMPLICATIONS FOR DATA ANALYSIS

A. General implications

1. Interaction with detector noise

With the qualitative nature of degeneracy established
in Sec. IV A, we now turn to various implications that
our results pose for EMRI data analysis (both in a gen-
eral sense, and in the context of the standing wisdom
on search, inference, and modeling approaches). The
first question we address is: How likely is it that de-
tector noise will combine with the signal template at a
secondary node to give a higher detection SNR than the
template corresponding to the injection? Under the stan-
dard noise assumptions laid out in Sec. II B, the answer
is straightforward—a false determination of the best-fit
template due to noise is extremely improbable.

As in Eq. (8), let the data be x = hinj + n. From Eqs
(9), (10) and (13), the detection SNR ρ1 of the injec-
tion template h1 := hinj is distributed with mean ρinj

and unit variance. It is straightforward to verify through
numerical simulations that this distribution is normal,
to good approximation. Consider some secondary tem-
plate h2 with an injection overlap of Ω; its detection SNR
ρ2 is also normally distributed with mean Ω ρinj and unit
variance, while the correlation coefficient (normalized co-
variance) of ρ1 and ρ2 is Ω. The probability distribution
of ρ2− ρ1 is then N (ρinj(Ω− 1), 2(1−Ω)), and the prob-
ability that ρ2 > ρ1 is given by

P(ρ2 > ρ1) =
1

2

(
1− erf

(
1

2
ρinj

√
1− Ω

))
. (54)

Thus for threshold injections with ρinj = 20, noise will
lead to false determination of the injection parameters
& 1% of the time only if the offending secondary has
an injection overlap of & 0.97. For the highest-overlap
secondary identified in the analysis regions of Sec. IV A
(Ω = 0.76), the probability of this occurring is ∼ 10−12.
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2. Interaction with multiple signals

The degeneracy study of Sec. IV focuses on non-local
signal templates that strongly resemble a single signal in-
jection. We now use analytic arguments to extend our re-
sults to the scenario where templates have non-negligible
and non-local correlations with the sum of two injections
(which themselves are non-local to each other). Let us
restrict to the case where the injections are uncorrelated,
since i) two injections with non-negligible overlap have
a sum that lies approximately in the span of either, so
they reduce effectively to the case of a single injection;
and ii) injections with near-zero overlap are far more typ-
ical anyway, as shown by the confusion study of Sec. III.
Our analysis remains well motivated in the uncorrelated-
injection case, since it is quite plausible for some tem-
plate to match the dominant mode in one injection with
its own strongest mode, while matching the dominant
mode in the other with its second strongest mode.

To pose a more precise question, let us consider two
uncorrelated injections h1,2, whose optimal SNRs are
ρ1 ≥ ρ2 without loss of generality. Then we ask: What
is the probability that some non-local template h(θ) has
a high enough overlap with h1 + h2 such that its (ex-
pected) detection SNR is ρθ ≥ ρ1? If this turned out
to be even moderately likely, then clearly one would
have to design search strategies with the possibility in
mind. However, the order-of-magnitude argument we
sketch below strongly suggests that the probability of
such an occurrence is negligible. Denoting the individ-
ual injection–template overlaps by Ω1(θ) := Ω(h1, h(θ))
and Ω2(θ) := Ω(h2, h(θ)), the detection SNR of h(θ)
given the sum of injections h1 + h2 may be written as
ρθ = Ω1(θ)ρ1 + Ω2(θ)ρ2. Our calculation relies on some
assumptions about the functions Ω1,2(θ) over parameter
space, which for random θ may be approximated as two
independent and identically distributed random variables
Ω1,2. Based on the overall population of identified sec-
ondaries in Sec. IV A, we will say that Ω1 ≤ 0.8 (beyond
a local neighborhood of θ1). Then for ρθ ≥ ρ1 to be
satisfied, we require that Ω2 ≥ 0.2 ρ1/ρ2 ≥ 0.2.

Another important assumption is to specify the prob-
ability distribution of the random variables Ω. Our map-
ping analysis does not directly provide an empirical de-
termination of the probability density function p(Ω), but
it enables us to posit a rough functional form for p. From
the previous assumption, p only has to be reasonably ap-
proximated for 0.2 ≤ Ω ≤ 0.8. First we write

p(Ω) := − 1

V0

dV

dΩ
, (55)

where V0 is the volume of the full (six-dimensional) pa-
rameter space Θ with respect to some natural measure,
and V (Ω) is the volume of the set of points in Θ with
(absolute) injection-overlap values that are ≥ Ω, i.e.,
V (0) = V0 and V (1) = 0. We will choose a measure
such that the volume associated with a typical posterior
secondary is ∼ 1, give or take a few orders of magni-

FIG. 20. Histogram of injection-overlap values for 251 signals
(with overlaps > 0.5) from inset of Fig. 12. The probability
density for the histogram distribution is well fit by the power
law (56) with α ≈ 7, and is robust to the choice of bin size.

tude (to account for the diversity in the extents of secon-
daries with different injection overlaps). This allows us
to make the simplification that V (Ω) is given by the num-
ber of secondaries with injection-overlap values ≥ Ω, so
that dV/dΩ can be estimated from our mapping analysis.
With such a measure, the volume of the posterior-bulk
region examined in Sec. IV A 1 is also ∼ 1, and thus the
full parameter space has a volume of ∼ 1018.

The above simplification is clearly invalid for Ω & 0.75
(where there are no secondaries), while selection effects
in both sampling and clustering also lead to vastly lower
counts for secondaries with overlaps . 0.5 (by design).
Nevertheless, our data for 0.5 . Ω . 0.75 shows a clear
trend for dV/dΩ, which we will take to hold for 0.2 ≤
Ω ≤ 0.8. Let us assume that dV/dΩ is described by a
power law in the latter range, and write

dV

dΩ
:= C

(
Ω

0.8

)−α
. (56)

The combined set of 705 secondaries from the analyses in
Secs IV A 2 and IV A 3 (the colored points in the inset of
Fig. 12) is distilled to a set of 251 secondaries with over-
laps > 0.5; the distribution of this smaller set is fit well by
Eq. (56) with C ∼ 100 and α ≈ 7 (see Fig. 20). Inciden-
tally, the results from the confusion study suggest that
this power law could be applicable over a much larger
range of Ω than what it was derived from. Assuming
the root-mean-square pairwise overlap of ∼ 10−3 from
that study is indicative of the expected injection overlap
for a random template in this analysis, we might expect
that V (10−3) should be of a similar order of magnitude
to V0 ∼ 1018. This is indeed the case: for Eq. (56) with
C = 100 and α = 7, we find V (10−3) ≈ 3× 1018.

Next we define β := Ω1 + rΩ2, where r := ρ2/ρ1 ≤ 1;
this random variable takes values in the interval [0, 2].
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Since Ω1 and Ω2 are i.i.d. random variables, we have

p(β) =

∫ 0.8

0.2

∫ 0.8

0.2

dΩ1 dΩ2 δ(β − Ω1 − rΩ2)

× C2

V 2
0

(0.8)2αΩ−α1 Ω−α2 (57)

=
C2

V 2
0

(0.8)2αrα−1

∫ 0.8

0.2

dΩ (β − Ω)−αΩ−α, (58)

where δ denotes the Dirac delta function. Under the
assumption Ω1,2 ≤ 0.8, we have β ≤ 0.8(1 + r)—and
since the case of interest is β ≥ 1 (i.e., ρθ ≥ ρ1), we may
restrict our attention to r ≥ 0.25.

The integrand of Eq. (58) is maximal at Ω = β/2; using
the Laplace approximation (which estimates the integral
as the maximum value of the integrand), we arrive at

dV

dβ
= −V0 p(β) ≈ −C

2

V0
(1.6)2αrα−1β−2α. (59)

This implies that the volume of the set of points in Θ
where β ≥ 1 is given approximately by

C2

V0
(1.6)2αrα−1(2α− 1)−1, (60)

where we take C = 100, V0 = 1018 and α = 7. Even
in the most conservative case of r = 1, the set has a
vanishingly small volume of ∼ 10−12. Now, we started
this analysis by considering in isolation the sum of two
signal injections. For a set of N injections, there are
N(N − 1)/2 such sums. The random variables βi asso-
ciated with these sums are of course correlated, but it is
conservative to treat them as i.i.d. in this context. For
N = 200, say, the volume of the set of points where any
βi ≥ 1 is increased by a factor of ∼ 104 to ∼ 10−8—this
is still completely negligible relative to V0 ∼ 1018.

B. Search strategies

The search for signals in GW data really involves two
distinct tasks: detection, which establishes the presence
of a signal; and what we shall refer to as “identifica-
tion”, which maps the detected signal to astrophysically
relevant source parameters (approximately or otherwise).
Detection technically includes the assessment of statisti-
cal significance for candidate signals, but may be treated
in principle as simply the attainment of some threshold
value for the detection SNR. Identification is the step
that connects to inference; it poses less of a separate is-
sue when the parameters have an easily invertible map
to the waveform observables (as is the case for Galactic
binaries [22]), or when standard inference techniques can
already cover the entire space of possible signals (as is the
case for massive-black-hole mergers [69, 70]). For these
sources and those of ground-based observing, the task of
identification is either unnecessary or trivial, leading to

the familiar dichotomy of detection and inference (the
latter is traditionally known as “parameter estimation”).

In the case of EMRIs, detection is relatively straight-
forward. The presence of a signal can be uncovered with
crude waveform models, with completely phenomenolog-
ical ones, or even without models at all (see Sec. V B 2
for a short overview of such approaches). Parameter de-
generacy may give rise to spurious candidate signals, but
does not affect detection of any actual signal itself. On
the other hand, identification becomes non-trivial since
degeneracy endows the inverse problem with a highly dis-
joint set of near-solutions. It remains unclear whether
identification will eventually be necessary as an indepen-
dent step, since a sophisticated sampling algorithm that
is well tuned to the EMRI problem might conceivably
allow inference with a global prior; however, this has not
been demonstrated before, much less in a reliable fashion.
If it proves impractical to move directly from detection to
inference, identification will be required to provide a good
initial guess or to narrow down the prior region. Approx-
imate waveform models might be used in rough searches
to supply such information, but as shown in Sec. IV B 3,
even a weakly physical model can still admit a multi-
tude of near-solutions to its inversion. If the model is
overly simplistic, it might succeed in smoothing out the
search surface, but then may not provide sufficiently pre-
cise and/or accurate prior localization for inference.

The search for EMRIs is further complicated by the po-
tential presence of more than one such signal in the data.
Transdimensional methods [71], as used in Galactic-
binary searches to find sets of signals with unspecified
cardinality, are less viable for EMRIs due to degeneracy
and the greater expense of waveform models. They are
also not as crucial in this context, since an astrophys-
ically realistic set of EMRI signals is far less likely to
“self-confuse” (as shown in Sec. III). A more direct ap-
proach for EMRIs would be to conduct a single-source
search for the global best-fit template, corresponding to
the strongest signal in the data. After performing precise
inference with accurate models, this signal is subtracted
from the data, which may then be searched for the
second-strongest signal. (The same approach might be
taken for massive-black-hole-merger signals, since these
are expected to be more resolvable from one another in
the time domain.) However, the search for the strongest
signal is still hindered by the presence of a second strong
signal, which would manifest in the search surface as an-
other set of apparent secondaries (but see Sec. VI).

1. General sampling algorithms

We now touch broadly on the implications of our re-
sults for the two main classes of sampling algorithms that
will be important in LISA signal searches. The sampling
of source posterior distributions with these algorithms
is of course a key component of inference as well, but
we may view any non-local aspect of inference as be-
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ing part of the search (identification) stage. Most forms
of modeled search rely on the global exploration of some
search surface—not necessarily the posterior—that is de-
fined in terms of cross-correlations (Eq. (13)) or residuals
(Eq. (14)) between data and template. As is well known,
stochastic sampling is required to explore such a surface
for EMRIs, even without accounting for the presence of
degeneracy. This is due to the information volume of
the signal space, which rules out grid sampling with pre-
computed template banks [12]. Let us focus on the case
of a single-source search for the global probability max-
imum, since any difficulties encountered there are only
going to be amplified for strategies that look for multi-
ple candidates at the same time (e.g., transdimensional
sampling, or the online clustering of posterior samples).

Parallel-tempering MCMC methods [50] utilize mul-
tiple Markov chains of “walkers” to explore variants of
the likelihood at different temperatures Ti (essentially
L1/Ti), doing so in parallel and with the exchange of in-
formation. Such algorithms allow walkers to move more
efficiently across the search region than in traditional
MCMC, and thus aid sampling convergence for complex
distributions. They are well suited to coping with the
“noisy” tails of GW likelihoods [72, 73], and should also
be useful for posterior-based EMRI search. In practice,
the strength and prevalence of EMRI degeneracy, coupled
with the miniscule extent of the posterior bulk relative
to the global prior, is likely to necessitate more walkers
and/or temperatures than usual. It might be possible to
circumvent this through a fine-tuning of the temperature
ladder; this could be informed by exploratory studies to
determine the pertinent temperature scales in the EMRI
likelihood, and to do so for a representative range of in-
jections across the full parameter space.

Nested sampling [74] is a more recent paradigm for
Bayesian posterior sampling and evidence calculations.
It involves the iterative replacement of a set of “live”
points with new points of higher likelihood, which pro-
vides an exponential contraction of the prior to the pos-
terior. In the context of EMRI search, a very large num-
ber of live points is needed for sufficient resolution to
chance upon the region containing the posterior bulk—
which can easily be < 10−12 times the size of the prior
region, even for a modest degree of prior localization.
This might be computationally prohibitive, and further-
more it is not clear how to incorporate problem-specific
tuning in the proposal of new live points (the real engine
under the hood of nested sampling, which only assumes
that such points can be generated). As a rough indicator
of the sampling resolution required for the EMRI prob-
lem, we report that for the prior region R2 in Sec. IV A 3,
a slice-nested-sampling implementation [52] with ∼ 104

live points fails to converge on the posterior bulk for the
(considerably smoother) likelihood Lmatch in Eq. (25).

2. EMRI-specific methods

A small number of modeled-search methods for EMRIs
have been proposed in the literature. All of these were
developed using the earliest kludge model [14], which sup-
plies both the injection and the templates in each study.
Nevertheless, the basic ideas that underpin such meth-
ods will apply to the search for realistic signals as well,
provided that models with sufficiently accurate frequency
evolution are used in the analysis. Both tasks of detec-
tion and identification are addressed simultaneously in
modeled search, since each candidate signal is associated
with some high-detection-SNR template from the model,
which in turn has “known” parameters of interest (that
must be specified in order to generate the template).

Semi-coherent search is a broadly applicable strategy
that is similar in effect to annealing-type sampling meth-
ods. As sketched out for EMRIs in [12], it is a modeled
search with “flexible” templates that are phase-matched
against N segments of the data with duration T/N ,
rather than the full data stream over its duration T . Note
however that there are several other (mis)conceptions of
semi-coherent EMRI search—none of which have been
described properly in the literature, if at all. The general
idea of semi-coherent filtering originates from continuous-
wave searches in ground-based observing [75, 76]. In the
context of a pre-computed template bank, it increases the
“reach” of each template so that the density of the bank
can be reduced. When used in stochastic searches (as re-
quired for EMRIs), it works essentially by smoothing out
the search surface, making high-probability regions more
extensive and easier to find. In terms of its interaction
with degeneracy, the semi-coherent approach will likely
congeal secondaries and thus be useful for prior localiza-
tion; the question is whether this localization is sufficient
to transition directly into inference, and if not, then how
many iterations of semi-coherent search (with gradually
increased segment durations) might be required.

Another class of method that is more specific to EM-
RIs exploits the fact that any point θsec with high injec-
tion overlap generally satisfies Eq. (45) for some {j, j′, k},
which can thus be used to inform MCMC jump propos-
als. This is a central idea in [23], where the inversion of
Eq. (45) with θinj → θsec (more precisely, the minimiza-
tion of the associated objective function, as in Eq. (53))
is proposed for combinations of the azimuthal frequency
ωφ and the Lense–Thirring frequency ωφ−ωθ, along with
their time derivatives up to second order. Only j 6= j′

is considered in the original proposal, which effectively
puts the focus on jumping between templates where the
dominant mode in one is aligned with a sideband of the
dominant mode in the other; it is straightfoward to ex-
tend this to include the j = j′ case as well, in light of our
results that highlight its importance. Finding all minima
in the objective function is no less intractable than find-
ing all posterior maxima, of course, and so only a single
“root” is identified per jump—however, this may be of
limited benefit if secondaries are extremely numerous. It
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is shown in [23] that such jumps help with localization
to a broad region in parameter space, but it remains un-
clear whether they are sufficient on their own to cope with
the denser set of secondaries due to intrinsic degeneracy,
when homing in on the posterior bulk.

In [24], similarly constrained MCMC jump propos-
als are integrated with ideas from the semi-coherent ap-
proach in a search pipeline. Shorter half-year segments of
the data are analyzed with either simplified or fully phe-
nomenological templates in a number of separate analysis
stages, but a key feature of the method is the inclusion of
jumps that are informed by fixing the three fundamental
frequencies (and not their derivatives), i.e., the inversion
of Eq. (45) with j ∈ {r, θ, φ} and j = j′. Segment infor-
mation is combined by tracing the evolution of candidate
signals in different segments to the same reference time
t0, and the overall list of candidates is then used to seed a
localized search with full-duration templates. The entire
method is stated to involve some degree of manual inter-
vention and tuning. As in the case of [23], it is demon-
strated on data sets with high-SNR injections as part of
the Mock LISA Data Challenges [25]; the final parame-
ters reported in [24] do not seem to agree with most of the
injection parameters within their expected uncertainties
(this is only an estimation on our part, since no inference
results are presented). Nevertheless, the method appears
to provide solid localization for follow-up analysis.

Apart from approaches that use astrophysically
parametrized EMRI models, there is also the option of
performing minimally modeled or unmodeled searches.
One such proposal [77] features a phenomenological
model that is parametrized directly by the observable
quantities in the signal: the dominant mode amplitudes
(treated as constant), the three initial fundamental fre-
quencies, and their initial time derivatives to third order.
This approach could be useful for search since the model
is extremely efficient, and can overfit physical signals such
that detection sensitivity is not impaired. Its main diffi-
culty lies in mapping the phenomenological quantities to
the source parameters for identification, which ultimately
still requires the inversion of a physical model. Another
proposed strategy is to directly search for EMRI-like fre-
quency tracks in spectrograms of the data, using edge-
detection algorithms [78]. Such excess-power searches are
more limited for EMRIs, due to their low instantaneous
SNR and their place in the SNR hierarchy of the global
LISA catalog. They could be feasible for the detection of
high-SNR sources, but again would have to rely on physi-
cal models for identification, and thus remain susceptible
to the issue of degeneracy as well.

C. Inference (and modeling) strategies

By partitioning the EMRI data-analysis problem into
non-local search and local inference, all that is required
in the latter stage for each candidate signal is to map out
the vicinity of its source parameters in a localized prior

region. Standard posterior sampling, as well as the mul-
titude of techniques proposed for its acceleration, should
be adequate for this purpose (but may still be less effi-
cient if the prior region is too large). A high detection
SNR for the candidate is insufficient to provide confi-
dence that the examined parameter point corresponds to
the parameters of some physical signal, but the nature
of EMRI degeneracy actually works to our benefit here.
One of the key conclusions from Sec. IV is that secondary
posterior peaks are expected to feature pathologies that
are absent in the posterior bulk, which could be a simple
way of vetoing such solutions (see Sec. VI A).

However, we have up till now assumed a fitting factor
[79] of unity between the injection and the template man-
ifold, i.e., hinj ∈ S such that F := maxθ Ω(hinj, h(θ)) = 1.
This ensures that the posterior is well behaved near the
best-fit point argmaxθ Ω(hinj, h(θ)), but it may not be
achievable in practice even with future post-adiabatic
waveforms. A low fitting factor can impact on search
through the reduction of expected detection SNRs, and
might pose a problem for inference even in the case where
F & 0.5. The latter is evident from the posterior around
secondary nodes with injection overlaps as high as ≈ 0.8
(indicative of putative models where those nodes are the
best-fit points)—and also from the results in [42], where
the parameters of an injected signal with fully relativis-
tic mode amplitudes are inferred from a template model
with identical phasing but semi-relativistic amplitudes
(leading to a best-fit overlap of ≈ 0.5 and a multi-modal
posterior). To complicate matters, F alone contains no
information about the template manifold away from the
best-fit point, and so is insufficient as a determinant of
whether and how much the posterior is deformed. As-
suming the source parameters are still correctly and suf-
ficiently localized by the search stage, F < 1 does not
significantly challenge posterior estimation during infer-
ence, but may of course lead to an unacceptable degree
of bias for precision applications of EMRI observations.

The well-understood need for low or manageable bias
in high-precision inference [80], as well as the strong de-
pendence of EMRI-specific search strategies on models
with the correct frequency evolution, will impose con-
straints on modeling accuracy that have yet to be deter-
mined. Degeneracy does not impact directly on accuracy
requirements, but is still relevant through its influence on
data-analysis approaches. Studies on modeling accuracy
are required at a level beyond simple dephasing argu-
ments or fitting-factor calculations, and are presently be-
ing undertaken as part of the LISA Science Group’s work-
package activities. In terms of modeling strategies, de-
generacy would appear to severely handicap approaches
such as the construction of reduced-order-modeling sur-
rogates [81–83] in the time or frequency domain (at least
in the global sense). These waveform-level fits are al-
ready unlikely to be practical for EMRIs due to the length
and complexity of signals, and the added severity of non-
local correlations seems to rule out their viability beyond
highly localized regions in parameter space. The data
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compression provided by reduced-order modeling itself is
still useful in EMRI modeling, however; as demonstrated
in [11], it only needs to be applied to the set of instanta-
neous mode amplitudes over the space of Kerr geodesics.

VI. SUGGESTIONS FOR DATA ANALYSIS

A. Simple post-hoc vetoes

Notwithstanding the efficacy of search strategies, the
main concern for EMRI search is that secondaries of ac-
tual signals might be falsely identified as candidate sig-
nals. There are two specific sub-scenarios to consider: i)
the actual signals themselves are found, and ii) they are
not. The former implies the existence of a set of ≥ 2 can-
didate signals; a simple check would then be to compute
the pairwise overlaps among all of them (effectively, to
cluster the candidates using the direct overlap as a mea-
sure of connectivity, as mentioned in Sec. II D). From the
results of our confusion study in Sec. III, we do not expect
& 1% overlap between any two candidates. If this occurs,
the pair should be flagged as a possible manifestation of
parameter degeneracy for follow-up analysis.

In the latter sub-scenario (which could arise after the
above veto, or for a single incorrectly identified candi-
date), there exists a set of ≥ 1 candidate signals that are
virtually uncorrelated with one another. If any of these
candidates is a secondary for some actual signal that was
not found due to search error, this should immediately be
evident when attempting to estimate the posterior in the
vicinity of its associated parameters. The obtained pos-
terior is expected to be highly non-Gaussian and difficult
to localize; further checks could involve comparison to ei-
ther a Fisher-matrix analysis, or to a simulated posterior
with the spurious candidate as an injection.

B. Veto “likelihood” function

Annealing-type sampling methods such as parallel-
tempering MCMC involve exploring the likelihood at dif-
ferent temperatures (L1/Ti) to efficiently converge on the
posterior bulk. However, the relative log-likelihood gra-
dients near the injection parameters and near some sec-
ondary node are unaltered by annealing, i.e., the ratio
between lnL(θinj) − τ(θinj) and lnL(θsec) − τ(θsec) for
local tail values τ(θ) := −ρ2

θ (see Eq. (24) and related
discussion) is preserved for all Ti. This means that sec-
ondary likelihood peaks remain present at all tempera-
tures, and a large number of high-overlap ones can still
cause problems in practice. Here we suggest a modified
“likelihood” that suppresses secondary peaks by account-
ing for the expected spread of individual-mode detection
SNRs, in order to provide improved identification in the
search stage. Specifically, we define a sampling density
L′(θ) such that for a typical secondary node θsec, the
difference lnL′(θsec) − τ(θsec) is much reduced from its

original counterpart lnL(θsec)−τ(θsec). We also demand
that L′(θinj) ≈ L(θinj) in the vicinity of θinj, so as to
facilitate a smooth transition into inference. More pre-
cisely, the volume of the corresponding “posterior bulk”
should neither be much larger (to give good prior local-
ization), nor much smaller (such that there is no need to
compensate with increased sampling resolution).

We begin with a generic angular and frequency-based
decomposition of any EMRI waveform into a small num-
ber M(θ) of strong harmonic modes:

h(θ) ≈
M(θ)∑
m=1

hm(θ), (61)

where M(θ) varies slowly over parameter space and re-
ally only depends strongly on the orbital eccentricity. For
any given analysis, we may fix M(θ) to some maximal
value M in practice. Throughout most of this work, we
have used the AAK model with m ≡ j and M = 4 (see
Eq. (17)), but the decomposition (61) is compatible with
all other standard approaches in EMRI modeling (see
Sec. II A). Note however that a decomposition into angu-
lar harmonics alone (as done for comparable-mass-binary
waveforms) is insufficiently discriminative for our pro-
posal, which relies on there being a distinctive spread in
individual-mode optimal SNRs for each source.

Our desired likelihood L′ must naturally make use of
the discrepancy between the mode structure of a putative
signal at each θ, i.e., the vector of mode optimal SNRs

[vopt(θ)]m := ρopt(hm(θ)) (62)

with ρopt as defined in Eq. (12), and the mode informa-
tion that is actually recovered from the data x at that
same point, i.e., the vector of mode detection SNRs

[vdet(θ)]m := ρdet(hm(θ)) (63)

with ρdet as defined in Eq. (13). This allows the point θinj

(where E[vdet] = vopt) to be differentiated from any typi-
cal θsec (where only a single component of v is matched).
In fact, the discrepancy between vopt and vdet is already
partly accounted for in the standard log-likelihood (22),
which may be written more evocatively as

lnL = 〈x|h〉 − 1

2
〈h|h〉 − 1

2
〈x|x〉

≈ vopt · vdet −
1

2
〈h|h〉 − 1

2
〈x|x〉, (64)

where all dependence on θ is implicit. The approxima-
tion in Eq. (64) is due only to the truncation of modes
in Eq. (61), whereas 〈h|h〉 ≈ |vopt|2 if we further assume
〈hm|hm′〉 ≈ 0 for all m 6= m′ (which is generally valid).

Computation of the constant final term in Eq. (64) is
not needed in practice except for evidence calculations,
and the penultimate term varies much more slowly than
the first with respect to most parameters that affect phas-
ing. Thus the first term is the main determinant of the
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FIG. 21. Standard and veto log-likelihood values along an ex-
tended connecting line through the injection parameters and a
strong secondary node from Sec. IV A 2—specifically, the set-I
node of pair 2 (red point in middle panel of Fig. 11). The ap-
proximate inner product (19) is used for clarity, although the
general concept holds for the full inner product (8). Dashed
curves are annealed versions of the respectively colored stan-
dard and veto (Q2) log-likelihoods, with a temperature of 10.

likelihood profile over parameter space—its value is closer
to ρ2

inj at θsec, and closer to zero at θtail. A direct strat-
egy is then to suppress the first term to zero at θsec, using
a similarity-like quantity Q : Θ→ [0, 1] that depends on
some measure of discrepancy between vopt and vdet:

lnL′ := Q〈x|h〉 − 1

2
〈h|h〉 − 1

2
〈x|x〉

= lnL− (1−Q)〈x|h〉. (65)

The form of Eq. (65) seems to preclude statistically mo-
tivated definitions where L′ is derived from natural prob-
abilistic statements; nevertheless, such a modification
should facilitate EMRI search, at the cost of invalidating
the interpretation of L′ as a proper Bayesian likelihood.

Our first suggestion for Q is

Q1 := 1− Fχ2

(
|vopt − vdet|2

)
, (66)

where Fχ2 denotes the cumulative distribution function
of a chi-squared random variable with M degrees of free-
dom. The veto likelihood L′ with Q1 works well to
“flatten out” secondaries (see Fig. 21), while the cross-
sectional profile of the density bulk around θinj is only
marginally narrower at the Gaussian-analogous 3-σ value
lnL = −9/2 (and well beyond). Another option for Q is

Q2 := (v̂opt · v̂det)
2q
, (67)

where an overhat denotes normalization with respect to
the Euclidean inner product on RM (v̂·v̂ = 1). The quan-
tity q is empirically determined; it might be defined to
depend on θ via the properties of vopt, but here we treat
it as a tunable hyperparameter. This version of L′ is also
shown in Fig. 21, for q = 20. There are of course many
other viable choices for the functional form of Q, which
only needs to be ≈ 1 near θinj and ≈ 0 everywhere else
(or at least near θsec). Such veto likelihoods can easily
be combined with annealing-type methods to further aid

EMRI search. We leave optimization of the basic concept
in Eqs (65)–(67) for future follow-up studies.

As decompositions of the form (61) are central to
EMRI waveform modeling, the set of modes {hm} for the
veto likelihood can first be pre-determined (in terms of
membership), then obtained as a byproduct of template
generation during data analysis. Similarly, the inner-
product operations 〈hm|hm〉 in vopt (and vdet) may be
bypassed with a pre-computed fit. The veto likelihood
is however penalized with added online cost through its
reliance on vdet, which entails M evaluations of 〈x|hm〉.
All other operations have negligible cost relative to the
inner product at full sampling resolution, and thus the
final cost of the veto likelihood is approximately M times
that of the standard likelihood. This may seem like a sig-
nificant penalty even for modest M , but the hope is that
it will be more than offset by the increased efficiency of
search. Sampling algorithms will no longer have to ex-
plore a large number of probability peaks en route to
the global peak; this in turn will increase the reliability
of candidate detections, and accelerate the transition to
performing inference on individual signals.

VII. CONCLUSION

Self-confusion and degeneracy for EMRIs, as we have
defined them in Sec. I B, are both manifestations of the
fact that sources with very different parameters can have
signals that strongly resemble one another. The former
term is used in the context of a finite set of putative
EMRI signals that might plausibly be present in LISA
data, while the latter refers instead to the continuum of
possible EMRI signals described by a physical waveform
model. We have shown in Sec. III that self-confusion is
unlikely to arise in reality—for a typical set of ≈ 200 de-
tectable sources distributed according to a representative
astrophysical model, the root mean square of pairwise
overlaps among their two-year signals is ∼ 10−3. On the
other hand, degeneracy is one of the main hindrances to
the search for EMRI signals in LISA data, and we have
devoted the bulk of this work to its characterization.

Several new analysis tools have been introduced in
Sec. II for our study of degeneracy, where existing meth-
ods are inadequate. These include an approximate noise-
weighted inner product that acts on highly downsam-
pled waveform amplitude/phase trajectories, as well as
a bespoke clustering algorithm that uses overlaps along
connecting lines in parameter space to define the degree
of connectivity between pairs of signal templates. In
Sec. IV A, we have conducted an extensive mapping anal-
ysis of the posterior surface over parameter space for a
representative signal injection, which has yielded a vari-
ety of qualitative results. The most notable of these are:
i) secondary posterior peaks are both strong (injection–
template overlaps of . 0.8) and numerous (∼ 103 of
them) in an encompassing region that is & 1012 times
larger than the posterior bulk; ii) they come in differ-
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ent shapes and sizes; and iii) they are inter-connected
and thus cannot be localized. Furthermore, the condi-
tions that give rise to secondaries are very natural, as
discussed in Sec. IV B, and thus they are expected to be
a generic feature of the EMRI signal space.

Our results hold several implications for EMRI data
analysis, as we have discussed at length in Sec. V. The
fundamental interaction of degeneracy with detector
noise or with multiple actual signals is unlikely to cause
false positives or negatives in the search for candidate
signals, but this may still arise in practice due to the
technical limitations of stochastic search methods. Re-
gardless, previously proposed strategies for EMRI search
are a promising first step in addressing degeneracy; we
have provided a few complementary suggestions of our
own in Sec. VI, to rule out false signals and to better
identify the source parameters of actual ones. We have
however mostly limited the scope of the current study on
degeneracy to illuminate the problem itself, rather than
to develop possible practical solutions. The new tools
and perspectives we have introduced here should help to
inform and direct follow-up work on the latter.

There is also utility in an improved characteriza-
tion of the degeneracy problem, although this is ar-
guably unneeded before the advent of efficient and ex-
tensive next-generation waveform models. For exam-
ple, the global distribution of secondaries over the full-
dimensional space of intrinsic and extrinsic parameters is
still unknown for a single injection—much less a represen-
tative set of injections with different source parameters
and analysis durations. Scaling up the mapping analysis
in this way will require computational enhancements such

as fast LISA-response models, alternative algorithms for
obtaining a large set of high-overlap points, and GPU ac-
celeration of the sampling and clustering steps. Once fast
and fully generic Kerr models with adiabatic evolution
schemes and mode content become available, it might be
worthwhile to perform comprehensive surveys of secon-
daries, with the focus shifting to the quantitative charac-
terization of degeneracy for these specific models. Such
studies could inform the tuning of sampling algorithms
and strategies for EMRI search. Proxy post-adiabatic
models that incorporate approximate or phenomenologi-
cal resonant jumps might also be explored using the tools
we have introduced, in order to investigate how degener-
acy changes in the presence of transient resonances.
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[39] Ondřej Zelenka, Georgios Lukes-Gerakopoulos, Vojtěch
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