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Abstract

We present the Python package Monod for the analysis of single-cell RNA sequencing count data
through chemical master equation models. Monod can effectively identify biological and technical
components of noise, enabling insights into potential pitfalls of standard normalization techniques.
By parameterizing multidimensional distributions with biophysical variables, it provides a route to
identifying and studying differential expression patterns that do not cause changes in average gene
expression. The Monod framework is open-source and modular, and may be extended to more
sophisticated models of variation and further experimental observables.

1 Introduction

The vast majority of single-cell RNA-sequencing (scRNA-seq) datasets [1] are used to identify cell
types, differences in gene expression between experimental conditions, and differentiation trajecto-
ries, based on analysis of a gene count matrices [2]. Gene count matrices are obtained by counting
the number of molecular barcodes with reads aligning to the coding portions of genes, i.e., the
spliced mRNA transcripts. More recently, interest in “RNA velocity,” the inference of trajectory
directions using the relative abundances of unspliced and spliced mRNA [3], has led to recognition
that reads aligned to non-coding sequences may also be informative [4]. Several software packages
have been developed to quantify these modalities [3,5,6], but despite their widespread use for RNA
velocity [7], a natural question they raise has not been addressed: how should spliced and unspliced
count matrices be “integrated,” or analyzed simultaneously, to obtain insights into gene expression
beyond the context of trajectory inference?

One approach to “integrating” spliced and unspliced matrices in a mechanistically coherent way
is to interpret them as realizations of a stochastic system described by a chemical master equation
(CME) [8]. This entails fitting the stationary distributions of observed species and investigating the
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modulation of those models’ parameters to draw conclusions about the mechanisms of transcription
and differential gene expression in biophysical terms. A biophysical, rather than phenomenological,
worldview offers the dual advantages of accommodating more complex experimental observations
and physical phenomena as modular model components, as well as providing a framework for
the design of new experiments [9]. This approach has roots in early 20th-century work on the
modeling and inference of stochastic processes [10]. Augmented by the mid-century theoretical
work of Jacob and Monod [11,12], as well as the late-century advances in the quantification of single
molecules [13–15], the stochastic modeling of microscopic biological processes has become a standard
tool in fluorescence transcriptomics [16–20]. Unfortunately, the scRNA-seq field has not adopted
this approach to any appreciable extent [7]. Several articles have applied the popular Poisson-Beta
and Poisson-Gamma (negative binomial) models to scRNA-seq [21–25], explicitly contextualizing
them as the result of a particular hypothesis about the underlying physics. However, a typical single-
cell analysis takes the negative binomial distribution as a convenient statistical convention or a
model for technical variation [26–28], without discussing any formal basis in stochastic transcription.
We contend that such formalization is desirable for analysis and mandatory for the development of
large-dataset quantitative biology in the long term.

To facilitate computational application and interpretation of CME models, we present Monod,
an extended and packaged standalone version of the algorithms underlying [29]. The Monod work-
flow, which generalizes the previous study to multiple datasets and models, is outlined in Figure
1. First, a set of raw data files (in the loom [3], adata [30], or mtx formats), obtained from align-
ment or pseudoalignment software [3, 5, 6], are loaded in. These files contain spliced and unspliced
mRNA counts for a set of cells and genes. The preprocessing step filters for genes with moderate
spliced and unspliced abundance (violet points) and outputs a random subset (red points) as a list
of genes stored on disk. The data extraction step loads the raw data files and stores the filtered
data matrices and their lower moments to disk.

To infer parameters, it is necessary to define a model object, which characterizes the biological
and technical components of variation. To account for inter-gene coupling through sequencing, the
inference procedure iterates over a grid of technical noise parameters and computes a conditional
maximum likelihood estimate (MLE) for each gene’s biological noise parameters. This approach
provides analytical expressions for the amount of latent variation induced by biology and the
experiment. By applying the inference and analysis workflow to several datasets, or separate pre-
selected cell types, it is possible to compare the distribution shapes and identify differential effects
on mRNA distributions. We use this procedure to investigate the effect of standard normalization
procedures and probe patterns of mechanistically grounded differential expression among neural
cell types.

We implement these methods in the Monod package, which can be installed from the command
line using pip install monod. The source code is available and maintained at https://github.
com/pachterlab/monod. A separate repository, which contains sample data and Python notebooks
for analysis with Monod, is accessible at https://github.com/pachterlab/monod_examples/.
Structured documentation and tutorials are hosted at https://monod-examples.readthedocs.

io/.
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Figure 1: A schematic representation of the Monod workflow. Center: steps of the algorithm. Top:
visualizations produced for the user. Bottom: data objects stored on disk.

2 Results

2.1 Model definition

We focus on a class of bursty transcriptional models of mRNA expression:

∅ k−→ B ×N β−→ M γ−→ ∅. (1)

This diagram encodes a continuous-time Markov chain on a bivariate discrete space of molecule
counts for each gene, where N is an unspliced (or nascent) mRNA species and M is a spliced (or
mature) mRNA species. The rate k is the characteristic burst frequency, such that the number of
transcription events in any time interval of length τ is Poisson(kτ). B is the number of unspliced
mRNA produced per transcriptional event, which is a generally a random variable. β is the splicing
rate, such that a given molecule ofN will become a molecule ofM after an exponentially-distributed
delay with rate β. Analogously, γ is the degradation rate, such that a given molecule of M will
be eliminated after an exponentially-distributed delay with rate γ. At steady state, we fit the rate
parameters in units of k, which is equivalent to imposing k = 1.

Typical fluorescence transcriptomics analyses use a model of random promoter switching [13]
to define B as geometrically-distributed with mean b [20], inducing negative binomial-like [31]
distributions of N and M [18–20, 32–36]. This model describes the dynamics at a promoter that
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randomly switches between a transcriptionally inactive, long-lived state and a highly active, short-
lived state (Section S2.1.1); B is the number of molecules generated in the active state.

The chemistry of the process [37] suggests that a given mRNA molecule may be captured again
after being reverse transcribed into cDNA once. Therefore, we assume that cDNA molecules are
generated according to a Poisson birth process over unity time, such that:

N ′ λN−−→ N ,

M′ λM−−→ M,
(2)

where λN and λM are the Poisson process rates for each species, N ′ and M′ are unobserved in
vivo molecules, and N and M are UMIs observed after capture, amplification, sequencing, and
alignment. We further assume λN := CNL for a constant CN and variable gene length L: the
dependence on L coarsely models the possibility of multiple priming at internal poly(A) stretches
[29].

We use the bursty/Poisson model of biology and sequencing throughout our analysis. However,
to facilitate comparisons with alternative descriptions of biological variation, we characterize and
implement the constitutive model (with B = 1) and two other overdispersed models, with optional
technical noise components, outlined in Section S2.

2.2 Normalization and noise decomposition

The workflow and its mathematical foundations allow us to summarize the noise behaviors implicit
in mRNA distributions. Specifically, the combined models of biological and technical noise deter-
mine the fractions of variation that correspond to intrinsic noise resulting from the discrete numbers
of molecules, extrinsic noise resulting from stochasticity in the transcription rate (i.e., variable burst
size) between cells, and technical noise, resulting from stochastic sequencing of cDNA libraries. We
describe these noise decompositions in Section S3.1.

This mechanistic approach to noise decomposition affords a mechanistically grounded alterna-
tive to standard sequencing analysis workflows, which normalize and log-transform data to reduce
or re-scale variation [2]. Such standard workflows are premised on empirical observations of overdis-
persion with respect to a Poisson distribution in observed data (typically modeled using a negative
binomial distribution), and an assumption that this variance is technical [28].

Formally, in standard workflows the steps are typically conceptualized as accounting for tech-
nical variation under the following model:

Mi =Multinomial(Xi, p1, ..., pg), (3)

where i is the index of a cell, g is the total number of genes, p1, ..., pg are the probabilities of sampling
each gene, assumed uniform across cells, and Xi is a stochastic scaling factor that represents
the number of mRNA captured in each cell [2]. This model incorporates a simple description of
variability in the sequencing chemistry, but omits all variability in the underlying biology, which may
be substantial. With Monod, it is possible to investigate whether this conceptualization holds, and
whether normalization actually removes technical noise. As normalization is targeted at stabilizing
the distributions of high-expression, noticeably overdispersed genes (Figure S3a), we focus on its
impact on this subset.

First, we used the log1pPF procedure [38, 39], described in Section S5.2, and computed the
fraction of variance retained by applying it to the spliced count matrix, relative to the raw data.
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For this analysis, we used the entire glutamatergic neuron population from a single mouse sam-
ple consisting of cells from the primary motor cortex. This fraction, calculated according to the
procedure in Section S3.1, putatively represents the amount of per-gene biological variation under
the model in Equation 3. The results are shown in Figure S3b: the amount of variation smoothly
decreases with the average expression. Therefore, the procedure tends to attribute overdispersion
to technical effects.

Next, we extracted glutamatergic cell subtypes, fit the bursty model with technical noise out-
lined in Section 2.1 to each subtype using Monod, obtained the parameter maximum likelihood
estimates, and applied the analysis outlined in Section S3.1.1. The results are shown in Figure S3c,
and demonstrate an increase in biological noise with average expression: the procedure tends to
attribute overdispersion to biological effects. Applying the noise decomposition reported in Equa-
tion S17 to compute the fraction of per-gene biological variation based on the entire glutamatergic
dataset produced largely the same behavior.

The results for the two procedures are compared in Figure S4; the noise attributions are starkly
discordant. Even though the true amount of biological variation is unknown, we can compute a lower
bound on this variation by evaluating the fraction of inter-subtype variance in average expression
relative to total variance in the cell type (Section S3.1.1). Comparisons to this lower bound are
shown in Figure 2: the mechanistic analysis is concordant with the lower bound for all genes,
whereas the normalization procedure consistently violates it for high-expression genes of interest.
This result suggests that caution in the interpretation of normalized data is warranted.

2.3 Identification of differential expression patterns between cell types

Coarse cell types are defined with reference to a set of known, high-expression marker genes,
which are leveraged to obtain clusters with statistically identifiable differences in average marker
expression [2]. We propose that a more interpretable picture of differential expression patterns can
be gleaned through using distributions parameterized by biophysical variables. Here, we take the
first step using a post hoc analysis: we fit a model to pre-clustered cell type data, then select genes
that appear to have substantial deviation in biological parameters between cell types. The details
of the procedure are described in Section S3.2.

In the broadest sense, the task of identifying differentially expressed (DE) genes can be viewed
as a statistical hypothesis test. This hypothesis test identifies differences in a test statistic of
interest. Therefore, we find it useful to introduce the notation DE-θ to denote tests using θ as a test
statistic. In this notation, the typical approach uses a DE-µϕ(M) test, i.e., it identifies differences
in the mean µ of some transformation ϕ (typically, normalization followed by a logarithm) of the
spliced count matrix M. This procedure can identify changes in the location parameter, but leaves
an important lacuna: some genes may show differences in spliced and unspliced count distribution
shapes that are not accompanied by a readily identifiable change in mean spliced expression.

We filtered a set of mouse brain datasets, extracting GABAergic and glutamatergic cell pop-
ulations and storing them in separate loom files. By applying a t-test to spliced count data, which
demonstrate some deviations in mean expression between cell types (Figure S5a), we identified a
set of putative DE-µϕ(M) genes (Figure S5b). Upon fitting the bursty transcription model, we
observed a strongly positive relationship between the cell types’ inferred parameters, albeit with
conspicuous off-diagonal genes (Figure S6a). We constructed a Gaussian model for aleatory varia-
tion in the residuals and used fixed-point iteration to detect outliers, putative DE-b, DE-β/k, and
DE-γ/k genes (Figure S6b).
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Figure 2: Normalization underestimates biological variation, especially in high-expression genes. a.
The predicted fraction of biological variance under a Monod mechanistic model is consistent with
the lower bound on biological variance obtained from inter-cluster variation. b. The fraction of
biological variance retained after normalization is less than the lower bound (scarlet line: identity
lower bound on biological variance fraction; gray points: genes below the 95th percentile by mean
spliced expression; red points: genes above the 95th percentile by mean spliced expression).

Figure 3: Differential expression analysis with Monod identifies genes that exhibit consistent inter-
cell type parameter modulation across four biological replicates.
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To validate the method for mechanistic DE analysis, we combined the inferred parameters
from four biological replicates and performed a t-test (Figure 3). This procedure identified fewer
genes, which were largely contained in the single-dataset fits (Table S10).

The mechanistic DE approach is reminiscent of negative binomial regression methods previ-
ously proposed for scRNA-seq data [26, 39, 40], but has several key distinctions. The model is not
constrained to be closed-form: the shape of the distribution may be modified to encode hypotheses
about the physics of transcription and sequencing [9]. The data are not assumed to be univari-
ate: we fit bivariate distributions, with an eye to higher-dimensional datasets which may become
available with improvements to isoform resolution [41] and protein quantification [42,43].

Most importantly, the parameters have a specific physical interpretation, which can provide a
natural route for analysis. For example, the co-modulation of the β/k and γ/k parameters (Figure
4, computed from four replicates), suggests that the DE-β/k and DE-γ/k patterns should properly
be ascribed to burst frequency modulation, even though k was not explicitly fit (Section S3.2.1). In a
longer-term perspective, this interpretability can motivate experiments and interventions targeting
the physical phenomena identified through the model.

Figure 4: Non-dimensionalized splicing rate and degradation rate modulation are highly correlated,
suggesting a transcription rate frequency modulation mechanism.

We found that transcription frequency modulation accounts for a large fraction of genes iden-
tified as DE in the two rate parameters, although not to the same extent: targeted modulation
of γ/k appears to be more prevalent than that of β/k. The regulation of degradation has been
implicated in buffering noise [44], and appears to be a standard bioregulatory motif. However, the
specificity and kinetics of these processes on a genome-wide scale are poorly characterized, and it
is not yet clear that the simple one-step model of mRNA processing we explore here is sufficient to
motivate comparisons to the literature on splicing.

Most interestingly, we observed several genes that consistently exhibited transcriptional param-
eter modulation without being detected by the t-test on mean expression. This category included
Cacnb2, Camk2a, Extl3, Garnl3, Kcnh3, Lpgat1, Ndst1, Nhsl2, Nrip1, Prkce, Sdk2, Sv2b, Syngap1,
and Tle4 for b modulation and A230006K03Rik, Dlg1, Sv2b, and Satb2 for k modulation.

Of these, A230006K03Rik, Cacnb2, Camk2a, Dlg1, Extl3, Kcnh3, Lpgat1, Ndst1, Nhsl2, and
Prkce, Satb2, and Syngap1 exhibited a lower than twofold average expression change across the
four datasets. We visualize the raw distributions and their fits for a single dataset in Figure S7.
We omit the discussion of A230006K03Rik, Camk2a, Satb2, Sv2b, and Prkce, as their fits are quite
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poor. Camk2a demonstrates considerable multimodality, likely due to cell subtype localization or
incorrect assignment of Camk2a neurons to the GABAergic class [45]. Sv2b may show multimodality
due to sequencing or alignment ambiguities between its two major isoforms [46]. In addition,
A230006K03Rik and Prkce are uncharacterized. We note the multimodality of Satb2 within the
GABAergic subtype is best evident in the unspliced marginal, providing further motivation for the
quantification of multiple mRNA species.

The identified genes are largely related to cellular structure. Extl3 [47] and Ndst1 [48, 49]
participate in the synthesis of heparan sulfate, a polysaccharide localized to the membrane and
extracellular matrix, but may also have signaling properties. Similarly, Dlg1 codes for a scaffolding
protein with emerging roles in signaling and vesicle trafficking [50]. Lpgat1 is involved in the process
of lipid biosynthesis [51,52]. Nhsl2 appears to participate in actin cytoskeleton assembly [53]. The
role of the other genes is more ambiguous, although they are not inconsistent with cellular structure
regulation. Cacnb2 codes for a calcium channel [54] “required for dendritic development” [55].
Syngap1 encodes a regulatory protein, one of whose roles involves mediating the development of
dendritic spines [56]. Kcnh3 is poorly characterized, but a recent report suggests its variants
are associated with microcephaly [57]. However, the import and basis of cell type differences
in variation rather than average expression is as of yet obscure. The mechanism may involve
expression compensation explored using theoretical tools [58] and recently observed under DNA
repair stress [59].

3 Discussion

Our Python software Monod facilitates mechanistic inference from multimodal scRNA-seq data.
At this time, it is restricted to a narrow set of transcriptional models (driven by a memoryless pro-
cess), technical noise models (Bernoulli- and Poisson-like, with a possible length bias), modalities
(spliced and unspliced mRNA), correlation structure (only intra-gene relationships), and hetero-
geneity structures (a single cell type). While some of these assumptions may be simplistic, the
current approach to single-cell RNA-seq analysis, particularly direct use of spliced count estimates
(derived from UMI counts), corresponds to an even more unrealistic model which omits all biological
variation (Equation 3). With even a basic mechanistic model for integrating spliced and unspliced
counts, we have demonstrated the possibility for interesting discovery. For example, the identi-
fication of subtle distributional differences between cell types is possible by extracting internally
homogeneous cell types based on previous annotations. Furthermore, we anticipate that Monod
can be extended to utilize multimodal data to parametrize more complex mechanistic models.
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[60] Charles R. Harris, K. Jarrod Millman, Stéfan J. van der Walt, Ralf Gommers, Pauli Vir-
tanen, David Cournapeau, Eric Wieser, Julian Taylor, Sebastian Berg, Nathaniel J. Smith,
Robert Kern, Matti Picus, Stephan Hoyer, Marten H. van Kerkwijk, Matthew Brett, Allan
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Joscha Reimer, Joseph Harrington, Juan Luis Cano Rodŕıguez, Juan Nunez-Iglesias, Justin
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