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Abstract

The effectiveness of nonlinear filters depends on many factors, but one of the most important
is how accurately the filter is able to predict the state dynamics of the underlying system be-
tween measurements. For a wide class of Gaussian white noise driven nonlinear systems the
Bayesian optimal prior can be obtained by solving the system’s corresponding Fokker-Planck
Equation (FPE). Unfortunately the Fokker-Planck Equation is a partial differential equation with
dimension equal to the number of states in the underlying dynamical system, making it extremely
difficult to solve for realistic systems due to Curse of Dimensionality scaling issues. As a result
it has been and still largely remains computationally impractical to simulate higher dimensional
Fokker-Planck equations, at least while obtaining very high accuracy across the entire transient
probability density function. This paper presents a general nonlinear filter based on solving the
transient Fokker-Planck equation via Smooth Particle Hydrodynamics (SPH) at lower resolution,
which turns out to still allow for accurate state estimation. The filter is enabled by an efficient
heuristic resampling scheme of the SPH solution also presented here. The FPE-SPH Filter is
able to replicate the accuracy of the Particle Filter and Extended Kalman filter (EKF) for lower-
dimensional systems, while also being more robust than the EKF on certain classes of system.

Keywords: Fokker-Planck equation (FPE), nonlinear filtering, smooth particle hydrodynamics
(SPH), stochastic process, resampling

1. Introduction and Problem Background

Simulating the behavior of nonlinear stochastic systems remains an open problem with a
wide range of engineering applications, including but not limited to nonlinear filtering, stochastic
response analysis, and reliability estimation. One means of predicting the state evolution of
a nonlinear system subjected to Gaussian white noise excitation is solving the Fokker-Planck
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equation (FPE) corresponding to the stochastic differential equation (SDE) of the system [1, 2].
In the case of linear systems with additive noise, the solution is Gaussian. This result was first
established for a simple linear oscillator [3], with the general 2N-dimensional solution long since
incorporated into various texts on the subject [4, 5]. Analytical solutions for the FPE of nonlinear
systems with N > 1 remain generally unavailable with what few results there are restricted to the
steady-state solution. Some of the earliest results on solving the stationary FPE were from [6,
7], with research continuing to this day. However, steady-state or stationary solutions are of
much more limited applicability than the transient response, which is one of the two primary
contributions of this work.

The introduction of the Finite Difference Method (FDM) and Finite Element Method (FEM)
as numerical tools led to significant progress solving nonlinear FPEs in 2 and 3 dimensions.
These tools were applied to steady-state analysis in [8, 9] and for the first time enabled the ac-
curate simulation of the transient FPE of the Duffing and Van der Pol Oscillators as per [10].
Extension into 3D soon followed [11] as well as the extension into 4D for both stationary [12]
and transient [13] solutions. The transition to 4D systems could not be generalized due to the ex-
ponentially increasing computational and memory costs of discretizing and meshing the higher
dimensional state space. This difficulty is generally referred to as the Curse of Dimensional-
ity [14], and has continued to stymie meshed methods such as FDM, FEM [15, 16] or their
modified variants such as multi-scale FEM [17].

Faced with the Curse of Dimensionality related difficulties that mesh-based methods were
subject to, various other approaches including meshfree methods started to be investigated. A
multiresolution meshfree method [18] was attempted with the authors moving on to implement-
ing a Partition of Unity Finite Element Method (PUFEM) approach and applying it to both the
stationary [19] and some transient [20] FPEs in up to 4 state-space dimensions, but still had
difficulty moving efficiently into higher dimensions. Radial Basis Functions (RBFs), another
type of meshfree method, were used to solve the FPE in [21], but the authors did not attempt
higher dimensional systems. Another group simultaneous to this work applied SPH to 2 and 3
dimensional FPEs [22] but also did not attempt to extend the method to higher dimensions, which
significantly complicates matters and is the focus of this work. Entropy Satisfying Discontinuous
Galerkin methods have also been investigated [23], but also of limited state dimension. Recent
attempts have been more successful at simulating higher dimensional systems. This includes
Kumar & Sun’s Tensor Decomposition [24] method, which could achieve solutions in 14 states
for a restricted class of FPEs, though still suffered from computational burden issues in more
realistic 6-state orbital mechanics simulations [25]. Tensor decomposition has also been applied
to high dimensional Hamilton-Jacobi-Bellman equations [26], which are closely related to FPEs,
but only for the infinite horizon (steady state) solution. Additionally, Majda and Chen recently
used conditional Gaussian mixtures to model systems with up to 6 states [27], though with no real
discussion of runtime performance. Recent attempts have been made at applying Deep Learning
to FPE solving in higher dimensions, but usually restricted to stationary distributions [28, 29]
and therefore not applicable to state estimation.

One of the major applications of a transient FPE solution is in performing state estimation for
a wide class of engineering-relevant nonlinear systems. Accurate estimation of the states of a dy-
namical system is essential for proper control during operation. Due to necessary approximations
in the theoretical model of the system and the inherent noise in the system dynamics and mea-
surements, some form of filtering is essential to compute and update system states over time. For
linear systems subject to additive Gaussian white noise excitation the Kalman Filter (KF) repre-
sents both an extremely efficient [30] and theoretically optimal estimator for filtering [31]. As a
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result the KF is the canonical filter for linear problems, but most systems of interest are nonlinear,
often significantly so. To address nonlinear systems, first-order Taylor series linearization was
incorporated to develop the Extended Kalman Filter (EKF). While applicable to many systems,
for other systems the first-order linearization proved insufficiently accurate and/or stable [32].
The need to address these deficiencies led to the development of the Unscented Kalman Filter
(UKF) to offer higher-order accuracy than the EKF [33] by utilizing sigma points instead of
the Jacobian. An innate trade-off for incorporating system nonlinearity via the EKF and UKF,
though, is loss of the Bayesian optimality of the KF in linear problems, and as a result accurate
estimation remains difficult for systems with significant nonlinearity and/or long time between
measurement updates.

These deficiencies have led to a continued search for better filtering algorithms, which has
yielded a wide variety of nonparametric filters to deal with system nonlinearity. One of the
most popular and successful of these methods has been the Monte-Carlo sampling-based Particle
Filter (PF) [34]. While many variations have been developed and implemented [35] they all share
the fundamental characteristics of being relatively easy to code and apply to arbitrary nonlinear
systems including additive or multiplicative noise processes that can be non-Gaussian. PFs have
been successfully applied to a wide variety of practical systems. Unfortunately, the flexibility of
such sampling-based approaches comes with the downside of rapidly increasing computational
demands as the state-space dimension of the system grows, resulting in the PF being constrained
in application by the Curse of Dimensionality [36, 37].

The family of Kalman Filters, Particle Filters, and most other methods of state estimation fall
under the general methodology of recursive Bayesian Filters [38]. It has been known that, for
nonlinear systems subjected to either additive or multiplicative Gaussian white noise excitation,
the optimal Bayesian estimator is given by the solution to the system’s Fokker-Planck equation
(FPE) [39]. The difficulty of solving higher dimensional FPEs both accurately and efficiently has
been the obstacle to implementing a practical FPE-Bayes Filter. Nevertheless multiple groups
have made such attempts using various methods for solving the transient FPE, recently including
Partition of Unity Finite Element Methods (PUFEM) [40] and Tensor Decomposition [41, 25]
though again runtime remains a strong obstacle.

This work presents the design and implementation of the FPE-SPH Filter, a novel general
Bayesian Filter that uses Smooth Particle Hydrodynamics simulations of the underlying dynam-
ical system’s transient Fokker-Planck equation to perform state estimation. Investigation is pri-
marily motivated by the SPH particles representing finite sub-regions of the state space unlike
the infinitesimal supports of particles in a Particle Filter. The hope being that despite greater
algorithmic overhead such a filter can scale better into higher state dimension systems due to not
being a sampling based method. The FPE-SPH Filter is compared to against both an Extended
Kalman Filter and a Particle Filter to assess performance against two- and four-state dynamical
systems, both linear and nonlinear. Results show that the FPE-SPH Filter is both more robust
than the EKF on certain systems and approaches the accuracy of the PF with orders of magni-
tude fewer particles in higher dimensional systems, demonstrating the Bayes optimal nature of
the filter albeit at similar runtime for the parameterizations used.

The paper is organized as follows. Section 2 and Section 3 provide an overview of the
theory behind SPH and the dynamical systems investigated respectively. Section 4 goes into
detail on the many modifications of and additions to the underlying SPH algorithm to enable
its use as a filter while both speeding up runtime and maintaining field accuracy. Section 5
summarizes the observed difficulties SPH has scaling to four-state systems, as well as adverse
particle phenomena that can significantly impact any system depending on the dynamics. Section
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6 and 7 then discusses the implementation of and selected simulation results from the FPE-SPH
Filter, with conclusions in Section 8.

2. Problem Formulation

2.1. SDEs and the Fokker-Planck Equation
We consider a general system of stochastic differential equations (SDEs) of the form

dx = f(x, t)dt + g(x, t)dW(t) (1)

where x, f ∈ RD, g ∈ RD×DN , and w ∈ RDN subjected to zero mean Gaussian white noise exci-
tation that defines a Wiener Process dW(t) =

√
tw where E [w(t)] = 0 and E

[
w(t)w>(t + t′)

]
=

Qδ(t′), the response process is Markovian and both f and g satisfy the Lipschitz conditions for
existence and uniqueness of the solution. Then, there exists a corresponding Fokker-Planck equa-
tion [1], which defines the time evolution the probability density function p of the system states
and has general form

∂p
∂t

= −
D∑

i=1

∂

∂xi
(D(1)

i p) +
1
2

D∑

i=1

D∑

j=1

∂2

∂xi∂x j
(D(2)

i j p) (2)

subject to the initial condition:

p(x, 0|xo) =

D∏

i=1

δ(xi − xi,o) (3)

where the drift D(1)
i and diffusion D(2)

i j coefficients, which control the convection and diffusion
behavior of the transient FPE respectively, are calculated from the underlying SDEs as

D(1)
i = fi(x, t) +

1
2

DN∑

k=1

D∑

j=1

g jk(x, t)Qi j
∂gik(x, t)
∂x j

(4)

D(2)
i j =

DN∑

k=1

gik(x, t)Qi jg jk(x, t) (5)

The detailed derivation can be found in [42] or other texts. The drift coefficient includes the
extra Wong-Zakai correction term to handle multiplicative noise [43, 44] although only additive
noise systems are considered in this work.

The FPE is recast into a Lagrangian formulation per Combis and Fronteau [45] to avoid
having to discretize large (asymptotically) empty swaths of the state space that the transient
PDF occupies over its evolution. This gives a Lagrangian continuity equation with state velocity
vector V of

∂p
∂t

= −∇ · (Vp) = −
D∑

i=1

∂

∂xi
(Vi p) (6)

with the convection-diffusion velocity for each state Vi defined as

Vi = D(1)
i −

D∑

j=1

∂D(2)
i j

∂x j
− 1

P

D∑

j=1

D(2)
i j
∂P
∂x j

(7)
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For a set of SDEs subject to an additional state measurement process for state estimation, one
also has

dx = f(x, t)dt + g(x, t)dW(t)
y = h(x, t) + v(t)

(8)

such that h ∈ RD, and v ∈ RDO is also zero mean Gaussian white noise excitation where
E [v(t)] = 0 and E

[
v(t)v>(t + t′)

]
= Rδ(t′). The formulation of the transient Fokker-Planck

equation remains unchanged. The FPE for the system is dependent only on the underlying state
dynamics and not on the measurement processes. This allows a transient FPE solver to be im-
plemented as a self-contained propagation step in a Bayes Filter.

2.2. Smooth Particle Hydrodynamics

Smooth Particle Hydrodynamics (SPH) is one of the older meshfree numerical simulation
methods. It was chosen for this work for its potential to scale better into higher dimensions
due to being a meshfree method with neighbor search/updating as the most computationally
intensive step. SPH was first developed by Lucy [46] for use in modeling fission reactions and by
Monaghan [47] for use in astrophysical simulations. The fundamentals of SPH and its application
to various problems have been covered by Monaghan in multiple survey papers [48, 49] and
Liu’s textbook [50] on the method and a more recent survey [51]. Later modifications to the
algorithm typically require some form of local system of equations solving that is less likely to
scale efficiently with increasing dimension than the base algorithm. For that reason, a relatively
pure implementation of SPH is used here with additional modifications primarily focused on
increasing computational performance.

Smooth Particle Hydrodynamics performs two levels of approximation of the governing dif-
ferential equations. The first approximation is the integral representation of a function via the
Dirac Delta function to break the problem into a number of continuous, finite domains:

f (x) =

∫

Ω

f (x′)δ(x − x′)dx′ (9)

where Ω is the domain over which f (x) is continuously defined. This representation is further
modified by replacing the Dirac delta function with a suitable kernel function W(x − x′, h):

f (x) =

∫

Ω

f (x′)W(x − x′, h)dx′ (10)

where h is the smoothing length of the kernel, which determines the radial dimension of the
support domain. To allow substitution for the Dirac delta term with physically sensible behavior
kernel functions should possess the following properties:

1. Delta Function Property: limh→0 W(x − x′, h) = δ(x − x′)
2. Normalization Condition:

∫
Ω
δ(x − x′)dx′ =

∫
Ω

W(x − x′, h)dx′ = 1
3. Compact Support: W(x − x′, h) = 0 ∀x′ < Ωi where |x − x′| ≤ Kh ∈ Ωi

4. Positivity Condition: W(x − x′, h) ≥ 0 ∀x′ ∈ Ωi

5. Decay Condition: W(x − x′, h) should be monotonically decreasing.
6. Symmetry: W(x − x′, h) should have even symmetry.
7. Smoothness: Sufficient degree for computing desired derivatives.

5
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For a more rigorous discussion of kernel function properties the reader is referred to Chapter 3
of [50]. It is worth noting that some of these criteria can be relaxed yet still admit a valid kernel
function, such as the Gaussian kernel and compact support criteria. The next step after the kernel
function substitution is particle approximation of the continuous domain Ω into N many particles
of finite domain and corresponding treatment of the volume differential dx′ as a finite volume
∆Ψ of a particle with corresponding density ρ and mass m such that

dx′ → ∆Ψ j =
m j

ρ j
j ∈ [1, ...,Mi]

where Mi is the number of neighbor particles in the now finite support domain. This results in a
discretized representation of the function as

〈 f (xi)〉 =

Mi∑

j=1

m j

ρ j
f (x j)W(xi − x j, hi) =

Mi∑

j=1

m j

ρ j
f (x j)Wi j (11)

where 〈〉 represents the SPH approximation of the field variable. The first derivative of the
function is computed similarly but involves the derivative of the kernel function Wi j where ri j

represents the Euclidean distance between a pair of interacting particles i and j such that ri j =

‖xi − x j‖,
∇iWi j =

~xi − ~x j

ri j

∂Wi j

∂ri j
(12)

such that the first derivatives are given by the formula

〈∇ f (xi)〉 =

Mi∑

j=1

m j

ρ j
f (x j)∇iWi j (13)

Higher-order derivatives are not necessary for the Lagrangian SPH formulation of the FPE in the
systems examined here so are omitted for brevity (see Section 2.3 in Monaghan [52]). Particle
smoothing length hi must also evolve during simulation to maintain a set of neighbor particles.
This is done through proportional updating based on the initial smoothing length ho

i and the
change in density during simulation via

hi = ho
i

(
ρo

i

ρi

) 1
D

(14)

2.2.1. Interaction Symmetrization
Since particles are allowed to adapt their smoothing length h (hi for a specific particle i)

over time, it is possible for particles to have asymmetric neighbor interactions where particle j
influences the density of particle i but not vice versa. This can lead to significant inaccuracies
or instabilities during simulation and needs to be corrected. Multiple methods for symmetrizing
interactions between particles exist but none seem to be noticeably better than the others as per
Section 4.2.5 of [50]. Kernel function averaging was chosen due to programmatic convenience,
which follows the formula

W i j = W ji =
1
2

(
W(ri j, hi) + W(r ji, h j)

)
(15)
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to produce an averaged particle pair kernel interaction W i j that is used in the SPH update equa-
tions. However, it should be noted that this is only for the transient simulation field calculations
used when evolving the PDF. Symmetrization is not used when generating an interpolated prob-
ability density field at an arbitrary set of coordinates Y based on the SPH particle values and
coordinates X, which is how one recovers the PDF for most subsequent analyses. This is because
there is not a particle at Yi; it is simply a location where density is being computed. As a result
one reverts to using the asymmetric form of the summation density equation (16) to compute the
interpolated density 〈ρ(Yi)〉.

〈ρ(Yi)〉 =

Mi∑

j=1

m jWi j(‖Yi − X j‖, h j) (16)

This requires an additional full neighbor search step using coordinate set Y as the query and X as
the reference, which results in a ‘gather’ scheme to sum up the influence of neighboring particles
at locations X j whose domains, controlled by h j, overlap Yi to perform field interpolation.

2.2.2. Spatial and Temporal Convergence
Taylor expansion of the kernel function approximation (10) gives O(h2) spatial convergence,

however this assumes an infinite field of uniformly spaced particles that is not realistic in most
cases. Actual convergence rates depend on both the system studied and algorithm parameters.
Convergence rates of ≈ 1.5 appear to be the rough ceiling for transient FPE simulations perfor-
mance of the systems examined [53].

Temporal convergence and stability of SPH depends on the time integration method selected.
For this work a simple Euler integration scheme is used mainly out of desire to avoid repeated
interacting neighbor pair calculations at each timestep, especially since initial tests with Leapfrog
and Euler-Heun integration schemes showed minimal performance upside for the added costs and
complexity.

Xt+1
i = Xt

i + V t
i ∆t (17)

For any explicit scheme the allowable timestep size ∆t is subject to the necessary Courant–
Friedrichs–Lewy (CFL) criterion [54]. This expression has been modified for a Lagrangian par-
ticle simulation where the length interval is chosen as the net distance of the nearest neighbor of
each particle ri j and the velocity is simply the net velocity of each particle, both readily available
values. The timestep is then the minimum of this ratio across all particles

tCFL = CCFL min
i

[
min j,i ri j

V t
i

]
(18)

which ensures particles are not allowed to travel more than a fixed factor of the distance between
their closest neighbor to keep the distribution coherent. The Courant constant CCFL is tunable
based on experiment for different systems.

2.3. SPH as Applied to FPEs

The Fokker-Planck equation is a single D-dimensional continuity equation for the tran-
sient PDF of a system. In keeping with SPH nomenclature probability density is redefined as

7
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p = 〈ρ(x)〉 in subsequent formulas. With the only field variable 〈 f (x)〉 of concern being the
probability density, the SPH update formulas simplify to:

〈ρ(xi)〉 = 〈ρi〉 =

Mi∑

j=1

m jWi j (19)

〈∇ρ(xi)〉 = 〈∇ρi〉 =

Mi∑

j=1

m j∇iWi j (20)

〈 ∂ρi

∂xi j,d
〉 = 〈ρi,d〉 =

Mi∑

j=1

m j
∂Wi j

∂xi j,d
(21)

where particle mass m j in the context of the FPE now defines the probability mass of a particle,
which is a fixed value determined by the initial particle discretization process. For notational
convenience the interaction distance between particles is typically scaled by the smoothing length

ηi j =
ri j

hi
=
‖xi − x j‖

hi
(22)

where particles only interact if the scaled distance ηi j ≤ K where K is the domain scaling constant
specific to the kernel function.

2.3.1. Kernel Functions
Multiple kernel functions tested with the Gaussian and Lucy kernels offered the best overall

performance compared to others, however this came with a trade-off between particle orderli-
ness/stability and faster runtime (Gaussian) versus greater accuracy (Lucy). This is tied to kernel
function geometry, with more sharply peaked distributions behaving like the Gaussian versus rel-
atively flatter distributions by scaled cross-section (see Chapter 6 of [53] for in depth analysis).
Due to lower runtime and better stability in higher dimensions the Gaussian kernel is used unless
otherwise noted, but both kernel functions have their kernel formulas,

WG
i j =αi,De−η

2
i j (23)

WL
i j =αi,D

(
1 + 3ηi j

) (
1 − ηi j

)3
(24)

kernel function derivatives,

∂WG
i j

∂xi j,d
= − 2αi,D


xi,d − x j,d

h2
i

 e−η
2
i j (25)

∂WL
i j

∂xi j,d
= − 12αi,D


xi,d − x j,d

h2
i


(
1 − ηi j

)2
(26)

domain sizing factors KG = 3 and KL = 1, and scaling coefficients for dimension D ∈ {1, 2, 3, 4}

αG
i,D =

1
hD

i π
D/2

(27)

αL
i,D =

1
hD

i

{
5
4
,

5
π
,

105
16π

,
28
π2

}
(28)

presented here for reference.
8
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2.3.2. Initial Discretization
Particle mass mi can be computed through the discretization of the initial PDF, which be-

comes a particle constant during simulation. Initial smoothing length ho
i is primarily determined

by the number of neighbors required to get a good approximation of both the initial distribution
and to give sufficient neighbor interactions to follow the transient evolution of the system. Set-
ting ho

i too low leads to general inaccuracy in the transient simulation, while setting ho
i too high

increases runtime and reduces accuracy at the small scale. Typically, ho
i is chosen to give 5, 21,

and 57 neighbor particles in 1, 2, and 3 dimensions, respectively, based on choosing a particle
radius such that in a uniform lattice Kho

i ≈ 2.4∆x per [50]. These values are refined further per
the methods discussed in Section 4.6.

3. System Models, Error Metrics, and Validation

3.1. Error Metrics
Several standard error metrics are used for different values depending on the analysis being

done, which are listed below for notational reference. εRMS is used to compute a scalar error
metric for the entire simulated field across k many points in the state space and is used to com-
pare transient accuracy against the underlying PDF of one or more simulations. The other error
metrics are used for scalar values such as mean and standard deviation. Relative errors (εR, ε%)
are typically preferred, but can be misleading when the reference value in the denominator nears
0 in which case ε is used.

ε = fexp − fref (29)

εR =
fi,exp − fi,ref

fi,ref
, (30)

ε% =
fi,exp − fi,ref

fi,ref
100 (31)

εRMS =

√√√
1
k

k∑

i=1

(
fi,exp − fi,ref

)2
(32)

3.2. Simulation Validation
All linear systems subject to additive noise excitation regardless of dimension possess an-

alytical transient solutions to their corresponding FPE. Given how few nonlinear systems have
analytical solutions even upon reaching steady-state/stationarity, linear systems are important
benchmarks for absolute performance of any algorithm. The closed form solution to the Linear
Time Invariant (LTI) Fokker-Planck equation that defines an Ornstein-Uhlenbeck process can be
found in various texts including [5].

While work continues on solving the steady-state FPE alone via various methods including
orthogonal decomposition [55] and tensor decomposition [56], this would still leave the transient
field unaccounted for which is of greater importance for many applications such as nonlinear fil-
tering. Monte-Carlo simulations are used to generate baseline solutions for all nonlinear systems
investigated here. Being a sampling based method, Monte-Carlo simulations are also subject to
Curse of Dimensionality scaling effects [36], but GPU acceleration allows for the reasonably effi-
cient generation of a small set of reference solutions even with hundreds of millions of samples.

9
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For this work a Milstein integration scheme was originally used, which simplifies to an Euler
scheme for the systems here with only additive noise [57].

3.2.1. Optimal Histogram Binning
Using Monte-Carlo simulations for reference solutions also means that choosing how to bin

the samples becomes another design choice while analyzing results. An algorithmic approach
to maximize reproducibility of results and automate analysis would be ideal. One method to do
so is a maximum-likelihood estimation based method developed by Knuth [58] to optimally size
histogram bins for sample sets in arbitrary dimension. For a proposed discretization bin vector
B, the unscaled likelihood is given by the formula

log p(B) = N log(B) + log Γ

(B
2

)
− B log Γ

(
1
2

)
−

log Γ

(
N +

B
2

)
+

B∑

b=1

log Γ

(
Cb +

1
2

)
+ K

(33)

where B =
∑D

d=1(Bd), Cb is the sample count in the b’th bin in the count vector C, and K
represents a constant that can be neglected when computing the optimal number of bins over a
fixed sub-domain of the state space. The optimal bin vector is then found directly as

Bopt = arg max
B

(
log p(B)

)
(34)

The computed Bopt is the best attempt to maximize the resolution of the histogram discretization
while maintaining smoothness between adjacent bins from a Bayesian perspective to best repre-
sent the underlying distribution. This set of bin centers then defines a set of reference coordinates
Xinterp at which to evaluate the simulated PDF and compute the error.

In more than two dimensions this can still itself be a very burdensome process computation-
ally to sweep over all combinations of bin discretization per dimension. However, two assump-
tions can be made to significantly reduce the computational burden:

1. Assume B = B 1D in order to prevent exponential increase in the search space as state
dimension increases.

2. Due to the smooth and continuous evolution of the transient PDF, assume that Bt+1
opt ≈ Bt

opt,
searching only in the neighborhood of the previous optimal discretization vector.

These modifications give slightly different results than using (33) by itself, but have proven to
give smooth discretizations of the Monte-Carlo solution automatically while reducing execution
time of the binning process by orders of magnitude. These reference grids are then used as
interpolation points for the SPH solution when doing any transient FPE performance analysis.

3.3. Dynamical System Definitions

The system equations of motion that are used for our simulation study and their parameters
are presented here. Gaussian distributions are used as the initial conditions in all simulations.
Systems are all driven by additive white noise, denoted as w(t,Σ). The corresponding FPE,
diffusion velocity, or discrete Monte-Carlo equations can be found in [53]. All simulation results
presented are derived from these system dynamics unless otherwise stated.
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3.3.1. 2D Linear Oscillator
The equations of motion for the 2D linear oscillator have the state space representation

[
ẋ1
ẋ2

]
=

[
0 1
−ω2

o −2ξωo

] [
x1
x2

]
+

[
0
1

]
w(t, 2Ξ) (35)

Both an underdamped and critically damped parameterization are used in simulations with
the Gaussian initial distribution and system parameters given in Table 1 below.

Gaussian IC Parameters

Behavior µo Σo ωo ξ Ξ

critically damped
[
5
5

]
1
9 I2 1.0 1.0 0.1

underdamped
[
5
5

]
1
9 I2 1.0 0.05 0.1

Table 1: System Parameters - 2D Linear Oscillator

3.3.2. 2D Van der Pol Oscillator
The equations of motion for the 2D Van der Pol oscillator have the state space representation

[
ẋ1
ẋ2

]
=

[
x2

−2ξωox2

(
εx2

1 − 1
)
− ω2

ox1

]
+

[
0
1

]
w(t, 2Ξ) (36)

A single parameterization that has a long transient time until steady state and generates a
wide volcano traversing the state space is used, with the Gaussian initial distribution and sys-
tem parameters given in Table 2 below. Due to the extremely long time until full convergence,
simulation is typically ended at t f = 100.

Gaussian IC Parameters

µo Σo ωo ξ ε Ξ
[
4
4

]
1
4 I2 1.0 0.05 1.0 0.1

Table 2: System Parameters - Van der Pol Oscillator

3.3.3. 2D Duffing Oscillator
The equations of motion for the 2D Duffing oscillator have the state space representation

[
ẋ1
ẋ2

]
=

[
x2

−2ξωox2 − ω2
ox1

(
γ + εx2

1

)
]

+

[
0
1

]
w(t, 2Ξ) (37)

A single parameterization that produces aggressive distribution deformations and mixing and
results in well space prominent twin peaks in the steady-state PDF is used, with the Gaussian
initial distribution and system parameters given in Table 2 below.

11



Journal Pre-proof
Jo
ur

na
l P

re
-p

ro
of

Gaussian IC Parameters

µo Σo ωo ξ γ ε Ξ
[

0
10

]
1
4 I2 1.0 0.2 -1 0.1 0.4

Table 3: System Parameters - Duffing Oscillator

3.3.4. 4D Nonlinear System
To assess performance in a four-state system, a double cart setup with a connecting spring is

analyzed as shown in Figure 1. Nonlinearity is imparted by a duffing term on the first spring. It
should be noted that an analogous 4D linear system was investigated, sans Duffing term, but the
performance was very similar so only the nonlinear version is discussed in this work.



ẋ1
ẋ2
ẋ3
ẋ4


=



x2
−(k1 + k2)x1 − εx3

1 − c1x2 + k2x3
x4

k2x1 − (k2 + k3)x3 − c2x4


+



0
w1(t, 2Ξ1)

0
w2(t, 2Ξ2)


(38)

A single parameterization is used with the Gaussian initial distribution and system parameters
given in Table 4 below.

System Gaussian IC Parameters

µo Σo k1 k2 k3 c1 c2 ε Ξ1 Ξ2

Nonlinear 04,1
1
2 I4 1.0 1.0 1.0 0.4 0.4 0.2 0.2 0.2

Table 4: System Parameters - 4D Nonlinear System

Figure 1: 4D Nonlinear System Diagram

4. SPH Algorithm Modifications for Simulating FPEs

An overview of the overall FPE-SPH flow is given in Figure 2a, with red borders in these
diagrams indicating new or significantly revised modules compared to a basic SPH implemen-
tation. The high level algorithm flow is rather simple for doing transient FPE solving, with a
rigorous initialization scheme passing a starting SPH distribution to the transient simulation loop
until convergence/termination. The initialization routine shown in Figure 2b uses the specified
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initial distribution to define the boundary of the space (Section 4.2), perform ellipsoidal trim-
ming (Section 4.1), compute an optimal value of h(to) to use for all particles at the start of the
simulation (Section 4.6.1), populate the remaining field variables according to the SPH update
equations, and if desired perform more complex initial condition optimization (Section 4.6.2).

(a) FPE-SPH Algorithm Overview (b) Initialization Routine

Figure 2: SPH Algorithm Block Diagrams

Figure 3: SPH Algorithm Block Diagram - Update
Step

After initialization the transient simulation
loop shown in Figure 3 begins. At each timestep
either a full nearest neighbor search (NNS) or NNS
bypass that reuses the existing neighbor pair list is
done (Section 4.3). In either case these pair values
are used to compute the various density, velocity
and other field values as well as adapt the parti-
cle domains according to the standard SPH update
equations. Analysis of the particle field values and
neighbor sets is then done to determine whether
a neighbor search bypass can be performed at the
subsequent timestep based on the CFL criteria con-
trolled time integration stepsize (tCFL) and the de-
gree of particle neighbor set coherence that esti-
mates the time until new neighbor particles are en-
countered (tNNS). This process continues until t f

or a resampling step is triggered (Section 4.7.1).

4.1. Ellipsoidal Field Trimming

Initialization of the SPH particle field is done
via uniform rectilinear discretization, but that does
not mean the initial distribution domain must also
have rectilinear boundaries. Trimming the particle

set down to a D-ellipsoidal subset significantly accelerates the transient simulations. Not only
are ‘corner’ particles further out, increasing Vi, but they are much more neighbor deficient and as
D increases the particle ratio for a D−rectangle vs D−sphere increases exponentially for almost
no gain. The trimmed set of particles can be defined as

{xo,trimmed ⊂ xo,grid ∈ RD | (x − µo)Σ−1
o (x − µo)′ < Z2

T } (39)

13
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where ZT is a normalized covariance distance value in the tails of the initial distribution PDF
with specified mean µo and covariance Σo. Given that the tails of any FPE solution are decaying
asymptotically to zero, a sufficiently large ZT can be chosen to simulate as much of the initial
probability mass PT as desired, yielding an approximately corresponding domain for the transient
PDF per

PT =

∫
p(x)dx | x ∈ xo,trimmed (40)

Values of PT ≥ 0.990 have proven to be generally stable and sufficient, though no minimum
threshold was rigorously investigated.

4.2. Free Boundary Treatment

The choice of ZT is not completely obvious; no matter where the domain cutoff is defined,
the boundary particles at the edge will suffer neighbor deficiency and an excessive amount will
increase runtime. To assist with rigorous treatment of the free boundary during initialization
two parameters are introduced; the unscaled lattice radius ΛU and the buffer radii count kR. A
variable ΛU takes the place of the heuristic numerical coefficient in the initialization equation,
giving a slightly more general expression

Kho
i = ΛU∆x (41)

where ΛU now serves as the optimization variable controlling ho
i on a fixed grid. To enhance

field accuracy for particles near the domain cutoff ZT , layers of buffer particles should be added
to provide a full complement of neighbors. The number of layers can be controlled by scaling ΛU

by a parameter kR, representing how many extra particle radii worth of distance to discretize in
the domain. Thus each D−dimensional face of the initial rectilinear domain gains an additional
NB = round(ΛUkR) many particles before elliptical trimming. A visualization is given in Figure 4
for multiple values of kR. Elliptical trimming then takes place using a larger cutoff Z̃T that
incorporates the newly added buffer particles, which is easily computable as

Z̃T = ZT

(
1 +

2NB

Ndim − 1

)
= ZT

(
1 +

2 round(ΛUkR)
Ndim − 1

)
(42)

where Ndim is the number of particles per grid dimension on the initial ZT bounded grid, as-
suming a uniform square grid where the outermost particles are coincident with the original ZT

value. The addition of these buffer particles gives a corresponding new number of particles per
dimension Ñdim = Ndim + 2NB, and corresponding boundary adjusted total probability mass P̃T .
These parameters can also be used to define the number of particles per standard deviation of the
initial discretized PDF, Nσ =

Ñdim

Z̃T
, which is useful for comparing simulation resolution across

state dimension D.
Numerical experiments showed that interior distribution accuracy started suffering signifi-

cantly diminishing returns for kR ≥ 2, with the range kR ∈ [1.5, 2] offering a good balancing
of accuracy and runtime increases. A value of kR = 1.5 is used unless otherwise stated in
experiments. Also, there is a lower relative impact on runtime for a given kR the denser the
discretization was (i.e. the larger Nσ is).
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(a) kR = 1 (b) kR = 2

Figure 4: 2D boundary buffer particle calculations for ΛU = 2.4 on a single domain edge (no particles if kR = 0)

4.3. Neighbor Search Bypass

Determining which particles are in the radial support domain Khi of each other to form in-
teracting pairs is the most computationally expensive step of SPH and can be efficiently done via
tree structures utilizing space partitioning methods. For this work k-d tree [59] data structures
used for simplicity and efficiency. While tree-based space partitioning methods suffer from their
own Curse of Dimensionality [60], they are quite efficient in the dimensional range considered
here. Despite being ‘only’ O(N log(N)) in cost scaling significant runtime reductions can be
achieved by reusing valid neighbor lists whenever possible and bypassing the neighbor search
step. Due to the the smooth, continuous evolution of the transient probability density and cor-
responding proportional updating of the particle smoothing length, the particles stay relatively
ordered as the distribution evolves via convection and diffusion. This behavior allows estimation
of a bypass time tNNS that can elapse until a new neighbor particle is able to enter the support do-
main of another in the distribution, necessitating a full update. The bypass time takes the general
form

tNNS = CNNS min
i


∆Xi j

max
(
∆Vi j + ḣi , ε

)
 (43)

where the effective buffer distance ∆Xi j, neighbor particle velocity differences ∆Vi j, and rate of
particle domain support growth ḣi are defined for a k-nearest neighbors implementation as

∆Xi j = max
j∈Bi

(
ri j

)
−min

j∈Bi

(
ri j

)
(44)

∆Vi j = max
j∈Bi

(
||Vi − V j||

)
(45)

ḣi =
ht

i − ht−1
i

∆tt−1 (46)
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with CNNS serving as a scaling constant to incorporate the assumption of the ‘worst case’ instance
of neighbor particles moving normally into the support domain. The denominator is forced to
take a positive, nonzero value for instances where the particle domain is shrinking rapidly enough
to give a nonphysical (negative time) result.

The exact implementation of (43) via (44-46) depends on how the SPH algorithm is coded.
Speed and memory management concerns made a k-nearest neighbors based implementation
more efficient than the often used range search implementation. Instead of using a larger search
radius R = Khi(1 + ∆buffer), a larger target neighbor count of Mi = Mi,I + Mi,B is maintained with
a refresh occurring if any particle has an insufficient number of buffer particles. These sets of
interacting and buffer neighbors are defined as {Ii ⊂ Mi | ri j ≤ Khi} and {Bi ⊂ Mi | ri j > Khi}
respectively. Set membership bookkeeping comes at a marginal added cost when done along with
the recomputing of ri j that is necessary at every timestep. Keeping track of the interacting and
buffer set membership of neighbor particles helps the algorithm scale as the dimension increases
since only the bounding shell of particles needs to be searched for most timesteps instead of the
full neighbor set. Buffer particles can also be skipped in the SPH field update equations since
they will always have a contribution of 0 due to distance. This approach requires each particle
keep a minimum quantity of buffer particles Mmin

B , where a full neighbor pair recalculation is
triggered if they are not present to account for hi growing over time.

Since the system dynamics of the transient PDF can change significantly over time it is
insufficient to simply compute and let tNNS elapse before performing another neighbor update
even if buffer particle counts remain sufficient. An additional routine, presented below, is used to
compare the the previously computed tref

NNS value to the dynamic tNNS(t) value computed at every
timestep and trigger a refresh if the relevant field values in any particles support domain indicate
a timescale less than what has already elapsed. It is also trivial to include a hard limit on the
number of bypass steps allowed without a full neighbor search kmax

bypass as a final safety measure
together with monitoring the minimum number of buffer particles each particle has maintained.

A value of CNNS = 1 computes tNNS under the assumptions that the trajectory of neighbor
particles is normal to the D-sphere support domain of a particle, which would be the maximally
efficient route for a new particle to enter the support domain, and that external neighbor particle
velocity increases linearly with radial distance ri j. The normal path assumption is intrinsically
conservative in underestimating bypass time whereas the linear velocity gradient assumption is
potentially aggressive in its estimation as the velocity gradient outside the known neighborhood
of particles can be nonlinearly increasing. Because of these antagonistic assumptions ensuring a
safe/optimal value of CNNS requires testing.

4.4. Parameter Calibration - CCFL and CNNS

In order to run simulations suitable values of CCFL and CNNS must be experimentally deter-
mined. Calibration of CCFL was done by comparing the net RMS field error, mean and covari-
ance error over time for linear and nonlinear 2D systems over CCFL ∈ 0.5, 0.1, 0.25, 0.5, 0.75, 1
to examine the tradeoffs between accuracy and runtime without neighbor search bypass. Sub-
sequently the trade space for both parameters together was examined for value sets of CCFL ∈
[0.05, 0.1, 0.25, 0.5] and CNNS ∈ [0.5, 0.75, 1.0, 1.25, 1.5] using two different particle spatial den-
sities of Nσ ∈ [5, 8]. Only the nonlinear 2D Van der Pol Oscillator is used for these experiments
as the linear system neighbor sets are too stable over time to give meaningful results.

An upper limit can also be put on the number of bypass steps allowed before a forced full
neighbor search kbypass. Limiting this value makes sense due to the diminishing returns on
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tNNS Update and Termination Routine
Check to see if changes in system dynamics require a full NNS update based on neighbor particle
values

if flagKNN then
Full k-nearest Neighbor update step
tref
NNS ← tNNS (r,V, h, t) . Via (43)

telapsed ← 0
kbypass ← 0
flagKNN ← f alse

end if

while flagKNN = f alse do
All other SPH update steps
kbypass ← kbypass + 1
dt ← dtCFL(r,V) . Via (18)
tNNS ← tNNS (r,V, h, t) . Via (43)
if telapsed + dt ≥ min

(
tref
NNS, tNNS

)
|| mini

(
Mi,buffer

) ≤ Mmin
B || kbypass ≥ kmax

bypass then
flagKNN ← true

end if
end while

runtime reduction from neighbor bypass. This relationship is derivable for a fixed number of
timesteps in an interval via

tbypass =∆tfull + kbypass∆tbypass

tfull =∆tfull(1 + kbypass)

that results an expression for the relative change in runtime of an interval with at least one bypass
step as

tbypass − tfull

tfull
=

kbypass

1 + kbypass

(
∆tbypass − ∆tfull

∆tfull

)
(47)

where the kbypass containing coefficient gives the rate of diminishing returns, functioning as the
weight value of how much ∆tbypass is dominating the interval runtime. When selecting a limit
from the curve even a relatively conservative choice of kmax

bypass = 15 allows for 93.75% of the
maximum theoretical speedup neighbor search bypass can give, which proved to be a suitable
upper limit in subsequent calibration studies.

With an upper limit decided, it is straightforward to generate response surfaces showing the
trade-offs on accuracy and runtime for the previously listed combinations of CCFL and CNNS.
Most important is whether or not the neighbor bypass method introduces any noticeable error
in the solutions. As can be seen in Figure 5 the results remain consistently accurate across the
range of CCFL and CNNS values, proving the formulation was valid. The results are not always
an exactly perfect match, with slight discrepancies in some simulations on the order of 10−7,
but such minute differences were anticipated due to the existence and nature of rogue particles.
Similar almost perfectly overlapping accuracy between all simulations for a specific CCFL are
seen across the RMS error history and the statistical moments as well.
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(a) Nσ = 5 & N = 1245 (b) Nσ = 8 & N = 2617

Figure 5

Having confirmed accuracy is preserved when using the neighbor search bypass scheme, the
gains in computational efficiency can be freely used. As Figure 6a demonstrates these gains are
substantial. Even extremely low, in the context of simulations done here, 1245 particle Nσ = 5
simulations get a runtime reduction of ≈ 48% on average. The 2617 particle Nσ = 8 simulations
getting an even larger ≈ 56% average decrease. In later simulations as N increased significantly
bypass ratios indicated runtime reductions of ≈ 80% were not uncommon. Despite almost iden-
tical gains in runtime the adaptivity of the neighbor search bypass algorithm can still be seen
in Figure 6b, where the Bypass Ratio is simply the ratio of bypassed steps versus full neighbor
search steps. For the low CCFL, high CNNS simulations this quickly saturates to approximately
the hard limit of kmax

bypass = 15, which is what would be expected given the smaller the timesteps
the more can be skipped as particle neighbor sets are much more often going to remain the same.
Meanwhile for the high CCFL simulations, where particles make great strides across the state
space every step changing their neighbor sets more, the bypass ratio drops to between 5 and 12
and never reaches the hard limit. Even then the performance gains are still significant, and the
consistency of the results demonstrates that the mathematical formulation underlying neighbor
search bypass is valid and working as intended adjusting dynamically to the simulated system.

Given all the trade studies presented a final value of CCFL = 0.20 was settled upon for fu-
ture simulations. While there is still room to decrease CCFL in order to maximize accuracy, the
extremely large increase in runtime to be gained from choosing a somewhat larger value on the
range of CCFL ∈ [0.05, 0.25] were considered necessary when attempting to scale to 4D systems
while being able to significantly vary particle spatial density Nσ to examine convergence be-
havior. Since neighbor search bypass performed robustly and reliably across parameter values,
at least in the presence of a limit of kmax

bypass = 15, the theoretical formulation default value of
CNNS = 1 is used. If one is willing to make sacrifices on accuracy a lower value could accelerate
the simulations even more, which might be worthwhile in a filtering context.
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(a) Runtime % difference for Nσ = 5 (b) Bypass ratios for Nσ = 5

Figure 6: CNNS Calibration Experiments - Nσ = 5

4.5. Parameter Calibration - MB and Mmin
B

To optimize neighbor search bypass, which now has a hard limit dictated by kmax
bypass, appro-

priate values of the number of buffer particles to carry around MB and the minimum to trigger
a full neighbor update step Mmin

B must be determined. While theoretically the neighbor bypass
formulation is agnostic to the number of buffer neighbors kept in memory, so long as there is
at least one, in practice the more neighbors can be kept in memory the better for bypass time
estimation and maximizing achieved bypass ratio. The code is implemented such that buffer par-
ticles are tracked as a subset and most computational steps for them skipped to further reduce
runtime. It should be noted that in the prior parameter calibration experiments known safe values
of MB = 12 and Mmin

B = 6 were used.

(a) Runtime percent difference (b) Whole run averaged bypass ratio

Figure 7: Performance metrics for various MB (2D Van der Pol, N = 1674, CNNS = 1)
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Figure 8: RMS history for various MB (2D Van der Pol, N =

1674, CNNS = 1)

Experimental results for the Van der Pol
oscillator with MB ∈ 0, 4, 8, 12, 16, 20 can be
seen in Figures 7-8. Thanks to the efficacy
of the bypass algorithm and parameterization,
there is approximately no accuracy impact
based on MB, indicating Mmin

B = 4 for 2D sys-
tems is reasonable. There is also a clearly op-
timal value of MB = 8 where the bypass ratio
is almost maximized and the maximum reduc-
tion in runtime is achieved. The slow increase
in runtime as MB increases corresponds with
the bypass ratio cap being reached, but due
to the way buffer particles are skipped over in
most calculations even an effective doubling
of particle count results in nowhere near dou-
ble the runtime cost.

One way to choose MB values is
estimation-based on the unit lattice present
during initialization, where MB is chosen
based on the initial smoothing length and sys-
tem dimension to be large enough to incorpo-

rate the next one or two ‘layers’ of neighbor particles that would be considered valid were the
smoothing length increased further. In fact, the optimal MB = 8 value from the calibration exper-
iments matches exactly the value for incorporating the first two extra layers of adjacent particles
in two dimensions. However, given that particles arrangements become at least slightly more
disordered over time relative to one another this is going to be an overestimation as system di-
mension increases and a representative set of surrounding buffer particles does not require a full
unit lattice shell’s worth of particles in higher dimensions. Also, as system dimension increases
the shell approach becomes less practical due exponential scaling and resultant memory costs,
even for 4D systems. Thus buffer count is somewhat reduced for 3D and 4D systems relative to
2D, resulting in final values of MB = (8, 30, 54) selected for 2, 3, and 4 dimensions respectively.
Mmin

B is then simply a fractional value of MB that proved sufficient in testing to produce valid tNNS
values for executing neighbor search bypass. A relatively conservative value of Mmin

B = 1
2 MB was

chosen since even then most simulations routinely approached the bypass limit.

4.6. Initial Distribution Optimization

Instead of just relying on heuristic values, there are potential accuracy gains to be had by
optimizing initial smoothing length ho

i through ΛU . One could also go further and optimize
initial particle mass for a given smoothing length instead of relying on the discretization. If one
examines the SPH summation density equation

ρi =

Mi∑

j=1

m jW i j P f (x) =

N∑

k=1

ckΦ(||x − xk ||) (48)

it is clearly equivalent to a Radial Basis Function (RBF) interpolation problem with Compactly
Supported kernels as per [61]. It is worth noting that Gaussians are admissible kernels for both
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SPH and RBF problems despite technically infinite supports. As an RBF problem there are
additional constraints on a valid solution (non-negative mass) and a potential desire to adjust the
smoothing length of individual particles as needed. So either mass or smoothing length could
be considered the independent variable, or both in iterative fashion. Two different approaches to
optimizing the initial particle distribution were examined to determine their performance impact.

4.6.1. Uniform ho Optimization
The first approach is to select an optimal value for the initial smoothing length ho

i that min-
imizes the error in the initial PDF approximation. This can be done by choosing a value of ΛU

per Equation 41 that minimizes the εRMS field error. Often ΛU is a heuristic value, so this can
improve the initial approximation when done for an arbitrary starting PDF. This can be quickly
done via a coarse sweep over viable values ΛU ∈ [Λmin

U : Λmax
U ] ≈ [2.2 : 3] that preserve the

desired number of neighbor particles. The RMS error is computed at both the actual particle co-
ordinates (P-grid) and a 0.5∆x shifted set of interpolated points (I-grid) to help reduce overfitting
values to the particle coordinate field values. Due to

The result of this optimization is a set of curves for the RMS error of the P-grid, I-grid,
and combined set shown below in Figure 10. Error for each grid was computed only from the
interior particles, with buffer particles neglected. A more accurate field approximation of the
system initial conditions improves both linear and nonlinear system transient field error, but the
accuracy gains in the nonlinear system get damped out over time. Linear systems experience an
almost constant benefit due to the extreme orderliness of the particles, but most systems will lack
this property.

Figure 9: Example εRMS vs. ΛU uniform ho optimization curves for the combined and individual P and I grids (2D
Gaussian IC)
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(a) 2D Linear Oscillator (b) Van der Pol Oscillator

Figure 10: RMS error history comparison of ho∗ for Λ∗U = 2.6 (black) vs. common value ΛU = 2.5 (red) for N = 1649

4.6.2. Mass-Optimization via RBF System Solving
To further refine the initial PDF approximation beyond a uniform smoothing length, the RBF

system defined by ho∗ and P f (x) can be solved to give an optimal initial mass m∗i for each particle
that minimizes the field error of the kernel/RBF system. While there are potential issues with this
system being ill-conditioned the masses can be checked after the fact for positivity and minimal
difference against the mass values from a constant volume discretization. Both conditions held
for the systems examined yielding a valid set of optimal particle masses.

This approach was intended as a less rigorous ‘first cut’ to investigate if there was likely ROI
for more involved initial condition optimization schemes, and to assess if the assertions by Canor
and Denoel [22] that “Therefore, only an accurate representation of the initial condition (even
slightly dispersed) must be worried about.” Despite the significant reduction in IC RMS error for
the RBF optimized m∗i , this did not result in a corresponding reduction in transient PDF error.
Figure 11 shows the linear system had a small constant reduction in transient field RMS error,
but that again is a special case due to the linear system dynamics not disturbing relative particle
order (sans free edge effects). The Van der Pol lost whatever accuracy gains there were almost
immediately, which is the general impact of better initialization of nonlinear systems. There
seems to be a steep diminishing returns on more accurate initial PDF approximation with respect
to transient field accuracy where past a certain point (i.e. the spatial accuracy of the SPH method
itself) it has no significant, lasting effect on transient PDF accuracy. One additional downside of
the RBF method was that those slight changes to particle mass frequently led to the boundary
particle degeneracy of either the coupled/merged or rogue particle variety, which significantly
decreased runtime performance.

4.7. Particle Resampling

In order to implement an FPE-SPH filter it will be necessary to perform a measurement
update step using the transient PDF solution as prior. A key step of this process is being able to
resample an SPH particle distribution and generate a new one, either of itself or in combination
with a measurement update across a subset of the states. Resampling as a stand alone process is
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(a) 2D Linear Oscillator (b) Van der Pol Oscillator

Figure 11: IC Optimization Method Transient RMS Error, N = 577

discussed in this section, with additional steps to incorporate state measurements in Section 6.
Resampling also turns out to have the ability to address significant adverse particle phenomena
that accumulate during transient FPE simulations, the discussion of which is left to Section 5.

4.7.1. Resampling Algorithm Overview
The resampling routine algorithm outline can be seen in Figure 12 and its modules broken

down into two main subroutines: an initial ‘domain sizing and test grid analysis’ routine and a
more rigorous ‘refinement and finalization’ procedure. To avoid confusion about whether origi-
nal or resampled SPH distribution is being referred to, nonlinear filtering notation has been repur-
posed. The incoming SPH distribution is the ‘prior’ and the output resampled distribution is the
‘posterior,’ which also matches the filter implementation discussed later. Due to an abundance
of novel notation, a nomenclature table specific to the resampling algorithm is given in Table 5.
Here different values denoted by brackets {·} are ordered D-tuples of terms mapping to the state
space of the D-dimensional system. An example would be the tuple {dY} = (dY1, dY2, ..., dYD)
to define a grid discretization of a coordinate space Y , where dYd is the width along each state
dimension. For the resampling algorithm tuple operations are defined such that if any two tuples
are added/multiplied/etc. against each other, the i’th term in each tuple is added/multiplied/etc.
together to create another D-dimensional tuple.

The test grid routine is a heuristic method that exploits the characteristics of the SPH algo-
rithm to accurately estimate the extents and resolution of the resampling grid in order to preserve
both the desired initial spatial resolution Nσ, overall particle count N, and total probability mass
P̃T as originally specified at the start of simulation. This method works for arbitrary, non-convex
PDFs and even those that have density voids (regions of ‘zero’ probability density due to having
density value below or location beyond what the finite particle discretization will represent). This
process allows for the bypassing of more rigorous but far more computationally expensive hull
finding algorithms. With experiment fidelity appropriate extents and cell width values, the final
resampling grid can be generated, parameterized and refined to fit the interpolated density field
generated by the prior set of SPH particles at those new coordinates. This produces a resampled
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posterior SPH distribution that approximately matches the original PDF but with a new set of
grid ordered particles to ameliorate adverse particle phenomena. This procedure can then be
modified to perform the measurement update step of a Bayes filter as discussed later in Section
6.1.

4.7.2. Resampling Algorithm - Initial Sizing and Testing

Figure 12: Resampling Algorithm Block Diagram

The grid generation algorithm can be broken
down into several main steps per the provided
pseudocode at the end of the subsection. The first
major step is to define the candidate grid(s) Y for
the resampled posterior grid Xpost based on the
original prior SPH particle set Xprior. This discus-
sion will assume a resampling of the SPH PDF it-
self, and thus Y should cover the same region as
Xprior. This lets the extents and aspect ratios of Y be
computed directly from Xprior. This only gives us
the overall span of the new coordinate grid {∆Y}.
The number of particles per dimension {NY } and
the discretization lengths {dY} are still both free
values related by the equation

{NY } =
{∆Y}
{dY} (49)

One can think about the new spatial discretization
in terms of the aspect rations of the new coordi-
nate space, particle ratio across dimensions and
discretization lengths per dimension respectively
given by Equations (50). From Equation (49) the
inverse relationship between the particle and dis-
cretization aspect ratios {A{NY }} and {A{dY}} against
the fixed quantity {∆Y} = {∆X} from the prior SPH
distribution is evident, albeit completely indeter-
minate since each dimension could have its own
unique ratios. In a more general case of anisotropic
kernels this allows for tailoring by state dimension,
but for SPH with scalar kernel functions the best

representation of the resampled PDF is achieved by enforcing a constant particle density Nσ

across dimensions. This results in a uniform cell size across dimensions such that {A{NY }}d = 1.

{A{Y}} =
{∆Y}

min({∆Y}) , {A
{NY }} =

{NY }
min({NY }) , {A

{dY}} =
{dY}

min({dY}) (50)

Such uniform discretization ensures that neighbor density is consistent across dimensions in each
individual particle’s radial support, and as a result the relationships between aspect ratio tuples
simplies to

A{Y}d = A{N
Y }

d (51)
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Since {A{Y}} is known through the grid extents, this allows for the calculation of {NY } for a desired
total particle count N via the equation

NY
min =

(
N∏ {A{NY }}

) 1
D

(52)

which through the now equivalent aspect ratio expressions gives the number of particles per
dimension {NY }. The fractional exponent 1

D is present due to the denominator not being the
product of the number of particles per dimension, but the relative aspect ratios.

Symbol Definition in Resampling
N Total number of SPH particles.
Nσ Particle density per standard devia-

tion.
NY Total number of particles in resam-

pled grid Y .
NT Total number of test particles for

volume fraction computation.
X SPH distribution prior coordinate

set.
XE Extremal subset of X.
T Test grid coordinate set.
Y Posterior distribution coordinate

set.
YE Extremal subset of Y .
YI Interstitial (of Y) coordinate set.
{dY} Posterior grid discretization per di-

mension.
{Ymax} Maximum Y values per dimension.
{Ymin} Minimum Y values per dimension.
{∆Y} Span of {Ymax} − {Ymin}
{NX} Number of particles per dimension

of a discretization of X.
{A{F}} Aspect ratio of a tuple F.

A{F}max Maximum aspect ratio of a tuple F
allowed such that A{F}max ∈ [1,∞) .

VF Occupied volume fraction of prior
SPH distribution.

Table 5: Resampling algorithm nomenclature

However, such a formulation ignores the
fact that the transient PDF almost certainly
does not have nonzero probability every-
where in Y due to the finite support of the
SPH approximation. As a result fewer than
the desired N particles would have nonzero
probability in the resampled posterior grid
upon interpolation, due to falling outside the
SPH particle supports. The second step of
grid generation is to compute how to scale
NY

min to compensate, which is done via a
test grid interpolation to compute the volume
fraction of Y that is actually covered by SPH
particle supports. This is done approximately
via a volume fraction VF for a total num-
ber of test particles NT in conjunction with
the aspect ratio of Y to get a more accurate
value. An obvious default value is NT = N to
match what would be directly used but larger
or smaller values could be used to supersam-
ple a more accurate result or get a faster ap-
proximation respectively.The minimum num-
ber of cells for the new grid is given by

NT
min =

(
NT

∏
({A{NY }})

) 1
D

(53)

which can then be used in conjunction with
the aspect ratio vector to give the number of
cells along each dimension as

{NT } = {A{NY }}NT
min (54)

rounding to the nearest integer. T can be gen-
erated and 〈ρ(T )〉 computed at each coordi-
nate from the prior SPH distribution. The
volume fraction follows directly as the ratio

of the count of particles with nonzero density and total particles in the test grid

VF =
ΣNT

i [〈ρ(T )〉 > 0]
NT (55)
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which is used to scale the discretization and fully define the resampling grid Y with N many
nonzero mass particles and an equivalent spatial resolution Nσ (insofar as distribution anisotropy
allows) via

NY
min =

(
N

VF
∏

({A{NY }})

) 1
D

(56)

to produce the discretization tuple {NY }, again rounding to the nearest integer, which in turn
defines the new discretization {dY} of the candidate posterior grid Y .

Resampling Algorithm Grid Generation:
Generate an orderly grid of SPH particles Xpost from a prior set of disordered SPH particles
Xprior that preserves overall particle count N and total probability mass P̃T with a maximum
discretization aspect ratio of A{dY}

max .

Initial Candidate Grid Generation

1) Use extremal values to characterize candidate grid Y:
XE ← Xprior . Compute extremal values of X.
YE = XE

{Ymax} = max(YE) . maximum along each dimension to define tuple.
{Ymin} = min(YE) . minimum along each dimension to define tuple.
{∆Y} = {Ymax} − {Ymin} . Dimensional span of new Y .
{A{NY }} ← f ({A{dY}}d = 1) . via relations in Equations (49-51).

2) Use a test grid to compute the volume fraction occupied by the PDF over Y .
NT

min ← f (NT , {A{NY }}) . via Equations (53).
VF ← f (NT , ρ(T )) . via Equation (54-55).

3) Compute final candidate grid base discretization:
NY

min ← f (VF ,N, {A{NY }}) . via Equation (56).
{NY } = {A{NY }}NY

min

4.7.3. Resampling Algorithm - Refinement and Finalization
The resampling grid refinement and finalization process is similar to generating the initial

SPH distribution per Section 4.6, save for a couple extra processes to ensure an accurate fit
against an arbitrary prior SPH distribution. Because the grid discretization {NY } and resulting
grid Y is a heuristic approximation for the posterior grid additional iteration/refinement is nec-
essary to ensure the posterior is well defined and maximizes the fit subject to computational
expense limits.

The discretization {NY } serves as the ‘center’ for a small set of candidate grids Y ∈ YC to be
generated and tested. Additional discretizations are generated by incrementing by +/− {1} along
each dimension iteratively until either a fixed amount of grids are generated or they can be calcu-
lated as being nonviable. With the candidate posterior grids YC in hand the interpolated density
at each point 〈ρ(Yi)〉 from the prior SPH distribution. These interpolated density values, com-
bined with the grid cell volume ∆ΨY , assigns the mass of each new particle via mi = 〈ρ(Yi)〉∆ΨY ,
with the zero mass particles that arise from interpolating points in the void being discarded.

26



Journal Pre-proof
Jo
ur

na
l P

re
-p

ro
of

The interpolated density values at each coordinate now also become reference probability values
p(Yi) = 〈ρ(Yi)〉. It is against these pi density values, and using the computed particle mass values
mi, that the new initial particle smoothing length ho of the posterior distribution is subsequently
optimized as per Section 4.6.1. In order to conserve the mass of the SPH approximation across
resampling, rescaling is done on the boundary particles to ensure the total mass of the posterior
is equal to the prior.

Due to the computational expense smoothing length optimization is not done for all candi-
date grids in the set YC . Instead the raw particle mass field of each candidate posterior is used
to compute two measures of fitness. The first metric is computing the raw covariance ΣY of each
candidate grid to compare against the covariance matrix of the prior SPH distribution, with the
grid that has the lowest RMS error across terms being preferred. However, due to the inherent
numerical errors in a coarse approximation this will not always result in the best candidate grid
being chosen (since multiple grids of different but close resolution will often of produce approx-
imately the same covariance). To account for this, a second metric of the error between the prior
and posterior ratio of ‘core’ to ‘domain’ particles is used. This ratio is computed as the Ncore
most massive particles, whose collective mass sums up to the target interior mass PT , divided by
the Ndomain = NY most massive particles that represent the entire simulated mass P̃T . Repeated
testing has shown that maintaining a similar particle ratio benefits accuracy and performance,
which should not be too surprising as that is just another way to help enforce the same particle
spatial resolution in the posterior as was in the prior. These two measures are multiplied together
to give a single fitness value, the minimum of which identifies the best candidate grid Xpost, with
an interpolation grid Xpost,I that is half unit cell offset and inscribed in the main posterior grid.

With the posterior grid Xpost specified, uniform ho optimization can now occur. Just as during
initialization, only the interior points are to be taken into account. There are not clean ZT and
Z̃T cutoffs that can be relied on like for an initial Gaussian for general non-convex distributions.
Since the discretized mass of the PDF should be very close to one, a safe assumption is that
interior particles will be those with higher mass. Interior particles are thus determined by sorting
in descending order of mass with each particle of lesser mass being tagged as ’interior’ until the
cumulative sum reaches the original core target probability mass PT and all other particles treated
as buffer particles. Once ho∗ is computed, the remaining SPH fields of the posterior distribution
can be populated and the resampling process completed.

From the steps in the resampling routine it is demonstrably of the same computational time
complexity as the SPH algorithm itself, as the most expensive step is the spatial partitioning and
search to generate the needed interacting neighbor pair lists. This is done once with the test grid
T , and again for every candidate grid Y ∈ YC and additional YI if present. An additional scalar
factor of kΛ, representing the number of test values from Λmin to Λmax, many refreshes of the NM̃
length pair lists must also be recomputed for each value of h. This makes the resampling process
more expensive than a single full neighbor search update step of the transient SPH algorithm,
but in direct proportion to the number of candidate grids analyzed. An extremely efficient im-
plementation with a much more restricted search range for both grid dimensions and Λ based on
experimental data could speed the resampling algorithm up noticeably, but that is left for future
work.

4.7.4. Non-convex Distribution Resampling Examples
This resampling scheme has the benefit of being only as computationally expensive as a

few full neighbor search updates of the base SPH algorithm during execution. Ensuring that
resampling scaled similarly to the rest of the algorithm was essential to allowing 4D simulations
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and the main reason for the more approximate, satisficing approach. This applies to even highly
non-convex PDF boundaries, avoiding the added expense of more general purpose hull finding
algorithms such as alpha shapes that can be difficult to calibrate and computationally expensive
as dimension increases per Edelsbrunner [62]. Currently this approach works when the graph
corresponding to the neighbor pairs in the underlying distribution is a 1-connected component
graph, though additional extensions could be made to handle multiple component graphs. Two
examples of resampling highly non-convex geometry from a 2D Duffing Oscillator are given
below in Figure 13-14.

(a) Original SPH Particle Field (b) Resampled Particles vs Original (c) Resampled SPH Particle Field

Figure 13: Resampling a simulated 2D Duffing Oscillator transient PDF with N = 1649 at t = 3

(a) Original SPH Particle Field (b) Resampled Particles vs Original (c) Resampled SPH Particle Field

Figure 14: Resampling a simulated 2D Duffing Oscillator transient PDF with N = 1649 at t = 6

4.8. Parallelism and Language Implementation

All simulations presented here were done on a personal computer running an Intel Core-i7
4770K processor overclocked to 4.3GHz with 16GB of RAM. Parallelism was used only in the
routines to update particle pair interaction values during neighbor search bypass steps, as this
was ‘low hanging fruit’ amenable to easy parallel acceleration. All SPH and FPE-SPH filter
code was written in the Julia v0.6, which gave a significant simultaneous speedup and memory
reduction compared to the prototype code written in MATLAB.
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5. Issues with Transient FPE Performance

While the focus of this paper is presenting the performance of the FPE-SPH filter investi-
gating SPH as a transient FPE solver was the main focus of the underlying work, and this is a
task SPH has issues doing. Certain types of system dynamics give rise to ‘adverse particle phe-
nomena’ that cause simulation accuracy and/or efficiency to crater. As system state dimension
exceeds 3 it also becomes clear that the scalar kernel functions used in standard SPH are unsuited
to modeling higher dimensional systems where PDF extents and geometry can vary greatly. SPH
resampling mitigates these issues enough to enable the FPE-SPH filter, but not enough to render
it a scalable transient FPE solver. For in depth analysis of all these issues the reader is referred
to Chapters 7 and 8 of [53].

5.1. Adverse Particle Phenomena

Even in two-dimensional systems, the SPH algorithm can encounter system dynamics de-
pendent performance issues tied to adverse particle phenomena during simulation. Mass mixing
is the most severe, where in order to model the transient PDF particles with orders of magnitude
disparate mass will get swirled together. This generally wreaks havoc with smoothing length
adaptation causing the adaptive timestep to plummet and makes the interpolated PDF extremely
irregular/noisy. Systems such as the Duffing Oscillator that have significant mass mixing, see
Figure 15a, can take over 10x as long to simulate the same runtime for the same number of
particles as systems that do not.

Mass clumping occurs when many lower mass particles compress together, but in a more
orderly fashion without the mass disparity found in mixing. The impact is typically less severe
than mixing as particles with similar masses and smoothing length adaptations interact more
uniformly, which results in a smoother interpolated PDF and less severe drops in timestep size.

Mass spreading is even milder phenomena, best seen at the center valley of a Van der Pol Os-
cillator in Figure 15b, where massive particles must greatly spread out from each other to match
lower probability areas of the original PDF. This has minimal impact on runtime performance,
but could lead to loss of feature resolution in the PDF of some systems.

Rogue particles are particles originating from the outermost boundaries of the particle field,
indicated by their low mass, that degenerate into essentially Brownian particles with no support
domain carried along by the other healthier particles with sufficient neighbors. Rogue particles
crater runtime if they wander too close to other particles, and can make the interpolated PDF
much noisier in their region.

Mixing, clumping and spreading are partially side effects of a constant volume discretiza-
tion of the state-space during initialization. A constant mass discretization would likely reduce
these effects, but such discretizations of an arbitrary D−dimensional distribution is a non-trivial
problem to address by itself and has the follow on problem of solving for appropriate smoothing
lengths for all particles to provide a good approximation of the initial distribution. System dy-
namics is another driver that better discretization cannot fully compensate for. Rogue particles
seem to be a side effect of nonlinear dynamics and boundary particles as they do not appear in
linear systems and are always extremely low mass particles coming from the edge of the dis-
tribution where neighbor counts are most likely to become deficient to properly model system
dynamics.

Particle merging was investigated to try and ameliorate some of these effects, but tuning
to prevent runaway particle agglomeration was judged too finicky for transient FPE simulation
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where the goal was simulating the PDF as accurately as possible (in a filtering context with
frequent resampling this might not be the case).

(a) Mass Mixing (Duffing) t = 30 (b) Mass Spreading (Van der Pol t = 100) (c) Rogue Particles (Van der Pol t = 100)

Figure 15: Adverse particle phenomena examples - Overhead view (X = x1,Y = x2) colored by relative particle mass

5.2. Scalar Kernel Problem in Higher Dimensions

Another limitation of the SPH algorithm is that particle kernel functions are canonically
isotropic and proportional to a scalar smoothing length. This can have a deleterious effect even
in 2D systems, starts to manifest more in 3D and become a significant problem in 4D. The
problem occurs when the transient PDF, approximated by a finite set of particles, undergoes
extreme changes in relative geometry across dimensions and the scalar smoothing length can only
increase or decrease uniformly for each particle. As a result, inaccuracy is guaranteed if either
an insufficient number of particles are present to compensate with advection or if the system
dynamics are such that no advection is even present. While one can ‘just add more particles’ to
compensate, this solution makes simulation impractical due to Curse of Dimensionality issues
for 4D and higher.

This behavior can be seen even in the double cart 4D linear system, where position and
velocity states expand and contract out of phase with each other. The result is that with every
oscillation the covariance error grows and grows due to the inability of the scalar kernels to
properly adapt as can be seen in Figure 16. One does not even get a middle of the road ‘averaging‘
but instead the inaccuracies, either over or underestimation, are amplified as time goes on. As
mentioned, this can be seen in 3D systems and even 2D systems with insufficient particle counts,
but as dimension increases the impact is magnified for obvious geometric reasons.

Multivariate kernel function implementations have been developed, such as Adaptive SPH
(ASPH) by Shapiro [63] and Owen [64], and provide a potential path forward into higher dimen-
sions for an FPE-SPH filter. However, by the time the need for this became clear that was outside
the scope of this work.
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(a) Position State Covariance (Object 1) (b) Velocity State Covariance (Object 1)

Figure 16: 4D System Example - No Resampling

5.3. Effects of SPH Resampling
The SPH resampling routine outlined in Section 4.7.1 was originally designed just to enable

the measurement update step in the FPE-SPH filter, but also ameliorates most of the issues the
SPH algorithm can encounter during transient FPE simulation. By completely reinitializing the
particle field not only are all adverse particle phenomena are all reset but the scalar kernel prob-
lem is somewhat mitigated by allowing for an anisotropic discretization of particles across each
dimension to better fit current transient PDF. The impact on the 4D Linear Oscillator covariance
can be seen in Figure 17, which despite the jumps in value from the resampling much more
closely matches truth than the non-resampled simulation.

These gains do not come without cost as every resampling introduces additional error into
the SPH field due to fitting a roughly approximated distribution to the current simulated solution
that also has error. However, for systems with significant adverse particle phenomena (e.g. the
Duffing Oscillator’s mass mixing) so long as resampling is not done too frequently, the SPH
solution is able to recover most of its accuracy over time. The same holds true for runtime
where a more regular spacing of particles greatly speeds up the simulation due to the adaptive
timestepping and not having neighbor particles clumped together, just at the additional cost of
the resampling step itself.

(a) Position State Covariance (Object 1) (b) Velocity State Covariance (Object 1)

Figure 17: 4D System Example - with Resampling

Resampling was a relatively late addition to this work that was implemented primarily to
enable nonlinear filtering, so the impact on transient FPE performance was only given a cursory
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investigation. A more refined and calibrated resampling algorithm could increase performance
even more.

6. Implementing an FPE-SPH Filter

As discussed in Section 2, the Fokker-Planck equation for the system is dependent only on the
underlying state dynamics and would be completely decoupled from any measurement processes
in an estimation context. This makes it a self-contained in a general Bayes Filter outlined below.
The transient FPE solution of a system provides the optimal state transition probability and prior
belief state bel(xt) between measurement updates step for a large class of white noise driven
dynamical systems [39]. Therefore, all that is needed to implement the FPE-SPH Filter is an
update step that can combine that prior belief state with a measurement likelihood function of
the observed states, p(zt |xt), to compute the estimated posterior bel(xt).

Bayes Filter: Estimate bel(xt) as f (bel(xt−1), zt)

for all xt do
bel(xt) =

∫
p(xt |xt−1)bel(xt−1)dxt−1 . Prediction Step

bel(xt) = ηp(zt |xt)bel(xt) . Update Step
end for return bel(xt)

6.1. Filter Implementation
The FPE-SPH Nonlinear Filter is almost analogous to the FPE-SPH Transient Solver that

has already been discussed in depth. The only difference between the two is the incorporation of
state measurements to the routine and modifications to the SPH resampling algorithm to perform
Bayesian updates. This similarity is apparent from the algorithm flow in Figure 18.

(a) Transient Solver (b) Nonlinear Filter

Figure 18: FPE-SPH Algorithm Block Diagram Comparison

Barring the unrealistic case of the state measurement having variance on the order of the prior
distribution, the resulting posterior will concentrate the probability mass among a small subset of
particles from the original prior distribution. This mass concentration significantly reduces the
effective N and Nσ leading to the same kind of degeneracy found in particle filters in the absence
of importance resampling. Even if that was not the case, it would still be grossly inefficient
computationally to simulate the extremely far field (in terms of covariance scaled Mahalanobis
distance), low mass particles that the Bayesian calculations generates in the tails of the posterior.
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Differences between the transient resampling and Bayesian resampling routines can be seen
in Figure 19, and amount to the need to fit a resampled grid to the computed Bayesian posterior
rather than the prior. An initial approximation is done directly on the prior SPH particle masses
to allow estimation of the bounds of the resampled posterior distribution, given that the extents
and boundary geometry will change significantly. The Bayesian relation for the approximation
is simply

m̂(Xi) = β̂ p(z(t)|Xi) m(Xi) (57)

(a) Transient FPE Resampling (b) Bayesian NLF Resampling

Figure 19: Algorithm Block Diagram Comparison

where β̂ is the normalizing co-
efficient that scales the prior SPH
particle masses m(Xi), measurement
likelihood p(z(t)|Xi) and resultant
posterior mass m̂(Xi). To properly
normalize the expression β̂ =

β

P̃T
,

with β representing the total proba-
bility mass of the distribution being
normalized. For the initial Bayesian
update approximation β = 1 since
it is assumed that the domain of the
measurement is small enough rel-
ative to the prior distribution such
that the posterior distribution can be
taken as representing the full proba-
bility mass. However, in subsequent
steps β can take a value slightly less
than one to more accurately scale
the final distribution when trimming
its boundaries.

With this information in hand
the same grid sizing, trimming and
generation techniques can be used
to produce the coordinate grid the
resampled particle distribution will
use based on the extents of the Bayesian posterior, although with an additional step of discard-
ing the numerous ultra low mass particles until P̃T total probability mass remains and taking
the extents from there. With the appropriately sized resampling grid, denoted Y , defined the final
posterior density field used for fitting the new SPH distribution to can be computed. This requires
an additional step of first computing the interpolated probability density 〈ρ(Yi)〉 via Equation (16)
from the prior SPH distribution at each coordinate Yi. This density value then gets multiplied by
the constant grid cell volume ∆ΨY in order to compute the interpolated probability mass distri-
bution of the prior at a rectilinear resampling grid

m(Yi) = 〈ρ(Yi)〉∆ΨY (58)

which is used instead of raw particle masses in the otherwise identical Bayesian update equation

m̂(Yi) = β p(z(t)|Yi) m(Yi) (59)
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from which the finalized posterior probability mass m̂(Yi) can be computed. This gives the mass
values for the resampled SPH particles and subsequently the reference probability density field
p(Yi) =

m̂(Yi)
∆ΨY

against which fit or compute the remaining SPH values.

6.2. Outlier Measurement Handling

An issue that arises during the measurement update step of any Bayesian filter where the
infinite domain prior/posterior is approximated by a finite domain representation is that the sen-
sor measurements could fall on the edge of or entirely outside the modeled PDF domain, and
statistically speaking will do so a certain amount of the time. Attempting to calculate an accu-
rate posterior from the prior PDF and state measurement in those instances is a problem since
if the bulk probability mass of the prior distribution and measurement are not overlapping the
posterior field will have regions of zero probability and, due to the rescaling step built into the
Bayesian update, much higher than appropriate probability for the remainder of the posterior.
This can result in a posterior that is very inaccurate or in rare cases unsuitable for modeling as a
reinitialized SPH distribution. Since the probability mass of the simulated FPE will typically be
P̃T ≥ 0.995 this is a relatively infrequent scenario, but one that needs to be addressed. Since the
purpose of this work was to simply implement an FPE-SPH Filter for the first time, and signif-
icant additional work would be required to handle relatively rare events, measurements that fall
sufficiently outside of the prior are simply rejected and the update step skipped.

6.3. Outlier Measurement Acceptance Testing

Such measurement rejection should be done only when necessary and done so rigorously and
consistently. Measurements are assumed to be Gaussians with known variance for this imple-
mentation. For a state measurement to yield a valid posterior after a Bayes rule update with a
finite domain prior, there must be sufficient overlap between the two, and this is heavily influ-
enced by the means and covariances of each component distribution. An efficient and accurate
way to determine whether or not a measurement can be expected to generate a valid posterior is
needed because while it is straightforward to just perform the Bayes update, either on the prior’s
particles directly or an interpolated field, determining if probability mass is missing (via discon-
tinuities in the posterior field) for an arbitrary, intrinsically rescaled distribution is a nontrivial
task best avoided if possible.

To that end a heuristic scheme that treats both the the prior and measurement as Gaussian
PDFs is used to estimate the moments of their resulting product to test domain overlap. The
product of any two Gaussian PDFs is another Gaussian, albeit not a normalized Gaussian PDF as
per [65]. Only the mean and variance of the resulting product are needed to estimate whether or
not sufficient domain overlap exists to properly define the posterior along each state dimension.
The formulas for the moments of the product Gaussian, denoted by Π, given the mean and
variance of the prior (P) and measurement (M) are

µΠ,d =
µM,dσ

2
P,d + µP,dσ

2
M,d

σ2
P,d + σ2

M,d

, σ2
Π,d =

σ2
P,dσ

2
M,d

σ2
P,d + σ2

M,d

(60)

and these values are computed ∀d ∈ DM where DM is the set of dimensions subjected to state
measurement and thus a subset of the total set of states DM ⊂ D. The only inputs needed are the
mean and variance of both the measurement and prior along each dimension. With an estimate
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in hand for µΠ,d and σ2
Π,d it is then straightforward to confirm that the posterior will sufficiently

overlap the prior’s finite domain via the the relevant inequalities

µΠ,d + zΠσΠ,d ≤ Xd,max + Kh̃ {d | d ∈ DM ∧ µΠ,d ≥ µP,d} (61)

µΠ,d − zΠσΠ,d ≥ Xd,min − Kh̃ {d | d ∈ DM ∧ µΠ,d ≤ µP,d}
where zΠ is the control parameter for how many standard deviations the posterior must be from
either boundary of the prior’s domain ensuring sufficient probability mass is present. zΠ is cal-
culated for a desired posterior probability mass Ppost directly through the inverse Normal as
zΠ = Ninv

(
Ppost

)
.

Figure 20: Bayesian NLF Resampling with Measure-
ment Acceptance Logic

This calculation assumes any unaccounted for
tail probability mass falls on only one side of the
posterior, with mass loss on the other being asymp-
totically negligible. This is a realistic assumption
given the practical range of values the moments of
the prior and measurement PDFs can take coupled
with the limiting behavior of the half harmonic
mean function that defines the posterior variance
in Equation (60).

A conservative choice would be the value that
gives the total simulated probability mass during
SPH initialization Ppost = P̃T . However, this
is a bit overly restrictive considering that the the
resampling process itself will significantly alter
the tail values through to trimming and rescaling.
More importantly the additional unmeasured state
dimensions will further decrease the value in the
tails along those measured dimensions and thus the
severity of any mass loss due to finite domain trun-
cation. So a more reasonable choice is Ppost = PT ,
the target probability mass before boundary treat-
ment during initialization, or slightly higher value
to err on the side of fewer measurement rejections
in exchange for possible accuracy losses in the
posterior.

In the overlap inequalities the domain bound-
aries along the d’th dimension are taken as the
maximum or minimum coordinate of the prior’s
SPH particles as well as the extended support of
the edge particles at the boundary. This grows the
domain boundary by Kh̃ in either direction where
K is a kernel function constant and h̃ is the average
particle smoothing length, which is a convenient
but conservative assumption. Due to the known
accuracy issues along the boundary it is worth considering whether a measurement whose sup-
port falls mostly inside that boundary support region is worth accepting or not. This will only be
the case when σM,d � σP,d, but is easy enough to implement by computing how much of the esti-

35



Journal Pre-proof
Jo
ur

na
l P

re
-p

ro
of

mated posterior’s domain ∆XKh falls between either [Xd,max, Xd,max + Kh̃] or [Xd,min −Kh̃, Xd,min].
To be considered a viable posterior, the inequality

∆XKh

2zΠ,dσΠ,d
≤ fedge {d | d ∈ DM} (62)

must be satisfied where fedge ∈ [0, 1) is simply the maximum allowable proportion of overlap
for the known minimum width of the posterior 2zΠ,dσΠ,d along each measured state. For the
experiments done here a value of fedge = 1/3 is used to ensure that no more than a third of the
posterior is defined by the extended support of the prior.

If the posterior domain estimation tests are passed then measurement is accepted. The
Bayesian resampling process as previously discussed can now proceed with confidence that the
posterior, and resulting SPH distribution, will be well defined. Figure 20 shows how the Mea-
surement Acceptance routine integrates with the rest of the NLF resampling process. If the mea-
surement is not accepted, the algorithm will either reuse and continue to propagate the original
prior or a resampling step can be done to generate a new set of SPH particles based directly on
the prior. Which choice is preferable will depend on the time between measurement updates as
resampling too frequently is both computationally expensive and can hurt simulation accuracy.

6.4. Bayesian Resampling Example
A few figures showing the particle mass field at the intermediate steps of a successful mea-

surement update using Bayesian Resampling are given below in Figure 21.

(a) Prior Distribution (N = 1649) (b) State Measurement z1 = −4, Rk = 1
10 (c) Raw Posterior - Untrimmed (N = 1649)

(d) Raw Posterior Trimmed to P̃T (N = 382) (e) Resampled Posterior (N = 1649)

Figure 21: Successful Bayes Filter Measurement Update Example - 2D Duffing at t = 3

36



Journal Pre-proof
Jo
ur

na
l P

re
-p

ro
of

The need for resampling becomes apparent in Figures 21c-21d, as that many trivial mass
particles would slow the simulation down significantly while the proportion of particles with
non-trivial mass is less than a quarter of the original. Resampling results in a very healthy
distribution of SPH particles shown in Figure 21e that closely matches the raw posterior, and
per previous resampling examples will be able to do so even for highly non-convex prior and
posterior geometries.

6.5. Filter Performance Metrics
To assess performance of the FPE-SPH Filter the Normalized Estimation Error Squared

(NEES) and Normalized Mean Estimation Error (NMEE) of each state can be computed as de-
tailed in Section 5.4 of [66]. The NEES for a a given system, which is a scalar value at each time
step regardless of state dimension, is computed through the quadratic form of that state difference
vector x̃(t) with the inverse of the posterior covariance Σ(t|t):

ε(t) = x̃(t)′ Σ−1
post(t) x̃(t) (63)

where x̃(t) = x̂(t|t) − x(t). This implies ε(t) follows a Chi-squared distribution that should have
an expected value of E[ε(t)] = kD, where kD is the number of system states. As a byproduct of
theoretically being Chi-square distributed, Monte-Carlo style sampling can be done across one
or more independent filtering runs to test whether or not this is statistically true and the filter is
consistent. The kR-run averaged NEES is computed as

ε̄(t) =
1
kR

kR∑

r=1

εr(t) (64)

and should be Chi-square distributed with kDkR many degrees of freedom. For a chosen margin
of error α, the filter is consistent if the kR-run averaged NEES history falls in the acceptance
interval defined by

ε̄(t) ∈ 1√
kR

[
χ2

inv(
α

2
, kDkR) , χ2

inv(1 − α
2
, kDkR)

]
(65)

the statistically expected 1 − α proportion of the time. Alternatively, due to the extremely low
value the lower bound will take, the acceptance interval can also be treated as a one sided interval
such that

ε̄os(t) ∈ 1√
kR

[
0 , χ2

inv(1 − α, kDkR)
]

(66)

In either case if the kR-run NEES fails to satisfy this criteria, the states can be investigated indi-
vidually by computing the kR-run averaged NMEE for each individual state via

µ̄d(t) =
1
kR

kR∑

r=1

x̃r
d(t)

√
Σpost,dd(t)

(67)

and confirming that the kR-run NMEE for each state falls within the state specific acceptance
region

µ̄d(t) ∈
[
Ninv(

α

2
) , Ninv(1 − α

2
)
]

(68)
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the expected 1−α proportion of the time, in which case that state measurement is consistent and
without bias. Otherwise, that state is being improperly estimated. The default value of α = 0.05
will be used in analyses unless otherwise noted.

6.6. Filtering Problem Assumptions

Given the wide selection of systems to simulate and many ways to generate filtering problems
and execute runs, the various common assumptions built into the filter itself and in the choice
of underlying systems are worth enumerating beforehand. The FPE-SPH Filter is a hybrid filter,
with process noise is modeled as continuous and the measurement update process as discrete,
which has an impact on filter parameterization. Position states are the observable states for all
systems, with the state measurement model being linear. Both process noise Q and measurement
noise Rk are uncorrelated with block diagonal matrix representation. A Two Point Difference
(TPD) scheme is used to initialize states as per Section 5.5 of [66], and accepted only if consistent
with the filter model. Initial distributions remain Gaussians, and Bayesian Resampling uses
parameters of AdX

max = 1, zΠ = Ninv (PT = 0.995) = 2.576 and fedge = 0.333. Different filters are
fed the exact same measurement histories for identical comparisons and sampled over different
initial states to ensure robustness.

6.7. Reference Filters

It beneficial to assess filter performance by comparing it to other known methods in addition
to just examining the NEES and NMEE results alone. This is especially true when one wants to
examine the trade-offs in accuracy, memory and runtime as well how filter performance scales
with higher dimensional systems. The two most common types of filters generally seen used
on nonlinear problems are the Extended Kalman Filter and Particle Filter, both of which can
be easily implemented in MATLAB via the Control Systems Toolbox [67] for comparison and
validation. The Particle Filter includes effective particle count triggered resampling in order to
prevent degeneracy. For both filters, state propagation between measurements is done in the
linear case by the analytical state transition matrix, which is computed along with the process
noise matrix Qk via the van Loan method. For nonlinear systems state propagation is done via
a Milstein scheme that evolves the EKF state or PF particles according to the underlying system
SDE as detailed in Section 10.3 of Kloeden [57], with a fixed sampling rate of 10,000 Milstein
steps per second of simulated system time. Particle Filter particle count NPF is the only free
parameter for either filter, with all other parameters aligned.

7. Performance of the FPE-SPH Filter

A large number of different filtering experiments for 2, 3, and 4 state systems were done
varying process noise, measurement noise, measurement time and combinations thereof, and all
showed that state estimation performance was as good as the reference EKF and PF, and occa-
sionally better for more difficult systems. Only a subset of those results will be presented here,
focusing on 2D and 4D nonlinear systems, and the reader is referred to Chapter 9 of [53] for
additional results. It should be noted that all these filter experiments were done with conser-
vative values for the various FPE-SPH Filter parameters, both for the Bayesian resampling and
transient FPE simulation. The goal was to prove the consistency and accuracy of the filter first
and investigate ways to maximize efficiency at a later date.

38



Journal Pre-proof
Jo
ur

na
l P

re
-p

ro
of

7.1. Van der Pol Oscillator
The 2D Van der Pol shows that the FPE-SPH Filter is just as performant as the reference

filters, even in the face of long times between measurement updates and significant measurement
and process noise as per Table 6. The FPE-SPH Filter is noticeably more accurate than the EKF
at accurately estimating the unobserved velocity state as shown in Table 7. This goes for the
Particle Filter as well, which is not surprising as both filters have more information about the
underlying state PDF than the parametric EKF. The true and estimated state histories for a single
example run is given in Figures 22-23.

Nruns t f (s) SPH Kernel Init. Method Q Rk NSPH NPF ∆tF

25 100 Lucy TPD 0.8 0.4 200 500 2.5

Table 6: Filter Parameters - Van der Pol Oscillator

Measure EKF PF FPE-SPH

Max Peak Error (State 1) 2.0609 2.0889 2.0515

Avg Peak Error (State 1) 1.3214 1.2617 1.2754

RMS Error (State 1) 0.5599 0.5506 0.5513

Max Peak Error (State 2) 5.0129 4.1361 3.9728

Avg Peak Error (State 2) 3.0819 2.8615 2.883

RMS Error (State 2) 1.2043 1.128 1.1267

Average Runtime (s) 3.2339 10.68 25.6324

Table 7: Filter Performance - Van der Pol Oscillator

Figure 22: Example Run State History - Position - Van der Pol Oscillator
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Figure 23: Example Run State History - Velocity - Van der Pol Oscillator

7.2. Duffing Oscillator

A much more significant test of the robustness of the FPE-SPH Filter is the Duffing oscilla-
tor. The Duffing oscillator, as parameterized here, has two equilibrium points that a simulated
trajectory subjected to random forcing can suddenly jump between. While all filters, including
the EKF, are able to reliably estimate the Duffing with a high enough measurement update fre-
quency, once the time between measurements becomes too large the EKF frequently diverges for
extended periods of time rendering the filter inconsistent. This is frequently seen for the simula-
tion parameters given in Table 8, corresponding to the results presented in Table 9 and Figures
24-26.

Nruns t f (s) SPH Kernel Init. Method Q Rk NSPH NPF ∆tF

25 30 Lucy TPD 1.6 0.2 200 1000 2

Table 8: Filter Parameters - Duffing Oscillator

Various measures of error and runtime performance for each filter are given in Table 9. The
EKF is simply unable to reliably estimate the system’s states, whereas both the FPE-SPH and
Particle filters do quite well. The EKF undergoes divergence in 32% of the runs, a proportion
which grows even larger if the measurement update time is increased further.

The run averaged NEES and other filter consistency measures are shown in Figure 24, which
further illustrates the inconsistency of the EKF without sufficient measurement updates. State
histories for a run with consistent and inconsistent EKF estimation are shown in Figure 25 and
Figure respectively 26.The latter shows large oscillations for 15 seconds due to even a smooth,
one-off transition from one equilibrium point to the other. Meanwhile, both the FPE-SPH and PF
are able to handle frequent, sudden jumps between equilibrium points and properly correct their
hypotheses with only a single state measurement.
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Measure EKF PF FPE-SPH

Max Peak Error (State 1) 5.2762 1.3876 3.0271

Avg Peak Error (State 1) 1.297 0.8252 0.9025

RMS Error (State 1) 0.5881 0.4262 0.4501

Max Peak Error (State 2) 22.1209 4.3713 4.9697

Avg Peak Error (State 2) 5.3711 2.649 2.6605

RMS Error (State 2) 2.7217 1.1992 1.2093

Average Runtime (s) 1.0542 15.815 13.311

Table 9: Filter Performance - Duffing Oscillator

Figure 24: NEES, NMEE, and RMS - Duffing Oscillator (Parameters in Table 8)
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Figure 25: Example Run State Histories with Consistent EKF - Duffing Oscillator (Parameters in Table 8)

Figure 26: Example Run State Histories with Inconsistent EKF - Duffing Oscillator (Parameters in Table 8)

So the FPE-SPH Filter is demonstrably robust even in the case of having to deal with sudden
transitions between equilibrium points in the Duffing oscillator. The FPE-SPH filter is also able
to estimate the states just as accurately as the Particle Filter with importance resampling, but with
far fewer particles since SPH is not a sampling based method.

The only circumstance where the FPE-SPH filter deviated to any non-negligible degree from
the Particle filter was in the instance of the Duffing oscillator. This was traced back to the sig-
nificantly greater measurement noise, which could introduce multiple instances of measurement
rejection during the FPE-SPH measurement update step (when the measurement noise was lower,
no difference in accuracy between the FPE-SPH and PF were seen). The FPE-SPH Filter remains
consistent even in the case of measurement rejection, which can be seen in Figure 27 where the
state measurements at t = 6 and t = 27 do not occur as indicated by the smooth red line at
those times, but the state estimates still follow the system dynamics across those times relatively
well. However, any measurement rejection meant that the innovation gain from that step was lost
compared to the PF which in turn resulted in greater error in the observed state than if the mea-
surement update step had been successful, which is the main reason for the slight discrepancy in
observed state error. The unobserved state estimate on the other hand had essentially no loss in
accuracy compared to the PF, which is a testament to the underlying robustness of the FPE-SPH
filter.

Due to the way the FPE-SPH algorithm is implemented the way to remedy frequent measure-
ment rejection is actually not to increase SPH particle count by itself, but to discretize more of the
state space in the initial conditions. Simply increasing the particle count alone can actually in-
crease the chance of measurement rejection due to the way the initial condition boundary/domain
sizing scheme works. By extending the initial particle grid further out into the tails of the ini-
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tial distribution, and having that larger normalized z-score threshold be enforced as the domain
boundary during resampling, this reduces the occurrence of measurement rejection to bring the
FPE-SPH Filter back in line with the Particle Filter.

Figure 27: State Histories for Duffing Run with Measurement Rejection at t = 6, 27 (Parameters in Table 8)

7.3. 4D Systems

The 4D Nonlinear system was tested with the set of filter parameters given in Table 10.

Nruns t f (s) SPH Kernel Init. Method Q Rk NSPH NPF ∆tF

10 20 Gaussian TPD
(
0.4
0.4

) (
0.1
0.1

)
5204 100,000 2

Table 10: Filter Parameters

The measures of error and runtime performance for each filter on the 4D nonlinear system are
given in Table 11, and there is almost complete agreement between the different filters in terms of

43



Journal Pre-proof
Jo
ur

na
l P

re
-p

ro
of

the various error measures. This was also the case for the 4D linear system, though the runtimes
were significantly shorter for both the Particle Filter, not requiring Milstein integration in the
linear case, and the FPE-SPH Filter due to the simpler linear dynamics allowing the adaptive
timestep routine to take fewer steps. This confirms that the FPE-SPH Filter is able to accurately
estimate dynamical systems with four states despite the accuracy and convergence issues the
SPH algorithm had on the equivalent 4D transient FPE. The measurement update step helps to
mitigate those issues due to the presence of both the resampling process as well as the Bayes rule
rescaling of the distribution to integrate the measurement likelihood information. The transient
RMS histories for the simulated runs are shown in Figures 28-29, further illustrating the accuracy
of the FPE-SPH Filter.

Measure EKF PF SPH

Max Peak Error (State 1) 0.7235 0.7162 0.7216

Avg Peak Error (State 1) 0.4686 0.4728 0.4841

RMS Error (State 1) 0.2554 0.2567 0.2586

Max Peak Error (State 2) 1.5333 1.6235 1.7545

Avg Peak Error (State 2) 1.0984 1.1292 1.1362

RMS Error (State 2) 0.5962 0.6079 0.6077

Max Peak Error (State 3) 0.7779 0.7758 0.7727

Avg Peak Error (State 3) 0.5008 0.5042 0.505

RMS Error (State 3) 0.259 0.2614 0.2627

Max Peak Error (State 4) 1.6715 1.6833 1.7549

Avg Peak Error (State 4) 1.1407 1.1432 1.1962

RMS Error (State 4) 0.5514 0.5548 0.5798

Average Runtime (s) 1.403 1550.2723 1602.3389

Table 11: Filter Performance

Figure 28: RMS Error Histories - DoF 1 (Parameters in Table 10)
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Figure 29: RMS Error Histories - DoF 2 (Parameters in Table 10)

What minor differences in the estimated values there are from the FPE-SPH Filter can be
traced back to the difficulty in accurately resampling the 4D PDF due to the scalar kernel func-
tion support problem. As state dimension increases it becomes harder and harder to accurately
represent an arbitrary density PDF with particles whose support domain is a D-Ball, as any nec-
essary differences across state dimension get averaged out resulting in increased error. This is
especially true if all particles are given the same initial radius via a uniform smoothing length
ho. Uniform smoothing length is necessary from an efficiency standpoint as otherwise one is left
with a nonlinear optimization problem that would be far more expensive to solve than the rest
of the filtering process. Because of this, errors in the estimated state are sometimes introduced
during the resampling process in the measurement update step. The effects of this can be best
seen in the velocity state histories such as in Figures 30-31, where slight jumps in the estimated
velocity occur at many of the resampling instances unlike in the estimates of the other filters.

Figure 30: Example Run State Histories - DoF 2, position (Parameters in Table 10)
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Figure 31: Example Run State Histories - DoF 2, velocity (Parameters in Table 10)

8. Conclusions

When implemented into a Bayesian filter the SPH algorithm is able to successfully estimate
two and four state dynamical systems, both linear and nonlinear. For two dimensional systems
the FPE-SPH Filter is able to match the accuracy of the Particle Filter, has been proven to be far
more robust than the EKF on systems with more complicated dynamics (e.g. Duffing), and was
able to do 2D simulations faster than real time. Performance on par with the other filters was also
demonstrated for the 4D systems investigated in spite of the difficulties the scalar kernel function
based SPH algorithm has in accurately modeling the transient FPE of 4D systems as discussed
in Section 5. The measurement update and resampling processes actually help to fix some of
the deficiencies of the SPH method as system dimension increases, though as the estimated
state histories of the 4D results demonstrated this is still pushing the limits of the algorithm as
non-negligible inaccuracies accrue from generating the posterior density PDF. Overall from an
estimation accuracy perspective the FPE-SPH Filter performs well and additional improvements
could potentially be had moving away from scalar kernel functions, though that was beyond the
scope of this work.

As to runtime, unfortunately the FPE-SPH filter is not as efficient as would be hoped com-
pared to Particle Filtering with both taking roughly the same time to run on the examined systems
as presented. However, all simulations were done using very conservative parameterizations of
the FPE-SPH filter to ensure accuracy loss in simulating the transient PDF was minimized. This
was to ensure that Bayesian optimality was being obtained in nonlinear systems with the Particle
Filter as reference. Increasing the timestep size and being less conservative with the neighbor by-
pass, resampling, and other parameters could significantly reduce simulation runtime and enable
it to scale better than the Particle Filter, albeit at some concomitant cost in accuracy. In depth
exploration of the trade space between accuracy and runtime was relegated to future work due to
time constraints, the priority being validating the fundamental filter design as shown.
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Highlights

A General Bayesian Nonlinear Estiaton Method Using Resaipled Siooth Partile Hydrodynaiiis 

Solutons of the Underlying Fokker Planik Equaton

•Techniques to speed up algorithm performance while preserving accuracy.

•Resampling algorithm to allow for flter measurement updates. 

•Smooth Partcle Hydrodynamics based flter validated as Bayes optmal.

•Performance can match or exceed partcle and Extended Kalman flters.
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