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ABSTRACT

An intergalactic magnetic field stronger than 3×10−13 G would explain the lack of a bright, extended
degree-scale, GeV-energy inverse Compton component in the gamma-ray spectra of TeV-blazars. A
robustly predicted consequence of the presence of such a field is the existence of degree-scale GeV-
energy gamma-ray halos – gamma-ray bow ties – about TeV-bright active galactic nuclei, corresponding
to more than half of all radio galaxies. However, the emitting regions of these halos are confined to
and aligned with the direction of the relativistic jets associated with gamma-ray sources. Based on
the orientation of radio jets, we align and stack corresponding degree-scale gamma-ray images of
isolated Fanaroff-Riley class I and II objects and exclude the existence of these halos at overwhelming
confidence, limiting the intergalactic field strength to < 10−15 G for large-scale fields and progressively
larger in the diffusive regime when the correlation length of the field becomes small in comparison
to 1 Mpc. When combined with prior limits on the strength of the intergalactic magnetic field, this
excludes a purely magnetic explanation for the absence of halos. Thus, it requires the existence of novel
physical processes that preempt the creation of halos, e.g., the presence of beam-plasma instabilities
in the intergalactic medium or a drastic cutoff of the very high energy spectrum of these sources.

Keywords: BL Lacertae objects: general — gamma rays: diffuse background — gamma rays: general —
infrared: diffuse background — plasmas — radiation mechanisms: non-thermal

1. Introduction

Very high energy gamma rays (VHEGRs, above
100 GeV) emitted from active galactic nuclei (AGNs)
annihilate on the intergalactic infrared background af-
ter propagating over cosmological distances (Gould &
Schréder 1966; Stecker et al. 1992; Aharonian et al. 2006;
Ackermann et al. 2012). This results in a population of
ultrarelativistic electron-positron pairs (with Lorentz fac-
tors of 106), streaming primarily through the intergalactic
medium (IGM) in cosmic voids (Gould & Schréder 1966).
The fate of these pairs remains unclear, depending on
the competition between nonlinear saturation of viru-
lent plasma beam instabilities and inverse Compton (IC)
cooling via the cosmic microwave background (Broderick
et al. 2012; Schlickeiser et al. 2013; Chang et al. 2014).
Should the latter dominate, it will effectively reprocess
the original VHEGR emission of AGNs to lower energies,
1-100 GeV, generating an IC halo. At these energies, the
Fermi Space Telescope provides a high-resolution (68%

inclusion region of the point spread function, PSF, of 0◦.6),
high-sensitivity map of the entire sky.

The vast majority of observed gamma-ray bright AGNs
are blazars, AGNs with jets that are directed at us (Ack-
ermann et al. 2015). This identification indicates that
the gamma-ray emission is strongly beamed toward us
(Pushkarev et al. 2009) and aligned with the underly-
ing AGN jet. This anisotropy in the VHEGR emission
has already been used to argue for lower limits on the
strength of a putative intergalactic magnetic field (IGMF)
threading cosmic voids. For a handful of known VHEGR
sources, the absorbed VHEGR flux and corresponding
IC halo flux have been estimated, and compact (< 0◦.6),
forward-beamed IC halo components are clearly excluded
by Fermi observations at high significance. One explana-
tion for this disparity is the presence of a strong IGMF,
that is, & 3 × 10−16 G, that deflects the pairs out of the
line of sight prior to their IC emission (Neronov & Semikoz
2009; Neronov & Vovk 2010; Taylor et al. 2011; Takahashi
et al. 2012; Vovk et al. 2012). However, a robust prediction
of this picture is the presence of extended, degree-scale IC
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halos about gamma-ray sources, corresponding to the IC
emission missing from the line of sight (Aharonian et al.
1994; Elyiv et al. 2009; Broderick et al. 2016).

The IC halo emission itself is typically exceedingly dim
and therefore undetectable for an individual source (Aha-
ronian et al. 1994; Elyiv et al. 2009; Broderick et al.
2016). Many attempts have been made to stack images
from known gamma-ray sources and identify extended
gamma-ray excesses, though these have met with little
success, due, in part, to uncertainties in the PSF (Ando
& Kusenko 2010; Ackermann et al. 2013). Currently, the
lack of any significant extension of the gamma-ray emis-
sion about known Fermi blazars has placed a stronger limit
of > 3 × 10−13 G assuming that the gamma-ray jet life-
times exceed 10 Myr (Fermi-LAT Collaboration & Biteau
2018). While shorter jet lifetimes can reduce this limit,
lifetimes significantly smaller than those inferred from ra-
dio observations of blazars would be inconsistent with the
large fraction of nearby blazars observed by Fermi (Ack-
ermann et al. 2015).

Recently, we have proposed exploiting the expected
anisotropy of the IC halos to circumvent systematic un-
certainties (Tiede et al. 2017a), and we have used this to
exclude the presence of a large-scale, uniform IGMF at
more than 4σ (Tiede et al. 2017b). This method relies on
the bi-lobed anisotropy that results either from the fact
that the electrons and positrons produced by the VHEGR
annihilation on the intergalactic infrared background are
deflected in opposite directions by a uniform IGMF or
from the structure of the initial VHEGR jet in combi-
nation with a small-scale tangled IGMF (Neronov et al.
2010; Long & Vachaspati 2015; Broderick et al. 2016; Tiede
et al. 2017a,b; Duplessis & Vachaspati 2017). The struc-
ture in the image both increases the surface brightness of
the pair halos and distinguishes them from the confound-
ing systematics arising from the instrument response, sub-
threshold background sources, and diffuse Galactic contri-
butions.

The degree of anisotropy and the gamma-ray flux are
strong functions of the jet orientation. For blazars,
AGNs whose jets are directed at us, this presents a
weak anisotropy. In contrast, for oblique jets (i.e., AGNs
with jets more than 30◦ off of the line of sight), the ex-
pected IC halo structure is striking (Broderick et al. 2016).
Such oblique jet sources are not, however, observed to be
gamma-ray bright as their intrinsic gamma-ray emission
is beamed away from us, and they are therefore visible
primarily via their radio emission. Therefore, if we can
identify oblique gamma-ray jets and properly orient the
images, any excesses due to IC halos would be detectable
with high significance.

Here we employ the unified AGN paradigm to identify,
align, and stack the oblique counterparts to the gamma-
ray-bright blazars observed by Fermi. The fact that the
parent population of radio-loud objects and misaligned
blazar counterparts can be identified is supported by the
same clustering properties of Fermi blazars (BL Lacertae

and flat-spectrum radio quasars, or FSRQs) and radio-
loud AGNs (Allevato et al. 2014). To do this, we utilize
existing catalogs of radio jet sources identified in the Very
Large Array, Faint Images of the Radio Sky at Twenty-
centimeters (VLA FIRST) survey (Helfand et al. 2015),
from which we obtain 20 cm images that show the ra-
dio jet orientation. Given both the locations and orien-
tations of the oblique jets, we then stack the correspond-
ing Fermi Large Area Telescope (LAT) observations after
aligning them. This procedure was followed separately for
Fanaroff-Riley class I and II (FR I and II) objects, pre-
sumably corresponding to BL Lacs and FSRQs, respec-
tively. We then compare these with the anticipated IC
halo signals, associated with their respective gamma-ray
AGN object classes.

In neither set of comparisons is any evidence for IC ha-
los found. Based on our simulated stacked IC halos, we
are able to exclude their existence by more than 6σ. We
explore a variety of potential systematic uncertainties and
find that none can adequately explain this nondetection.
Therefore, we interpret this in terms of either a novel spec-
tral cutoff between 100 GeV and 1 TeV in gamma-ray-
bright AGN (although we provide a number of observa-
tional and theoretical arguments, which make this a very
unlikely possibility) or as a result of an additional dissi-
pative process that preempts the IC halo formation after
the absorption of VHEGRs and the production of the rel-
ativistic pair population.

This paper is organized as follows. In Section 2, the
method of selecting and aligning sources with radio jets
is described. In Section 3, details of how the expected
anisotropic IC halo signal is computed are given. In Sec-
tion 4, the expected halo signal from our stacking proce-
dure is given together with a discussion of various potential
systematic uncertainties. In Section 5, we offer an inter-
pretation of the absence of any evidence of the IC halo
signal. We summarize our conclusions in Section 6.

2. Method

Typical radio jet/lobe synchrotron lifetimes range from
30 to 100 Myr, placing an empirical lower limit on the
timescale over which the jet orientations are stable (see,
e.g., B̂ırzan et al. 2008). This is consistent with a theoreti-
cal lower limit, which arises from the difficulty of reorient-
ing the black hole spin, typically requiring the accretion
of a mass similar to that of the black hole. Because the
radio mode is associated with accretion rates less than 1%
of the Eddington rate, absent an intervening quasar phase,
the jet orientation will be fixed over ≈ 100 Salpeter times
(the mass-doubling time scale for an accreting black hole),
or 3 Gyr. Within 1 Gyr, a gamma-ray jet can extend to
more than 300 Mpc, or an angular extent larger than 10◦

at z = 1 (see Figure 1). Therefore, the orientation of radio
jets is expected to be a faithful indicator of the associated
IC halo.
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Figure 1. Characteristic distances that are relevant for the for-
mation and observation of IC halos as a function of redshift. The
physical extent of the 2◦ observing window, to which we restrict our
attention in the stacking analysis, is shown by the thick green line;
the thin green line indicates the approximate resolution of Fermi in
the 1-100 GeV energy range. The VHEGR mean free paths implied
by Domı́nguez et al. (2011) for the parent gamma rays reponsible
for the 1 and 100 GeV IC halo photons (0.9 TeV and 9 TeV, re-
spectively) are shown as solid and dashed red lines, respectively.
The apparent distances to which a VHEGR jet can propagate after
1 Gyr and 30 Myr are shown by the upper and lower purple lines,
respectively; the shaded regions indicate the variation with jet incli-
nation between 30◦ and 150◦. The IC cooling distances of the pairs
that produce the 1 and 100 GeV IC halo photons (for electrons and
positrons with Lorentz factors of 8 × 105 and 8 × 106, respectively)
are shown by the solid and dashed blue lines, respectively.

Identifying the oblique counterparts of gamma-ray-
bright blazars is complicated by the uncertainty in the
relationship of blazar properties to their radio morpholo-
gies. Typically, it is assumed that BL Lacs and FSRQs
correspond to FR I and II sources, respectively (Padovani
et al. 2017). While there are a number of challenges
to this dichotomy (Landt & Bignall 2008; Kharb et al.
2010; Kapińska et al. 2017), we assume that it is approxi-
mately applicable in what follows. In practice, this makes
little difference: while the BL Lacs are typically intrin-
sically harder than FSRQs, they are also typically less
intrinsically luminous, with the result that the intrinsic
luminosity near 1 TeV is similar for both classes. Never-
theless, we align and stack FR I and II sources separately,
comparing them to their canonical blazar counterparts.

Here we describe how radio jet sources are selected (Sec-
tion 2.1) and aligned (Section 2.2).

2.1. Radio Source Selection

All radio objects we consider are present in the VLA
FIRST survey (Helfand et al. 2015). For both classes of ra-
dio jets, the procedure is similar: we begin with an existing
catalog of jet sources identified in the VLA FIRST fields,
from which we exclude radio sources located within 2◦

of existing bright gamma-ray sources (i.e., sources within
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Figure 2. Aitoff projection of the Galactic coordinates of the FR I
(blue) and FR II (red) sources used to generate the stacked analy-
sis. Both populations are isotropically distributed within the VLA
FIRST survey region, which is distributed over a large fraction of
the Galactic sky.

the Fermi Large Area Telescope Third Source Catalog, or
3FGL Acero et al. 2015). This facilitates the detection of
a faint halo. We also exclude objects exhibiting substan-
tial off-axis radio emission, to ensure accurate jet orien-
tation estimates. For each source remaining, we obtained
the most recent averaged VLA FIRST field, flattened the
image by projecting it to the pole (Tiede et al. 2017a),
and determined the jet orientation (see Section 2.2). We
then apply the same transformation to the colocated Fermi
data (Pass 8R2 V6 ULTRACLEANVETO events within
4◦ of the inferred radio jet origin), which are subsequently
aligned and stacked. A directly comparable set of null
results is generated by randomly rotating the Fermi data.

FR I objects are generally more compact and thus
only visible for low redshifts (z < 0.2), for which we
use the FRICAT catalog (Capetti et al. 2017), providing
219 sources. Of these, three are coincident with bright
gamma-ray sources, that is, with locations within 0◦.25 of
a 3FGL member, consistent with that expected from ran-
dom chance. After excluding FRICAT sources that have a
3FGL source within 2◦, 87 remain, comprising the sample
we employ. The typical physical extent of the radio jets is
10 kpc, and their near-unity jet/counterjet brightness ra-
tio implies orientations that are significantly oblique. The
number of FR I objects selected in this way is consistent
with the number anticipated from the Fermi Third LAT
AGN Catalog (3LAC; Ackermann et al. 2015) after cor-
recting for jet opening angle, implying that these represent
similar populations.

FR II objects are visible at high redshift (z > 0.1)
via their defining radio lobe emission; thus, radio dou-
bles in the VLA FIRST fields provide a natural catalog
of these objects (van Velzen et al. 2015). Of the 59,192
radio doubles in this catalog, 24,973 meet the internal
quality control requirements of the survey (completeness,
angular separations between 18′′ and 1′, lobe flux ratio;
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Figure 3. Stages in the alignment process of the VLA FIRST radio images for an example FR I (top) and FR II (bottom) source. These
include the original radio image after projecting to the pole (far left), after masking and equalizing component fluxes where appropriate (center
left), and after dynamically stretching (center right), and the final resulting aligned image (far right). For reference, in the aligned images, the
region to which we require the radio emission to be confined is indicated by the dotted white lines.

van Velzen et al. 2015). Of these, 356 appear coincident
with bright gamma-ray sources, again consistent with ran-
dom chance. After excluding sources within 2◦ of existing
3FGL sources, this leaves the 8,741 objects that comprise
the set of FR II objects that we employ. While this is far
more numerous than our FR I catalog, due to the much
larger redshift (z ≈ 2), the contribution from each source
to the stacked IC halo signal is considerably smaller.

2.2. Aligning Radio Jets

We made use of the most recent (through 2014) aver-
aged images provided by the VLA FIRST Survey1. Within
these, we extracted 3′-radius cutouts around all candidate
FR I and FR II sources in the FRICAT and radio double
catalog in van Velzen et al. (2015), with locations shown in
Figure 2. These were projected such that the source center
locations reported in the relevant catalogs were relocated
to the pole, removing the angular aberration associated
with equatorial coordinates, as described in Section 5.1 of
Tiede et al. (2017a) (see Figure 2). The source alignment
angle is determined from the radio images such that the
jet is oriented along the horizontal axis (see Figure 3). In
practice, determining this angle is complicated by the vari-
ations in the brightness distribution among components
and the radio beam shape. Here we summarize how this

1 Available at http://sundog.stsci.edu/index.html

was done; examples of this process for an FR I and FR II
are shown in Figure 3.

The initial radio images are masked to eliminate unre-
lated emission outside of ∆θ + ∆b, where ∆θ = 0.5′ for
FR I objects and is the reported component separation for
FR II objects and ∆b = 0.12′ is approximately the beam
size. For FR I objects, we additionally mask the central
0.1′, removing the core. For the FR II objects, we identify
the direction of the brighter component via

ϕCL = tan−1

(∑
j Ij sin θj∑
j Ij cos θj

)
, (1)

where j runs over all of the pixels in the masked image,
with pixel intensities Ij and θj is the pixel polar angle
about the source center. This is then used to produce an
equalized image for FR II objects, for which the radio lobe
fluxes can differ by up to an order of magnitude:

Ĩj = Ij

[
1− (1− fF )

(1 + fF )
cos(θj − ϕCL)

]
(2)

where fF is the reported component flux ratio.
The extended emission about each component associ-

ated with the asymmetric radio beam can significantly bias
the estimation of the jet orientation. Thus, we stretched
the dynamic range of the image by finding the orientation
of Ĩ4. That is, we estimated the orientation of the double
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source via

ϕ =
1

2
tan−1

[∑
j Ĩ

4
j sin(2θj)∑

j Ĩ
4
j cos(2θj)

]
. (3)

This was sufficiently accurate that further modeling of the
radio beam was unnecessary.

Finally, we performed a second set of quality assess-
ments, removing any sources that

1. Had any NaN intensity values, indicating that field
edges pass through the cropped image region (three
FR I and 291 FR II objects).

2. Had any pixels exhibiting a 5σ or greater flux fluc-
tuation within the region that is more than 0.24′ off
the alignment axis. These would typically arise from
additional components that are not aligned with the
primary two (three FR I and 4,624 FR II objects).

This leaves 20,058 FR II objects with reconstructed orien-
tations. For the subset of these sources without a 3FGL
source within 2◦, we performed an additional visual in-
spection, excluding objects with very nearby off-axis com-
ponents and dim sources in high-noise regions, removing
an additional 128 FR II objects. Altogether this results
in 87 FR I and 8,741 FR II objects that are sufficiently
isolated and accurately aligned.

3. Expected Inverse Compton Halo Signals

To assess the implications of a nondetection, we estimate
the expected IC halo signal independently for the stacked
FR I and FR II gamma-ray images. In all cases, the IC
emission is confined to the parent VHEGR jet, which is
itself aligned with the radio jet. Key inputs include the de-
gree to which we may assume the IC emission is isotropic,
the joint redshift and TeV luminosity distributions of the
catalog sources, the accuracy of the jet alignment, the lo-
cal mean free path of VHEGRs within the jet, and the
Fermi PASS 8R2 V6 ULTRACLEANVETO PSF. In Sec-
tion 3.1, we demonstrate that we may presume statistical
isotropy in the IC emission for IGMF strengths greater
than 1× 10−15 G for our sample, regardless of correlation
length. In Section 3.2, we describe the results of a suite of
absorbed (using Domı́nguez et al. 2011), convex, broken-
power-law fits to the spectral energy distributions (SEDs)
of known gamma-ray-bright BL Lacs and FSRQs, and the
resulting redshift-dependent luminosity distributions. The
various steps involved in generating an ensemble of simu-
lated stacked halos that are directly comparable with the
observed aligned and stacked samples are presented in Sec-
tion 3.3.

3.1. Isotropy of Inverse Compton Emission

Generally, the IC halos are generated within the
VHEGR jet, which is oriented along the radio jet. How-
ever, the direction into which the IC halo gamma rays

are emitted varies considerably with the structure and
orientation of the IGMF. Here we describe when it is pos-
sible to assume that the IC halo gamma rays are emitted
isotropically, that is, emitted equally in all directions, for
the stacking analysis we have performed.2

For sufficiently strong and tangled IGMFs, the IC halo is
emitted isotropically, a consequence of the large gyration
angles about the local IGMF experienced by the parent
pair population (Broderick et al. 2016). The IC halo gen-
erated by a large-scale IGMF is typically emitted highly
anisotropically. For an IGMF that is uniform across the
gamma-ray jet, this takes the form of a pair of conical
shells, one for each jet, whose orientation and width are
set by the IGMF direction and gamma-ray jet half-opening
angle, ≈ 5◦ (Tiede et al. 2017a). These are shown in the
left panel of Figure 4, where the gyration angle is ran-
domly chosen uniformly in (−180◦ sin θp, 180◦ sin θp), in
which θp is the initial angle between the IGMF and the
pair. Nevertheless, for our stacking analysis, the assump-
tion that the IC halo gamma rays are emitted isotropi-
cally remains statistically true for a large population of
jet sources with IGMFs that are randomly oriented rela-
tive to the jet axes, shown in the middle panel of Figure 4
for the same range in gyration angle. Note that we expect
a marginally lower/higher degree of isotropy when consid-
ering our FR I/II samples, which have fewer or many more
than the 500 objects used for Figure 4.

The radio sources that we employed are interpreted as
radio jets with inclinations greater than 30◦. Thus, these
are predominantly viewed at large angles relative to the
jet opening angle. This places lower limits on the gyration
angles, and thus the IGMF strength, required to effectively
isotropize the IC halo emission. The typical deflection
angle within an IC cooling time for the pairs that generate
the 1 GeV IC halo photons is (see Broderick et al. 2016,
for details)

∆αdef ≈
ωBtIC
γ2

η(λB) ≈ 150◦

(1 + z)2

(
B0

10−15 G

)
η(λB) (4)

where η(λB) describes the transition from gyration to
diffusion that occurs when the correlation length of the
IGMF becomes comparable to the IC cooling time:

η(λB) =


1 λB(1 + z)4 & 0.9 Mpc√

(1 + z)4λB
0.9 Mpc

otherwise.
(5)

Note that ∆αdef depends on the redshift both through
the dilution of the IGMF and the IC cooling time (through
the dilution of the cosmic microwave background), and
hence the degree of isotropization will do so as well. We

2 Throughout this section, “isotropy” will refer to the distribution
of emission directions and should not be confused with the spatial
distribution of emission, which is always confined to the VHEGR jet.
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Figure 4. Left and center: orientations in the unit sphere of IC halo photons as seen from the emitting pair source. We show two models,
corresponding to a fixed (left) and random (center) IGMF. In both plots the initial pair momenta (red points) are normally distributed about
the azimuthal axis with a standard deviation of 5◦. The IGMF orientations are indicated by the green crosses; on the left, a single orientation
was chosen, while in the center a random orientation was chosen for each IC photon. As such, this figure represents both the gyration of an
ensemble of photons in a small-scale field and photon gyration about a random large-scale field orientation for an ensemble of blazars. The
IC halo photons, generated after the pairs gyrate through an angle uniformly chosen from (−180◦ sin θp, 180◦ sin θp), where θp is the angle
between initial pair momentum and IGMF, are shown by the blue points. In each case, 500 IC photons are drawn. Right: ratio of the number
of IC halo photons emitted at more than 30◦ from the gamma-ray jet axis to that expected for a fully isotropic population as a function of the
present-day IGMF strength for various redshifts as a function of B0η(λB). When λB � 1 Mpc, this reduces to B0.

characterized how isotropized the IC halo emission is (as
seen from the source) for a given value of the present-
day IGMF strength B0 by the ratio of IC photons at
jet viewing angles between 30◦ and 150◦ (consistent with
the radio doubles) to the number of IC photons expected
from a fully isotropic distribution; this is shown as a func-
tion of B0 (assuming λB � 1 Mpc) in Figure 4. By
B0 = 10−15η−1(λB) G the isotropic fraction reaches 70%
for z = 0.2, falling to 10% by z = 1. Because it is
possible to exclude the presence of IC halos using the
FRICAT sample, which includes only sources for which
z < 0.2, we conclude that all present-day IGMF strengths
10−15η−1(λB) G are sufficiently isotropized to be con-
strained. Above B0 = 10−14η−1(λB) G, the isotropic
fraction saturates near 80%. This falls short of 100% as a
result of the reconcentration of the IC halo photons along
the jet axis as they gyrate fully around. Oscillations arise
for the same reason, decreasing in amplitude as the max-
imum gyration angle becomes many times ±360◦.

The angular distributions of the FR I and II objects
used in our analysis are roughly uniform within the 10,575
square degrees covered by the VLA FIRST survey (see
Figure 2). For FR I objects, the typical angular distance
between sources is 11◦, corresponding to an approximate
physical distance between sources of 130 Mpc at z = 0.2.
For FR II objects, the typical angular distance between
sources shrinks to 1◦.1, but at z = 1 this corresponds
to an approximate physical distance between sources of
200 Mpc. Thus, even if the current IGMF is ordered on
scales up to 100 Mpc, each individual source will see a
random realization of the IGMF orientation, effectively
isotropizing the IC halo photons in a statistical sense for
our 8,741 sources. Note that while sufficient, IGMF cor-
relation lengths below 100 Mpc are not necessary. More
ordered fields will induce correlations in the IGMF at dif-
ferent source locations, though the typical jet orientations

are sufficient to randomize the IC halo photons. Thus, it
is generally true that the resulting IC halo emission will be
sufficiently isotropic that the stacked analysis reconstructs
the structure of the gamma-ray jets at high fidelity.

3.2. Empirical Joint Redshift-TeV Luminosity
Distribution

A key input to simulating the IC halo components is
the estimation of the intrinsic, rest-frame TeV luminosity
(LTeV) of gamma-ray-bright AGNs. This depends on red-
shift and is complicated by the general precipitous decline
in photon flux at high energies.

Estimates of LTeV were obtained by fitting absorbed
(Domı́nguez et al. 2011), convex broken-power-law SEDs,

dN

dEdt
=

e−τ(z,E)f

(E/Eb)Γ1 + (E/Eb)Γ2
, (6)

to the reported Fermi fluxes for objects appearing in both
the 3LAC and 3FHL with known redshifts. To do this,
we constructed a joint SED from their reported band-
specific fluxes in the 3FGL (0.1-0.3 GeV, 0.3-1 GeV, 1-
3 GeV, 3-10 GeV) and 3FHL (10-20 GeV, 20-50 GeV, 50-
150 GeV, 150-500 GeV, 0.5-2 TeV). The absorbed power-
law model was integrated across the various gamma-
ray bands, and a likelihood was constructed that in-
cluded the asymmetric nature of the errors and upper
limits imposed by nondetections. This was sampled via
the emcee Markov chain Monte Carlo (MCMC) package
(Foreman-Mackey et al. 2013), generating 160,000 real-
izations, resulting in converged estimates for f , Eb, Γ1

and Γ2. Examples of these fits are shown in compari-
son to the deabsorbed Fermi fluxes, as well as ancillary
VHEGR observations, are shown in Figure 5, and salient
details of the distribution of fitted parameters are pre-
sented in Appendix A. From these, we generate a chain
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Figure 5. Example SED fits to the combined 3FGL and 3FHL flux data sets shown in the source rest frame and deabsorbed for FSRQs
4C +21.35 (z = 0.434) and 3C 279 (z = 0.536) and BL Lacs Mkn 421 (z = 0.03) and W Comae (z = 0.102). The black lines indicate the
median (solid) and one-sided 95% confidence region (dotted) values at each energy. The 3FGL (lower four energy bins) and 3FHL (upper
five energy bins) are shown in blue; these have been deabsorbed assuming the median SED. All objects have been detected by air Cerenkov,
gamma-ray telescopes during flaring episodes, and the BL Lacs have low-state detections; these are overplotted on the fits. Note that in all
cases the predicted quiescent emission is comfortably less than that observed during flaring epochs and consistent with the low-state fluxes
(Aleksić et al. 2011a; Holder 2014; Cerruti et al. 2015; Aleksić et al. 2011b; Lindfors et al. 2013; Romoli et al. 2017; Acciari et al. 2008, 2009;
Vievering et al. 2015; Albert et al. 2007); this is generally true for the sources listed in TeVCat. For comparison, the TeV luminosity of Mkn
421 is approximately 1044 erg/s.

of ELE |E=1 TeV = E2dN/dEdt
∣∣
E=1 TeV

, discarding the

brightest and dimmest 5% to eliminate outliers. The re-
sulting luminosity distributions for BL Lac and FSRQ ob-
jects are shown in Figure 6.

The typical luminosities are comparable to or larger
than that of Mkn 421, which is itself extraordinary only in
its proximity. The number of halo photons is proportional
to LTeV and is normalized to simulations appropriate for
Mkn 421 at z = 0.3 viewed at an inclination of 60◦ from
the jet axis, for which the number of halo photons present
within 2◦ of the source is nref = 16 photons (Broderick
et al. 2016). This is modified as appropriate for different
viewing angles (Θ) and redshifts:

n(Θ, z) =
nref

1− e−τ2(60◦,0.3)

DL(0.3)2

DL(z)2

LTeV

LMkn421
, (7)

where

τ2(Θ, z) = 2◦
π

180◦
DA(z)

Dγγ(z) sin Θ
, (8)

DL(z) and DA(z) are the luminosity and angular diame-
ter distances associated with the WMAP cosmology, and
Dγγ(z) is the absorption mean free path in physical units
at redshift z, constructed from the observation optical
depth in Domı́nguez et al. (2011) (see Appendix B for
details). Because we impose limits on the size of the re-
constructed halo at a later step in the halo simulation,
there is not an additional factor of 1 − e−τ2(Θ,z) in the
above normalization.

All BL Lac objects appear in the 3FHL. However, only
34% of FSRQs have detected emission above 10 GeV. This
is expected given the systematically higher redshifts of the
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Figure 6. Joint redshift-TeV luminosity distribution of BL Lac (left) and FSRQ (right) sources present in the 3LAC, 3FGL, and 3FHL
catalogs inferred from the convex, broken-power-law fits. The range for each source indicates the one-sided 95% confidence level regions. The
projected redshift (top) and luminosity (right) distributions are shown for each. The former is compared to the distribution of the redshifts
of the associated objects within the 3LAC alone (i.e., not confined to those appearing in the 3FHL). For reference, the position of Mkn 421 is
shown (black star, dashed black lines), along with lines of constant flux (dotted black lines). Note that Mkn 421 is very bright only because
of its proximity.

FSRQs, corresponding to catastrophic levels of absorp-
tion. Nevertheless, we make the conservative estimate that
those not appearing in the 3FHL have LTeV = 0.

3.3. Simulating and Stacking Expected IC Halos

We generate simulations of the stacked image in three
steps for the front- and back-converted events separately:
generate anticipated halo photons, generate observed
background photons, and convolve these with the Fermi
Pass 8R2 V6 ULTRACLEANVETO PSF. All of these are
performed on a sky patch with radius of at least 5◦, which
we then crop to the desired regions. This procedure is
performed independently for front- and back-converted
events to generate a simulated realization of the expected
IC halo signal for each event class, assuming equal sen-
sitivities for both components of the Fermi Large Area
Telescope.

Halo photons are generated by looping over each quality-
assured radio jet region, generating a realization for each,
and stacking the result. This is accomplished by

1. Pulling a random redshift, z, from the known distri-
bution (FR I) or from a flux-limited quasar redshift
distribution, described in Appendix C (FR II).

2. Pulling a random jet inclination, Θ, between 30◦ and
150◦, isotropically, consistent with the jet/counterjet
brightness ratios in the radio jet catalogs employed.

3. Pulling a TeV luminosity from the joint z-LTeV esti-
mated for known BL Lacs and FSRQs in the Fermi
AGN sample. In doing this, we ensure that the red-
shift range is sufficiently large to include ≥ 10 ex-
ample sources and randomly select a TeV luminos-

ity from the individual fit chains, thereby including
the underlying fit uncertainty. At small redshifts,
∆z = 0.2, while at large redshifts it can grow to
more than 0.5.

4. Pulling the number of expected halo photons, N ,
from a Poisson distribution with mean given by
n(Θ, z). When including the impact of beam-plasma
instabilities, we reduce this number by a factor of
(1 + Γplasma/ΓIC)−1, where Γplasma and ΓIC are
the beam-plasma and IC cooling rates, respectively
(Broderick et al. 2012).

5. Pulling N random angular radii from the exponen-
tial distribution, ∝ e−DA(z)θ/Dγγ(z) sin Θ, associated
with the probability of pair production at a pro-
jected angular distance θ from the source.

6. Pulling N random orientations, φ, from a normal
distribution with standard deviation of 5◦, consis-
tent with the estimated accuracy of the alignment
and gamma-ray jet width.

7. Constructing the set of photon locations, (x, y) =
(θ cosφ, θ sinφ).

8. Computing the propagation time of each candi-
date photon if a jet lifetime is imposed, t =
[DA(z)/(c sin Θ)]θ(1 ± cos Θ), and excluding those
above the desired limit.

9. Applying a random shift consistent with the appro-
priate (front/back) PASS 8R2 V6 ULTRACLEAN-
VETO PSF averaged over the SED of the gamma-
ray background (∝ E−2.38; Tiede et al. 2017a).
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An additional set of background photons are gener-
ated such that the total number of photons within 4◦

matches that observed. The density of the background
photons is varied inside and outside 2◦; this is a result
of the exclusion of FR I/II objects within 2◦ of 3FGL
sources. Again, we apply a random shift consistent with
the background-averaged PASS 8R2 V6 ULTRACLEAN-
VETO PSF (Tiede et al. 2017a). Note that because the
number of background photons is constrained to repro-
duce the total number of gamma rays observed, the radial
distribution in the presence of IC halos need not match
that found if IC halos are neglected.

This process is repeated at least 5.5× 104 times to pro-
duce an ensemble of results from which the expected sta-
tistical properties can be extracted. Typically, this proce-
dure produces 3 × 104 and 4 × 106 photons within 2◦ for
the FR I/BL Lac and FR II/FSRQ catalogs, composing
20% and 30% of the total photons within 2◦ in the stacked
images, respectively. In both cases, this should be clearly
visible in the stacked images.

4. Stacked Gamma-ray Image Results

Here we present the aligned and stacked Fermi-LAT im-
ages of the FR I and FR II sources selected in Section 2.
These are cocentered with and rotated in a fashion iden-
tical with that determined by the radio jet images. The
resulting images are presented for the stacked FR I and
FR II samples in Section 4.1. Various statistical charac-
terizations of each in comparison to the anticipated IC
halo signal are given in Sections 4.1 and 4.2. The large
ensembles of simulated IC halos that we generate enable
us to place significant limits on the existence of the IC halo
signals. In no instance is the observed gamma-ray distri-
bution consistent with any realization, excluding IC halos
associated with our canonical model, formally by more
than 6σ, and likely much more. We then investigate the
impact of known systematic uncertainties in the IC halo
simulations (Section 4.3). Neither limiting the lifetime of
radio jets, uncertanties in the gamma-ray SEDs, nor re-
stricting gamma-ray-bright BL Lacs to low redshifts has a
qualitative impact on this result. The latter in particular
is not relevant: FRICAT sources have z < 0.2 and FS-
RQs are observed to be gamma-ray bright to high redshift
(Capetti et al. 2017; Ackermann et al. 2015).

4.1. Stacked Gamma-ray Images

The resulting aligned and stacked gamma-ray images
are shown in the top panels of Figure 7. Absent in ei-
ther stacked, aligned image is a clear, extended IC halo
along the inferred jet direction. Moreover, the stacked,
aligned and control randomly rotated images are statis-
tically indistinguishable. Apparent in all of the stacked
gamma-ray images is the presence of a weak, sudden rise
in the flux just beyond 2◦, corresponding to the presence
of nonexcluded, bright gamma-ray point sources. Through
the PSF, this excess extends within 2◦, resulting in the

enhanced fluence at the boundary. In Figure 8 we show
the angular histograms, integrating the images in Figure 7
radially, and in Figure 10 we show the angular power spec-
tra of the stacked images for radii r < 1◦.8 for each catalog
type.

The nondetection of an extended, bi-lobed feature ex-
cludes our IC halo models at overwhelming significance.
For none of the more than 5.5×104 independent front- and
back-converted stacked analyses do we anticipate a null
result consistent with that observed. As a result, we can
exclude the default model by more than 6σ, limited only
by the number of realizations explored. This is a conserva-
tive estimate of the confidence level: the exclusion of the
two jet sides has independent gamma-ray realizations for
each, increasing the potential significance further, though
we neglect this because of the intrinsic correlation induced
by the identical underlying source realizations. Bringing
the median expected values into agreement with the mean
of the observed angular distribution requires a reduction
in the halo luminosity by a factor of 67 and 940 for the
FR I/BL Lac and FR II/FSRQ comparisons, respectively.

The two-dimensional photon distributions shown in Fig-
ure 7 exhibit a clear excess of gamma rays near the 2◦

boundary. This is a consequence of the exclusion of radio
jet sources with a 3FGL source within 2◦ coupled with the
Fermi PSF. That is, this excess is associated with 3FGL
sources outside of the 2◦ that bleed inside due to Fermi’s
finite angular resolution. To demonstrate this explicitly,
in Figure 9 we show the radial distribution of the pho-
ton density (note that this is independent of source align-
ment). This is compared to a simple model, consisting of
separate uniform densities inside and outside the 2◦ con-
volved with an appropriate PSF. The values for these den-
sities are set by the interior and exterior photon densities.
Because the Fermi Pass 8R2 V6 ULTRACLEANVETO
PSF is energy dependent, we average over an SED consis-
tent with that observed in the background (and consistent
with both the interior and exterior photon populations),
dN/dE ∝ E−2.38. These are shown in Figure 9 for front-
and back-converted events separately because of the rather
different Fermi PSFs for each set of photons.

The step-function model does a good job of reproduc-
ing the excess just inside 2◦ and the corresponding dearth
just outside 2◦. There are weak indications of a slight
second excess of photons in the front-converted events at
the field centers, associated with the double radio sources
themselves. It is tempting to interpret this as a tanta-
lizing signal of gamma-ray emission associated with radio
lobes. However, there is no evidence for a point source
in the back-converted events (lower panels of Figure 9);
importantly, even with the larger PSF associated with
back-converted events, a point source with the flux implied
by the front-converted excess would be clearly visible. In
comparison, our default simulation would exhibit a sub-
stantial, centrally concentrated excess associated with the
IC halo emission that is clearly not present. Note that this
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Figure 7. Top: density of 1-100 GeV gamma rays in the stacked Fermi data after aligning the FR I (left) and FR II (right) samples based
on their radio features. The combined front- and back-converted Fermi events are displayed. To facilitate estimates of the Poisson noise per
pixel, the total number of photons in each pixel is shown. Bottom: the anticipated density of 1-100 GeV gamma rays arising from the IC halos
from a stacked population of BL Lacs (left) and FSRQs (right), generated as described in the main text. Note that these may be substantially
reduced if an exponential cutoff in the intrinsic blazar spectra below 1 TeV is present or some other process preempts the formation of the IC
halos. In any case, the anticipated halo signal is clearly absent. This remains the case when front- and back-converted events are considered
separately.

excludes the possibility that we have inadvertently simply
misaligned the stacked sources.

4.2. Angular Power Spectra

Angular power spectra provide an alternative means
of assessing the anisotropy of the stacked images that
has been extensively discussed previously (Tiede et al.
2017a,b). While angular power spectra present a pow-
erful tool for stacking unaligned images, i.e., incoherent
stacks, here we employ them to characterize the stacked,
aligned images, i.e., coherent stacks, to provide a natural
connection to prior work. These are shown in Figure 10 for
the two samples. For comparison, the anticipated angular
power spectra are also shown. Generally, similar trends
are apparent as seen in the angular histograms: the de-
fault halo model is excluded at overwhelming significance.
Unlike the angular histogram, the angular power spectra

indicate the degree to which any bi-lobed feature is ex-
cluded, independent of the particular alignment precision.

4.3. Potential Systematic Uncertainties

Here we explore a variety of potential systematic uncer-
tainties and explore their potential impact on the nonde-
tection of IC halos. First, we explore instrumental uncer-
tainties from the Fermi-LAT. That is, using the front and
back detectors, we compare our results to ensure that the
results in both are consistent, i.e., that neither is biasing
our result. Second, we analyze the impact of the finite
lifetime of radio/gamma-ray jets. Finally, we analyze the
impact that a potential spectral curvature at high energies
(∼ 100GeV − 1TeV) from a variety of sources may have.
We find that none of these are capable of fully explaining
the absence of IC halos.

4.3.1. Front- vs. Back-converted Event Comparison
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Figure 8. Comparisons between the observed and expected an-
gular distributions of gamma rays within 1◦.8 in the stacked Fermi
images of the FR I (top) and FR II (bottom) samples. These are
presented as angular histograms of the gamma-ray position angles
about the stacked source locations. In both plots, these are shown for
the aligned (black stars) and randomly rotated (red circles) stacked
cases. The signals anticipated by the standard unified picture are
shown by the green bars, for which the solid and dotted error bars
indicate the one-sided 95% and 99.99% confidence regions, respec-
tively. The signals expected in the presence of beam-plasma instabil-
ities are shown in blue. Here we combine front- and back-converted
events; considering each class separately produces similar results.
For clarity, points are horizontally shifted, and the dotted black line
(not visible) shows the mean values of the number of photons per
bin.

In practice, we construct each of the comparisons inde-
pendently for front-converted and back-converted events,
combining them only at the end to improve the statistical
significance of the result. In no case do we see statisti-
cally significant disparities between the two sets of data.
For completeness, we show these comparisons here. Fig-
ure 11 shows the two-dimensional histograms of the two
different data sets independently and the corresponding
angular histogram comparisons. As with the combined
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Figure 9. Comparisons between the observed and expected radial
distributions of gamma rays within 3◦ in the stacked Fermi images
of the FR I (left) and FR II (right) samples separately for front-
converted (top) and back-converted (bottom) events. These are
presented as angular histograms of the gamma-ray position angles
about the stacked source locations. A step-function model, smoothed
by the energy-averaged Pass 8R2 V6 ULTRACLEANVETO PSF, is
shown by the gray line. The signals anticipated by the standard
unified picture are shown by the green bars, for which the solid
and dotted error bars indicate the one-sided 95% and 99.99% confi-
dence regions, respectively. The signals expected in the presence of
beam-plasma instabilities are shown in blue. For clarity, points are
horizontally shifted, and the dotted black line (not visible) shows the
mean values of the number of photons per bin.

presentations, these are independently excluded at more
than 4σ. As a result, the joint exclusion is more than 6σ.

4.3.2. Impact of Radio Lifetimes

In our default and plasma cooled models, we have as-
sumed that the VHEGR jets persist with the same ori-
entation over the entire time the visible halo is gener-
ated. While VHEGR sources are known to flare on short
timescales, implying that they can turn on and off rapidly,
it is the VHEGR flux averaged over the typical IC cool-
ing time, roughly 2.4(1 + z)−4 Myr, that we require to be
long lived. It is natural to assume that the VHEGR and
radio jets are contemporaneous features of AGNs. How-
ever, a conservative limit on the timescale of the cooling-
time-averaged VHEGR emission epoch would then arise
from the cooling timescales of the radio features. To as-
sess the impact of restricting the IC halo formation to
this timescale, we have generated a set of simulated halos
with a limited central-engine lifetime. That is, we define
a timescale as a function of halo angular extent, includ-
ing the time of flight of the VHEGRs and subsequent IC
halo photons, t = [DA(z)/(c sin Θ)]θ(1± cos Θ), which we
then restrict to be less than 30 Myr, the typical lower limit
on the jet lifetime from the synchrotron cooling of the ra-
dio emission regions. When confined to the 2◦ window of
interest, this excludes 40% and 78% of photons in our de-
fault FR I/BL Lac and FR II/FSRQ models, respectively.
As seen in Figure 12, alone this is insufficient to materi-
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Figure 10. Comparisons between the observed and expected an-
gular power spectra of gamma rays within 1◦.8 in the stacked Fermi
images of the FR I (top) and FR II (bottom) samples. In both plots,
these are shown for the aligned (black stars) and randomly rotated
(red circles) stacked cases. The signals anticipated by the standard
unified picture are shown by the green bars, for which the solid and
dotted error bars indicate the one-sided 95% and 99.99% confidence
regions, respectively. The signal expected in the presence of beam-
plasma instabilities is shown in blue. Here we combine front- and
back-converted events; considering each class separately produces
similar results. For clarity, points are horizontally shifted, and the
dotted black line shows the Poisson limit.

ally alter our conclusion that IC halos remain excluded at
overwhelming significance.

4.3.3. Curvature of VHEGR SED

The IC halo flux depends linearly on the underlying TeV
luminosity distributions of the gamma-ray jets. While we
have made an effort to conservatively estimate these and
propagate the uncertainties of our estimates through our
IC halo simulations, our redshift-luminosity distribution
is predicated on the applicability of the convex broken-
power-law SED model to the intrinsic gamma-ray SEDs
of blazars between 100 MeV to 2 TeV. While the reported

fluxes in the 3FHL extend to 2 TeV, only a subset of
sources are detected at such high energies, due either to
the rapid decrease in photon flux associated with power-
law SEDs even for hard sources or the absorption on the
infrared background for objects with z > 0.2. For these
reasons, only 33% of the BL Lacs with redshifts and 8%
of the FSRQs with redshifts are detected above 150 GeV.
Thus, it remains possible, in principle, that an extreme
curvature of the intrinsic VHEGR SED above 100 GeV
may reduce the TeV luminosities significantly from our fit
estimates.

It is clear, however, that a modest break, such as a cool-
ing break, in the SED is insufficient. Such a break has been
inferred from comparisons between the photon spectral in-
dex at 1 TeV and 1 GeV of Fermi blazars (Ackermann
et al. 2015), typically resulting in ΓTeV − ΓGeV ≈ 1 (Ack-
ermann et al. 2011); the break between the 100 GeV and
1 TeV photon spectral index is smaller generally. Above
100 GeV, this would provide an insufficient energy range
in which to reduce the expected halo signal sufficiently to
be consistent with a nondetection. That is, a far more
aggressive reduction in the intrinsic emission is required,
e.g., an exponential cutoff.

There is no empirical evidence for such cutoffs in the
VHEGR SEDs of nearby BL Lacs and FSRQs after de-
absorption. For example, for all seven of the FSRQs
listed in TeVCat (S3 0218+35, PKS 0736+017, TON 0599,
4C +21.35, 3C 279, PKS 1441+25, PKS 1510-089; Wakely
& Horan 20083), no high-energy cutoffs are seen during
flaring episodes; any emission model that exhibits a rapid
cutoff must avoid doing so during active periods. This is
shown explicitly in Figure 5 for two of the TeVCat FS-
RQs. For BL Lacs, the case is even clearer, due to the
higher number of nearby, hard objects, for which the SED
is measured above 100 GeV directly.

Similarly, there are theoretical reasons to not expect
a spectral cutoff between 100 GeV and 1 TeV for both
leptonic and hadronic emission models. Cutoffs at high
energies can arise in leptonic models from two sources:
the Klein-Nishina suppression of the Compton cross sec-
tion (Blumenthal & Gould 1970) or an intrinsic superex-
ponential cutoff in the underlying lepton population (Zi-
rakashvili & Aharonian 2007). The Klein-Nishina sup-
pression occurs when in the lepton frame the seed photon
energies are comparable to the electron rest mass, that is,
when EseedEγ ≈ 2m2

ec
4, where Eγ and Eseed are the ener-

gies of the IC gamma ray and the original seed photon, re-
spectively. This results in a break in the gamma-ray SED
above an energy Eγ ≈ 500(Eseed/1 eV)−1 GeV. However,
even for very extreme seed photon distributions, this is
modest and generally subexponential. For example, for a
Plankian seed photon spectrum that peaks at 5 eV being
IC scattered by a power-law lepton distribution ∝ E−2.1,
the resulting gamma-ray SED is ∝ Eb exp[−(E/Ec)

0.25]

3 See http://tevcat.uchicago.edu, Catalog Version 3.4
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Figure 11. Comparisons of front- and back-converted stacked gamma-ray maps for the FR I/BL Lac and FR II/FSRQ analyses, organized by
row. Left: density of 1-100 GeV photons after alignment for the indicated stacked sample and Pass 8R2 V6 ULTRACLEANVETO event class.
Right: associated angular distributions of the photons within 1◦.8 after alignment (black stars) and random rotations (red circles), compared
with the anticipated signals from the standard unified picture (green bars) and when beam-plasma instabilities are included (blue bars). Solid
and dotted error bars indicate the one-sided 95% and 99.99% confidence regions, respectively. For clarity, points are horizontally shifted, and
the dotted black line (not visible) shows the mean values of the number of photons per bin.
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Figure 12. Comparisons between the observed and expected angular distributions of gamma rays within 1◦.8 in the stacked Fermi images
of the FR I (left) and FR II (right) samples after limiting the jet lifetimes to 30 Myr. These are presented as angular histograms (top) and
angular power spectra (bottom) of the gamma-ray position angles about the stacked source locations. In both plots, these are shown for the
aligned (black stars) and randomly rotated (red circles) stacked cases. The signals anticipated by halos associated with jets with lifetimes
limited to 30 Myr is shown by the cyan bars, for which the solid and dotted error bars indicate the one-sided 95% and 99.99% confidence
regions, respectively. For reference, the signals expected by our default halo simulation and in the presence of beam-plasma instabilities are
shown in green and blue, respectively. Here we combine front- and back-converted events; considering each class separately produces similar
results. For clarity, points are horizontally shifted, and the dotted black line shows the mean values of the number of photons per bin.
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for Ec = 2 GeV, which is considerably lower than the es-
timated value of Eγ . Above Ec, this is quite flat in the
energy spectrum ELE , reminiscent of high-synchrotron-
peak (HSP) blazars, and being dominated by a subexpo-
nential cutoff near a TeV. Seed photon populations that
peak at lower energies have corresponding higher cutoffs,
and thus adopting a more broadly distributed seed pho-
ton distribution, such as the double power laws associated
with the synchrotron peaks in blazars, reduces the impact
of the Klein-Nishina suppression further.

Alternatively, the IC-scattering lepton populations
themselves may exhibit an intrinsic cutoff. For diffusive
shock acceleration (DSA) in nonrelativistic shocks4, ap-
plicable to supernovae remnants, the shape of the lepton
distribution changes when the energy of the accelerated
leptons reaches a maximum determined by the compe-
tition between DSA and radiative losses. In the cutoff
region, the lepton momentum distribution function is
proportional to a modified power-law term and a super-
exponential term, exp(−p2/p2

0), where p is the magnitude
of the momentum and p0 is a scale set by the compet-
ing timescales. The former reflects a pileup of leptons
as their cooling time becomes comparable to the accel-
eration time. The exponential term, however, effectively
cancels this pileup feature, which results in a prolonged
power law up to the electron cutoff momentum, where
a steeper superexponential cutoff takes over (see Fig. 3
of Zirakashvili & Aharonian 2007). Because the lepton
momentum for relativistic particles is p ≈ γmec, a su-
perexponential cutoff in the lepton distribution produces
an exponential cutoff in the IC-scattered gamma rays of
exp(−E/Ec) with a scale of Ec = 2Eseedp

2
0/m

2
ec

2. The
scale of the lepton momentum cutoff, p0, and thus Ec,
depends most strongly on the strength of the shock and
the ambient magnetic field strength. However, for all
credible values of the shock velocities and magnetic field
strengths in blazar jets and their environments, this re-
sults in p0/mec � 108 and thus Ec � 1 TeV (see Eq. 22
of Zirakashvili & Aharonian 2007).

Hadronic models for the GeV-TeV emission typically
arise from an underlying proton population that extends
to EeV energies, limited ultimately by the smaller of
the two following values: the reachable maximum en-
ergy according to the modified Hillas criterion, Emax =
ZeBRvshock/c, where Ze is the particle charge, B is the
shock magnetic field strength, R is the shock confinement
radius, and vshock is the shock velocity, or the GZK cutoff
(Greisen 1966; Zatsepin & Kuz’min 1966). The recent de-
tection of a 290 TeV neutrino associated with blazar TXS
0506+056 (IceCube Collaboration 2018a,b) provides evi-
dence for photo-pion emission from energetic protons and,

4 Blazar shocks are relativistic, but the maximum energy is deter-
mined by similar processes, so it is instructive to look at the well-
studied X-ray synchrotron and IC gamma-ray spectra from nonrel-
ativistic astrophysical shocks.

therefore, the existence of similarly high energy photons.
This has now been interpreted in terms of hybrid lepto-
hadronic models for TXS 056+056, in which the sub-TeV
emission is dominated by leptonic processes, transition-
ing above a TeV to hadronic origins, with an associated
concave spectral break in the intrinsic spectrum (see, e.g.,
Ahnen et al. 2018; Cerruti et al. 2018; Gao et al. 2018,
though note that the SEDs shown there are after absorp-
tion). Thus, relative to these hybrid models, our convex
broken power-law fits will systematically underestimate the
TeV luminosities of similar objects.

As a result, we conclude that it is unlikely that our TeV
luminosity estimates are larger by more than an order of
magnitude than the true values, and thus an additional
plausible spectral curvature alone is unable to explain the
nondetection of IC halos in either the FR I/BL Lac or
FR II/FSRQ comparisons in the absence of novel radia-
tive processes. In combination with limiting VHEGR jet
lifetimes to 30 Myr, a modest spectral curvature can ex-
plain the apparent absence of an IC halo signal in the
stacked FR II objects but cannot do so for the stacked FR
I objects.

5. Discussion

An IGMF with strength less than 1 × 10−15η−1(λB) G
would avoid the extended, anisotropic gamma-ray halos
excluded here. Thus, the nondetection presented here may
be interpreted narrowly as an upper limit on the strength
of a putative IGMF, shown in Figure 13. When com-
bined with limits from the SEDs of TeV-blazars (Neronov
& Semikoz 2009; Neronov & Vovk 2010; Taylor et al. 2011;
Takahashi et al. 2012; Vovk et al. 2012), this would leave
a narrow region of permitted IGMF strengths that de-
pends on λB . Above λB ≈ 0.9 Mpc, this is limited to
between 3× 10−16 G and 10−15 G. For smaller λB , which
are consistent with well-motivated models of magnetoge-
nesis, the required IGMF strength grows as η−1(λB) (for
fields generated at the electroweak or quantum chromody-
namics phase transitions, the correlation length is below
10 kpc, though it may grow to 0.1 Mpc over the age of the
universe; see Kulsrud & Zweibel 2008; Ryu et al. 2012;
Widrow et al. 2012). However, this is already in direct
conflict with morphological searches for the GeV halo IC
component of known TeV sources: when jet lifetimes in
excess of 104 yr are considered, IGMF strengths greater

than 10−14 G for λB ≈ 0.01 Mpc, scaling as λ
−1/2
B for

smaller correlation lengths, are required (Fermi-LAT Col-
laboration & Biteau 2018). Therefore, there is no con-
sistent explanation for the simultaneous apparent absence
of line-of-sight IC halo emission and that associated with
oblique radio jets, and we do not consider this possibility
further, focusing on the implications for the formation of
the IC halos themselves.

Interpretations of the absence of the IC halos may
then be organized into two general categories: either the
VHEGR emission responsible for generating the progeni-
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Figure 13. Summary of IGMF constraints on strength and correla-
tion length arising from the nondetection of IC halos described here
in comparison to various others. The red shaded area shows the ex-
clusion region from nondetection of stacked anisotropic gamma-ray
halos (this work). The outer gray area indicates regions excluded
by magnetic diffusion (left) and direct limits from Zeeman splitting
(top). Beyond the right axis, λB is larger than the Hubble radius,
RH . The inferred lower limits from 1ES 0229+200 (Neronov & Vovk
2010) and the modified lower limit after allowing for extreme lim-
its on TeV emission lifetime (Dermer et al. 2011) are shown by the
lower two shaded regions. The lower limits arising from morpholog-
ical limits for TeV-bright sources assuming gamma-ray jet lifetimes
of 104 yr and 10 Myr are shown in dark gray (Fermi-LAT Collabo-
ration & Biteau 2018). The blue region shows the region excluded
by searches for IC halos about bright Fermi sources (Tiede et al.
2017b). Note that the colored and gray regions are exclusion re-
gions and there is no allowed region (white) left. Combined, these
constraints rule out a volume-filling IGMF for all of the IGMF pa-
rameter space, including λB > RH (and leaves the absence of IC
features in Fermi blazars unexplained). Alternatively, it argues for
the existence of an additional physical process that preempts the IC
cascade in the form of, for example, virulent beam-plasma instabil-
ities that dominate the energy loss of TeV pairs. (Adapted from
Neronov & Vovk 2010.)

tor electron-positron pairs is missing, or some other pro-
cess dominates their cooling subsequent to their forma-
tion. Both of these require novel processes that funda-
mentally modify our understanding of the extragalactic
gamma-ray universe. The first is equivalent to assuming
that our inferred TeV luminosities may be biased, either
because radio-bright jets are not the proper parent pop-
ulation of objects or, as we argue in Section 4.3.3, some
as-yet unidentified process suppresses the TeV emission of
gamma-ray-bright blazars. In the absence of such an ex-
treme spectral modification for source classes of FSRQs
and BL Lacs, we turn to the remaining explanation.

This requires a mechanism by which streaming popula-
tions of relativistic electron-positron pairs will lose energy
on timescales considerably shorter than 2.4(1 + z)−4 Myr
within cosmological voids. A natural explanation for this
is the presence of virulent beam-plasma instabilities in the
IGM, associated with the anisotropic nature of the pairs

generated by the original VHEGR emission (Broderick
et al. 2012). These suppress the IC halo by an amount
that depends on the relative cooling rates associated with
saturated plasma instability and IC cooling. In the lin-
ear regime, the instability cooling rates are large in com-
parison to the IC cooling timescale for all relevant red-
shifts (Broderick et al. 2012). This is modestly reduced by
the presence of nonlinear Landau damping (Chang et al.
2014), though the nonlinear saturation remains poorly un-
derstood (Shalaby et al. 2017, 2018; Vafin et al. 2018), and
thus the linear instability cooling rates are a credible up-
per limit on the impact of the plasma instabilities on the
formation of IC halos. For the FR I/BL Lac population,
the plasma cooling is capable of fully explaining the lack
of large-scale IC halos. As seen in the bottom panel of
Figure 10 and the right panels of Figure 12, for the FR
II/FSRQ, an additional reduction, in the form of either
an enhanced cooling or suppression of the FSRQ VHEGR
emission is required; a reduction by an order of magnitude
in the TeV luminosities of FSRQs is sufficient and requires
only a modest evolution in the SED above 100 GeV that
is broadly consistent with the gamma-ray SEDs of Fermi
sources (Ackermann et al. 2015).

6. Conclusions

We have identified, aligned, and stacked the gamma-ray
images of the oblique radio analogs of the gamma-ray-
bright blazars. This was done independently for FR I and
II objects, which we compared to the expectations from
simulated IC halos from stacked BL Lacs and FSRQs, re-
spectively. Based on this, we can conservatively exclude
the existence of IC halos at more than 6σ. The appar-
ent absence of IC halos cannot be explained via identified
systemic uncertainties in the analysis.

Alone this requires an IGMF less than 1×10−15η−1(λB) G.
Combined with prior constraints from Fermi blazar ob-
servations, which limit the IGMF to be greater than
3 × 10−13 G (and progressively larger in the diffusive
regime when the correlation length of the IGMF becomes
smaller than the IC cooling time) for VHEGR jet life-
times consistent with those assumed here, this precludes
any interpretation of this nondetection within the context
of an IGMF. That is, there is no IGMF that would simul-
taneously explain all nondetections. This substantially
complicates efforts to probe the IGMF with gamma-ray
observations.

This suggests either (1) a novel process that suppresses
the VHEGR emission dramatically between 100 GeV and
1 TeV, for which there is currently little empirical or theo-
retical support, or (2) a mechanism by which the IC halos
are preempted after the relativistic pairs are generated by
VHEGR absorption on the infrared background. Either of
these solutions requires fundamental revisions to our un-
derstanding of the origin and/or impact of the VHEGR
emission of AGNs. Modifications to the emission neces-
sarily imply additional, possibly redshift-dependent, pro-
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cesses within the gamma-ray emission regions of AGNs,
placing a severe constraint on their nature and location.
Additional cooling processes in the IGM reprocess the
VHEGR luminosity of AGNs into forms other than GeV
halos, which are essentially decoupled from all other com-
ponents in the IGM. Beam-plasma instabilities may serve
this role (Broderick et al. 2012; Chang et al. 2014), drain-
ing energy from the relativistic pairs into plasma waves
and, ultimately, heat. If these instabilities are efficient,
they would serve as a mechanism that satisfies (2) and,
thus, invalidates the current IGMF limits from the nonob-
servation of GeV halos around TeV blazars. Additionally,
beam-plasma instabilities deposit this energy into heat in
the IGM, dominating the energy budget in cosmic voids,
where it can raise the IGM temperature by up to an or-
der of magnitude at z = 0 (Chang et al. 2012; Puchwein
et al. 2012; Lamberts et al. 2015), substantially modify-
ing the Lyman-α forest at late times (z . 2), and possibly
suppressing late-time star formation in galaxies, especially
dwarfs (Pfrommer et al. 2012).
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Figure 14. Stacked joint distributions of the photon spectral indexes and rest-frame break energy of the SED fits to the FSRQs (left) and
BL Lacs (right) that appear in the 3LAC and 3FHL with redshifts. For reference, the 95% confidence regions for the sources in Figure 6 are
shown (FSRQs: 4C +21.35 (red), 3C 279 (green); BL Lacs: Mkn 421 (red), W Comae (green)). Within the joint Γlow-Γhigh distributions, the
Γhigh = Γlow line is indicated by the dotted white line.

APPENDIX

A. Summary of SED Fit Parameters

We show a summary of some of the salient elements of the reconstructed SED parameters from our fits in Figure 14. In
particular, we show the joint distributions for the parameters that control the shape of the fitted SEDs: the high-energy
photon spectral index, Γhigh ≡ max(Γ1,Γ2), with the low-energy photon spectral index, Γlow ≡ min(Γ1,Γ2), and rest-
frame break energy (1 + z)Eb (see Equation 6). The presence of individual islands in the stacked posterior distributions
is a consequence of individual sources with well-constrained SEDs. There does not appear to be a strong dependence on
TeV luminosity.

The mean Γhigh depends on source class, with a value near 3.3 for FSRQs and 3.1 for BL Lacs. We recover the typical
TeV-GeV spectral break of unity found in Ackermann et al. (2011), here in the form of a generally positive Γhigh − Γlow

near one; the mean break for FSRQs is 1.3 and for BL Lacs is 1.4. That is, our estimates of Γhigh are statistically
consistent with the spectral softening observed at a TeV in prior studies.

The typical Γhigh also depends weakly on the location of the spectral break; sources with higher breaks typically are
marginally softer at high energies. When Eb > (1 + z)10 GeV, the fits exhibit a wide range of high-energy spectra, in
part due to the weaker constraints on that portion of the spectrum.

For a substantial minority of sources, the SED is featureless, and thus a wide range of Eb and Γhigh,low are permitted.
Note also that Γhigh asymptotes to roughly 2.5 for FSRQs and 2.3 for BL Lacs when Γlow is very small; that is, ELE
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Figure 15. Left: Flux distributions of the 24,973 double radio sources which meet the initial quality criteria (black), the 8,741 that are stacked
in our FR II/FSRQ analysis (blue), and the subset of those with measured redshifts (red). Right: Redshift distribution of all sources with
measured redshifts in the double-source VLA FIRST catalog (red) and of those used in the FR II object stacking analysis (blue).

is rapidly rising at low energies. Importantly, there are no fitted SEDs that exhibit pathologically hard high-energy
behaviors. This remains true even when the spectrum is rapidly rising at low energies (i.e., Γlow < 1).

B. Gamma-ray Mean Free Path and Optical Depth

Because Domı́nguez et al. (2011) provides the optical depth to Earth from a given redshift at a given observed frequency
in tabulated form, it is necessary to construct the local gamma-ray mean free path. These are related via

τE(Eobs, z) =

∫ z

0

dz′
dDP

dz
(z′)

1

Dγγ [Eobs(1 + z′), z′]
where

dDP

dz
(z) =

1

1 + z

dDC

dz
(z), (B1)

in which DP is the proper distance and DC is the standard comoving distance. Therefore, in terms of the observed
gamma-ray energy,

Dγγ [Eobs(1 + z), z] =

(
∂τE
∂z

)−1
dDP

dz
(z), (B2)

where the partial derivative holds Eobs fixed. To convert this to the local gamma-ray energy, we note that it is related to
the observed gamma-ray energy via E = Eobs(1 + z).

C. FR II Redshift Distribution

Redshifts are measured for just 2.8% of double radio sources that meet the initial quality control criteria listed in van
Velzen et al. (2015), the distribution of which is shown in Figure 15. This fraction remains consistent when our additional
quality criteria are applied. However, the flux distributions of the sources with and without redshifts are clearly distinct,
with the former typically being brighter than the latter (shown in Figure 15), suggesting that the sources with redshifts
are biased toward low z.

Therefore, we make the pessimistic assumption that the redshift distribution of the radio doubles is similar to that
obtained from the quasar luminosity function reported by Hopkins et al. (2007), after applying the flux limits stated in
van Velzen et al. (2015). That is, we apply a bolometric luminosity limit of

Lmin(z) = 103.574πD2
L(z)Sν(1.4GHz)(1 + z)−1.85, (C3)

where the first term is a multiplicative correction between the radio lobe and accretion disk luminosities, Sν = 12 mJy
is the 1.4 GHz flux limit, and the final term is the band correction necessary to obtain the rest-frame radio luminosity
(van Velzen et al. 2015). Note that we explicitly do not apply the FR II fraction correction reported in van Velzen et al.
(2015), as this is obtained from the subset of objects with redshifts; doing so would result in a larger number of lower-z
objects. Therefore, the average redshift grows from 1.2 to 2.0, implying that the radio doubles are systematically at higher
redshifts. The associated redshift distributions are shown in Figure 15.


